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Abstract

Extensional constraints are the most expressive tools of Constraint Programming
to model any kind of relation between variables. For instance, a positive table
constraint is a type of extensional constraint that represents, using a table, all
combinations of values that some variables can take.

Compact-Table (CT) is a state-of-the-art propagator enforcing Generalized
Arc Consistency on positive table constraints. The success of CT comes from its
speediness owing to its ability to handle multiple elements in one operation by using
bitwise computations. The bitwise computations of CT are currently implemented
with 64-bit words in the OscaR solver, while today’s microprocessors can handle
more than 64 bits in one instruction.

This master’s thesis explores the adaptation to larger words of the CT prop-
agator implemented inside OscaR. More precisely, the bitwise operations are re-
implemented in Scala with the non-final jdk.incubator.vector API introduced
in JDK 16. The new implementation is compared to the existing one on multiple
problems involving positive table constraints. The results show that this approach is
in general not beneficial, but can be used to speed up the search time of randomized
problems involving large tables.

This master’s thesis also considers the idea of reordering tables rows before
the search to improve the search time by reducing the number of operations done
by CT. Compared to the same search on randomly ordered tables, the reordering
idea manages to reduce the search time by up to 72.8% on randomized problems
involving large tables and by 13% on average on more general problems.
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Chapter 1

Introduction

In the world of Constraint Programming (CP), table constraints are very versa-
tile tools designed to model complex relations between variables. Positive table
constraints contain the list of possible combinations of values that some variables
can take simultaneously!. The search for efficient filtering algorithms for table
constraints, often enforcing the Generalized Arc Consistency (GAC) property, has
been going on for decades [74].

One state-of-the-art algorithm for enforcing GAC on positive table constraints
is known as Compact-Table (CT) [12]. CT uses bitwise operations between bit-sets
to maintain the list of valid tuples (i.e. valid combinations of values) that are
supported at some point during the search. The bitwise operations on bit-sets are
performed word-by-word and when a word become empty, it is ignored in successive
computations thanks to the Reversible Sparse Bit-Set (RSBS) data structure.

In the OscaR [52] CP solver, the bitwise operations of CT are performed 64-bit
at a time, while today’s CPUs can perform computations on more bits with a
single CPU instruction, notably 512 bits at a time with AVX-512 instructions [7].
To the best of our knowledge, the use of words larger than 64 bits for the bitwise
operations of CT has never been studied before.

Objectives

A first objective of this master’s thesis is to re-implement the RSBS data structure
used in OscaR with the Vector API [48] recently introduced in the Java Development
Kit. This Application Programming Interface (API) gives access to the appropriate
CPU instructions needed to implement bitwise operations on more than 64 bits.
This approach could improve the performance of CT, but it could also degrade it

1Or, in the case of negative tables, the list of combinations of values that variables cannot
take simultaneously [68].



as longer words decrease the probability that a word is ignored. Part of this work
is also to evaluate if longer words could make CT faster.

A second objective of this master’s thesis is to find out if reordering the tuples of
the table constraint before search can improve the performance of CT. Indeed, since
every bit in the bit-sets of CT corresponds to a tuple in the table, by reordering
the tuples, one could hope to regroup in the same word the bits that are often
valid together. This would mean that, during search, there are more ignored words
and therefore less bitwise operations to compute. Part of this master’s thesis is to
evaluate if reordering the tuples can make CT faster. To the best of our knowledge,
the ordering of tuples for the CT algorithm has not been studied before.

Contributions

One contribution of this master’s thesis is the re-implementation in the OscaR
solver of the bitwise operations of CT by using the Vector API. We also propose
multiple heuristics for reordering the tuples in a table and implement them in the
OscaR solver.

Outline

The remaining of this master’s thesis is organized as follows :

Chapter 2 : Background and state of the art puts this work in perspective
and explains all the concepts needed to understand this master’s thesis.

Chapter 3 : Algorithms for reordering tuples introduces tuple reordering
algorithms that use various heuristics aiming to reduce the time taken by the CT
filtering algorithm.

Chapter 4 : Implementation describes how the larger word sizes and tuple
reordering algorithms are integrated into OscaR, an existing CP solver.

Chapter 5 : Validation shows how the integration into OscaR was tested, in
regard to both correctness and performance.

Chapter 6 : Experiments quantifies the improvements in performance by
evaluating the implementation on different problems involving table constraints.

Chapter 7 : Conclusion closes this manuscript with a summary of key findings
and future research directions.



Chapter 2

Background and state of the art

2.1 Constraint programming

Constraint Programming (CP) is a declarative programming paradigm to solve
combinatorial problems such as Constraint Satisfaction Problems (CSPs) and
Constraint Optimization Problems (COPs) [59]. To solve those problems, CP only
requires to specify the properties of the solutions [58]. This is the main difference
with the imperative programming paradigm where a sequence of steps must be
specified in order to search for the solutions.

Definition 1 (CSP). A CSP P = (X, D,() is a triple where X = {&},..., X, } is a
finite ordered set of n variables that each take a value from a corresponding domain
D; (from D; to D,,), and where C = {Cy, ...,C,, } is a finite set of m constraints that
each define allowed combinations of values taken by subsets of X.

Definition 2 (Solution). A solution of a CSP P is an assignment of values
A= (A, .., A,) to the variables X = {X}, ..., X,,}, such that A; € D; and such
that all constraints are satisfied. A CSP with no solutions is said to be unsatisfiable.

Definition 3 (COP). A COP is a CSP P combined with an objective function
f:(Dy,...,D,) — R. The optimal solution of a COP is a solution A satisfying P
while at the same time minimizing (or maximizing) f(A).

2.1.1 Constraints

Definition 4 (Constraint). Given a CSP P = (X,D,(C), a constraint C; is a pair
(S;, R;) where S; is an ordered subset of X' called the scope of the constraint and
where R; is a relation that denotes the combinations of values that variables in §;
can take in order for the constraint C; to be satisfied.



The number of variables involved in a constraint C;, noted |C;|, is called the
arity of the constraint [58]. Unary and binary constraints have an arity of 1 and 2,
respectively. Constraints with arbitrary arity are called global constraints [59].

Intensional constraints

A constraint C; is defined intensionally when its specification is an expression that
contains all variables in §; and that indicates whether or not the constraint is
satisfied [58]. Intensional constraints can be expressed with arithmetic expressions
(e.g. X1 < A}), using relational semantics (e.g. alldifferent({ Xy, A, A5, X7})),
with natural language (e.g. “when it rains, the sky isn’t blue”), etc.

Extensional constraints

An extensional constraint, often represented using a table, explicitly lists combina-
tions of values that are allowed (or forbidden) by C;. A tuple T = (T, ..., Tic;|) of
values is a simultaneous assignment of the corresponding variables in the ordered
set S;. A table that lists allowed tuples, called supports, is a positive table, while a
table that lists forbidden tuples, called conflicts, is a negative table [68].

Positive (or negative) tables can represent any constraint that, given the domains
of the variables in its scope, allows (or forbids) a finite number of combinations of
values. Table constraints are generally used when there is no compact intensional
representation of a constraint.

Example 1. The arithmetic constraint X; + Xy > X3 with domains D; = {0, 1},
Dy ={1,2} and D3 = {2, 3,4} is represented in table 2.1 using 4 tuples.

A1 Ay Ag
0 2 2
1 2 3
1 2 2
1 1 2

Table 2.1: A positive table encoding the constraint X; + X, > X3 where D; = {0, 1},
Dg = {1,2} and Dg = {2,3,4}

2.1.2 Domains

The domains D; can be discrete, continuous or a combination of both. Discrete
domains can be finite or infinite. Examples of domains are shown in table 2.2.
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E 1
Continuity | Finiteness HAMmPIes
Domain Values
Finite D e ;B 12 {grule, fali;}
.- <
Discrete i={neN|n <42} {0.1, ..., 42}
D; is the set of all strings  {e,...,epl, ..., this, ...}
D= {2z |z€ZNhe> -5 {-8-6,..02..
———— Infinite {2z |2 ‘ P ;
Continuous Di={zeR|1<z<4} {1,.,252 .. m.. 4}
Mixed Di={zreR|z®—2*>0} {0, 1, ..., 1.01, ...}

Table 2.2: Examples of domains in CSPs.

The most commonly studied CSPs in the literature have variables that take their
values from discrete finite domains [58]. In the remainder of this master’s thesis,
the domain of a variable is assumed to be discrete and finite.

Remark. The domain D; of a variable X; can be viewed as a unary constraint whose
scope is {X;}.

2.1.3 Search

A problem, however well-modeled, cannot produce solutions without a search
algorithm. That search is performed by a CP solver. Depending on the needs of the
user, a solver can search for one solution or all solutions, prove the (un)satisfiability
of the problem, or, if the problem is a COP, search for the optimal solution.

The exploration of the search space of a problem can be seen as a tree where :

e the root node of the search tree corresponds to the initial problem:;

« the branches out of a node represent a reduction of the domain of a variable,
hence, the descendants of a node are sub-problems of that node;

» a leaf node represents a complete assignment of the variables.

Example 2. Let P = (X, D,C) be a CSP with the variables X = {X}, X5, A3}, the
domains Dy = {3,4}, Dy = {1,2} and D5 = {2, 3} and two constraints X; > Xo+ X3
and Xy # A3. The potential search space of this problem is illustrated in figure 2.1

The size of the search space of CSPs and COPs is exponential in the number of
variables. In their general forms, these problems are NP-hard [58], which is why a
lot of work has been carried out by the CP community in order to find efficient
methods to solve them.
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Figure 2.1: A search tree illustrating example 2. Green nodes highlight the solutions.

The usual way to search for solutions is to alternate between propagation
of constraints and exploration of the search tree. These two key operations are
described in section 2.1.4 and section 2.1.5, respectively.

2.1.4 Constraint propagation

The role of propagation is to prune the domains without removing any solu-
tions [58]. By pruning the domains, constraint propagation reduces the number of
sub-problems. It narrows down the search space by avoiding exploration of parts
that are guaranteed not to contain any solution. Propagation is performed by
eliminating locally inconsistent values (i.e. values that cannot satisfy one or more
constraints). Different levels of consistency exist, for instance :

 domain consistency, also known as Generalized Arc Consistency (GAC) [58];
 bounds consistencies [9], often used with arithmetic constraints;

« path consistency [43].

Definition 5 (GAC). A constraint C; = (S;, R;) is generalized arc consistent iff
Vi such that X; € S;, Vv € D;, there exists at least one valid assignment which
satisfies C; and where X; = v.

Achieving a specific level of consistency is done by a propagator (or filter). In
the case of GAC, each constraint C; is associated with one propagator that updates
only the domains of variables in the scope of C;.
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For each propagator, there is a trade-off between the level of consistency and
the time needed to filter inconsistent values. Higher levels of consistency take more
time to enforce but can potentially further shrink the domains. This choice is
problem-specific and is generally left to the user. Regardless, even for the highest
levels of consistency, propagators customarily use polynomial time complexity
algorithms in order to meaningfully reduce the search time [58].

At each node of the search tree, propagators are called repeatedly as long as one
of the domain that they depend on has been reduced since the last time they were
called. This process, which ensures local consistency, is performed by a fized-point
algorithm, such as the one described in algorithm 1.

Algorithm 1 Fixed-point

Input: @, the propagation queue, initially containing propagators affected by the
last branching decision (or all propagators if there is no ancestor node)

Input: P, the set of all propagators
while |Q| # 0 do

q < Q.dequeue()

y < g.propagate() /] y is the (maybe empty) list of updated variables

for all p € P\ @ such that p depends on a variable in y do

‘ @Q).enqueue(p)

end for
end while
if 3D, € D such that |D;| = 0 then
‘ return failure // there is a domain wipeout, the state is inconsistent
else

‘ return success // here, if the node is a leaf, it corresponds to a solution

end if

When the fixed-point algorithm fails, it means the current node cannot possibly
lead to a solution and there is no need to explore sub-problems. When it succeeds,
the local consistency is effectively enforced : if each variable is assigned a single
value, then, the current node corresponds to a solution, otherwise, there might be
a solution deeper in the tree.

Constraint propagation is often not enough to solve a problem. When the fixed
point is reached, if there is more than one combination of possible values, then, a
branching decision must be made, which is detailed in the next section.

2.1.5 Exploration

Note. This section assumes that exploration is performed using a chronological
backtracking Depth-First Search (DFS) algorithm. Although this strategy is com-
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plete (i.e. it guarantees that all solutions are found) and widely used, alternative
exploration techniques exist that are either incomplete (e.g. Constrained Local
Search [55]) or complete (e.g. Complete Beam Search [75]).

Tree exploration consists in choosing the next unvisited node to explore. It
happens after the constraints have been propagated.

If there is more than one possible combination of values for the variables, then,
the search must select a sub-problem by taking a branching decision. This decision
restricts the domain of an unassigned variable (i.e. whose domain size is not one)
and is often implemented by adding a branching constraint to the problem [58].

The branches out of a node depend on the branching strategy and on the
variable and value ordering heuristics. As a convention, the search selects first the
left-most unexplored branch out of a node.

Branching strategy

A branching strategy defines the way a problem is split into an equivalent set of
sub-problems. Typical branching strategies include [58] :

e domain splitting, which partitions the domain of one variable into two or
more non-empty sets with one branch for each set (e.g. Xy <5 and X, > 5);

« binary branching, a special case of domain splitting using two sets and where
the left branch reduces the domain to a single value (e.g. Xy =1 and X, # 1);

o d-way branching, where d is the size of the domain of a variable, which splits
the problem into d branches, each one for different value of the variable.

Variable ordering

Variable ordering heuristics establish the order in which the variable to branch on
is chosen amongst the set of unassigned variables. These orderings can be static
or dynamic and some of them are tailored to a specific problem while others are
generic. Some examples are :

e a simple static ordering corresponding to the order in which variables are
defined (from X to X,,);

e dom, which orders variables according to dom (the size of their domain), from
the smallest to the largest [18], aiming to heuristically minimize the tree size;

o dom/deg, that scans variables in ascending order of the ratio between dom
and deg, where deg is the degree of a variable (i.e. the number of constraints
having that variable in their scope) [3].
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Value ordering

For a given variable, a value ordering heuristic sorts values from the variable’s
domain so that the first tried branches are more likely to lead to a solution. Value
ordering is especially useful to speed up COPs or when the first solution of a CSP
must be found quickly. As with variable orderings, they can be static or dynamic,
application-dependent or not. Value heuristics can, for instance, be :

 a static lexicographical order;
e a dynamic random order, renewed at each node;

o an order that, in a COP, sorts values according to an approximation of the
objective function (e.g. if the objective is to minimize the sum of all variables,
then, trying the smallest values first is a sound heuristic).

Backtracking

When there is no descendent node to explore (when constraint propagation results
in an inconsistency or when the current node is a solution), the search algorithm
must first return to the closest ancestor node having unexplored branches, before
selecting a new branch to explore. This move “up” the tree is called backtracking.
If all ancestor nodes have been fully explored, then, the search ends.

Backtracking triggers a state restoration. It means the domains of variables, the
branching constraints and the internal state of propagators are all restored to their
previous state (i.e. the state they were in at the ancestor node, after propagation).

In CP solvers, state restoration is generally implemented using the following
mechanisms [58] :

o recomputation, a generally inefficient technique but with low space require-
ments (only the path from the root to the target node), which retakes
branching decisions from the stored path and reapplies propagation;

e copying, that stores a full copy of the state before every branching decision;

 trailing, which only stores the state differences between nodes and can be
seen as a lazy implementation of copying [39].

Those techniques are not mutually exclusive [57]. Trailing is the predominant
technique used in CP solvers, for instance, by Choco [56] and OscaR [52]. Re-
computation is rarely used alone and is usually combined with copying or trailing.
Copying, combined or not with recomputation, is available in the Gecode solver [17].

State differences or copies are typically stored on a stack. In the case of
copying, any state on the stack can restored by copying it back, while with



trailing, changes must be reverted one by one. Trailing-based solvers in particular
use reversible data structures that handle state restoration. Reversible objects
(e.g. ReversibleSparseSet in OscaR) use those structures internally to maintain
a reversible state.

Trailing is more complex to implement, in particular when storing the changes
of elaborate data structures. It is also less adapted to parallel search strategies,
however it uses less memory than copying [61].

2.1.6 Search example

A possible search tree for the CSP P of example 2 was represented in figure 2.1. In
fact, that search tree assumed the following search strategy :

e d-way branching;
« a static variable ordering (X7, X, X3);
« a static value ordering, from the smallest to the largest value.

Remark. This strategy is using static variable and value orderings. As a consequence,
in the case of binary domains (such as in example 2), d-way branching, binary
branching and domain splitting generate equivalent search trees [58], albeit with
possibly different branching constraints as the astute reader might have noticed.

Example 3. To illustrate a complete search, let us revisit the CSP P of example 2 :

X = {X, X, Az}
D = {DI,DQ,DS} = {{374}7{172}’{2’3}}
C = {C1, Gy} = {X > X+ X, Xy # A5}

The search strategy was presented at the begining of this section. However,
this time, to benefit from the potential domain pruning brought by constraint
propagation, at every node each constraint is enforced by a GAC propagator.
Constraint propagation is implemented by using algorithm 1.

The complete search tree is illustrated in figure 2.2. Search steps at each node
are detailed below.

1. At the root node, before constraint propagation, the domains correspond to
their initial sets. As in every node, constraint propagation is applied. The
propagation queue contains the propagators of C; and Cy;. The former is
applied first, however no value can be removed from the domains of &X;, X5
or X3 because all values belong to at least one combination allowed by C;.
Two of the four possible combinations are given in table 2.3 (notice that

10



X1 Xy A Xo A

3 1 2 1

4 2 2 2
Table 2.3: Two tuples that satisfy Table 2.4: Two tuples that satisfy the
the constraint X} > A5 + Ajs. constraint Xy # Aj.

Dy = {3}
D,y = {172}
D3 = {2)8}

Figure 2.2: A search tree illustrating example 3. Three green nodes highlight
the solutions and one blue node highlights an inconsistent state. Values removed

during propagation are crossed out.
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the second tuple does not satisfy constraint Cy). The last propagator in the
propagation queue, enforcing the constraint Co, is then applied, but no value
can be removed from the domains of X; and X,. Two of the three possible
combinations are shown in table 2.4. The propagation queue is now empty
and no inconsistency was detected. A branching decision must be taken
because there is more than one possible combination of values. The first
unassigned variable is X7 and the lowest value of its domain is 3, therefore,
in the left branch, the domain of &X; becomes {3}. The search takes the left
branch.

. In this node, the propagation queue contains the propagator of C;. The
only combination satisfying C; is X} = 3 A &y, = 1 A A5 = 2. Therefore, the
value 2 is removed from D, and the value 3 is removed from D3. Constraint
propagation continues and no more values can be removed. The variables
are all assigned to a value and these values satisfy all constraints : a first
solution is found! Since there are no sub-problems, the search backtracks to
the parent node and takes the right branch : &; = 4.

. In this new node, the constraint propagation cannot prune the domains. A
branching decision must be taken. The first unassigned variable is X5 and its
lowest value is 1. The left branch, represented by the constraint A =1 is
therefore taken and a new node is visited.

. At this point, only Dj is unassigned. None of its values can be removed by
constraint propagation. The search tries the first branch : X5 = 2.

. In this node, all variables are assigned and the assignment satisfies both
constraints. A new solution is found! The search then backtracks to the
parent node and takes the right branch : A5 = 3.

. Again, all the domains are reduced to a single value and these values satisfy
the two constraints. Another solution is found! The search backtracks to
the closest ancestor node with unvisited branches, that is, the parent of the
parent node. Here the search takes the right branch : A, = 2.

. In this node, before propagation, D; = {4} and Dy = {2}. Only X3 can take
more than one value. Constraint propagation first removes the value 3 from
the domain of A3 since it does not satisfy the constraint A} > &5 + A3. As a
consequence, D3 becomes {2}. The only remaining values of X, and X3 do
not satisfy the constraint Xy # X3, which means an inconsistency is detected.
Since there are no valid sub-problems, the search backtracks to the closest
ancestor node with unexplored branches. There are no such nodes. Thus, the
search is completed.

12



2.2 Compact-Table

This section describes Compact-Table (CT) [12], an efficient propagator for enforcing
GAC on positive table constraints. This algorithm relies on bitwise operations
between bit-sets in order to filter out invalid tuples and maintain consistent domains
during propagation. CT was originally implemented in the OR-Tools [54] solver
in 2012 and was first described in the literature in 2015 where it was shown to
outperform other state-of-the-art algorithms for table constraints [11, 12].

By providing a compact representation of tuples and fast bitwise operations,
the Reversible Sparse Bit-Set (RSBS) data structure and bit-sets in general are the
cornerstones of CT [12].

2.2.1 Bit-sets

A bit-set (or bit vector) is an array of bits (i.e. binary digits). Because bit addressing
is rarely supported by processors, bit-sets are often implemented with an array of
consecutive m-bit integers whose size m correspond to the word size (usually a
power of two) of the underlying hardware. A word is a group of consecutive bits
that can be treated as one operand by a processor.

Bit-sets can, for instance, represent a set of items, where the value of the i-th
bit in the bit-set denotes the presence or absence of the i-th item in the set.

Bitwise operations on bit-sets can be computed as bitwise operations on their
words. Since fullword bitwise operations exploit bit-level parallelism, the ingenious
use of those operations can result in very efficient programs [28]. A bitwise AND
operation between two bit-sets is illustrated in figure 2.3.

Remark. In some situations, the number of elements one wants to have in a bit-set
is not a multiple of the word size. In those cases, the last word of the bit-set is
usually padded with zeros. For simplification purposes, in the remainder of this
master’s thesis, the number of elements in a bit-set is assumed to be a multiple of
the word size.

=0 0 1 0|0 0O 0 1({0 0 0 O

—_————
One word

Figure 2.3: Two bit-sets combined with a bitwise AND operator (written “&”) to
form a new bit-set. In this example, the bit-sets are composed of three 4-bit words.
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Reversible Sparse Bit-Sets

By combining a bit-set with concepts borrowed from the sparse set [6] data structure,
a Reversible Sparse Bit-Set (RSBS) [12] is a semi-sparse representation of a bit-set
that is also reversible, which means it can be restored on backtrack in a trailing-
based solver. Sparsity of RSBSes is ensured only at the word level, by storing
indexes of non-zero words (i.e. with at least one bit set to 1) in an array which is
iterated over during bitwise operations.

Implementing a RSBS requires the following components [12] :

» words, an array of reversible integers (or words) that serves as a bit-set (the
number of words is denoted n);

o index, an array that contains the indexes of all words in the bit-set, from 0
to n — 1 (but the initial order of indexes can be arbitrary);

o limit, a reversible integer (initially equal to n) that indicates the number of
non empty words in the bit-set.

A RSBS can be intersected with a regular bit-set through a bitwise AND
operation. As a result, the RSBS is updated such that only bits that were equal to 1
in both bit-sets are now equal to 1 in the RSBS. A possible result of the intersection
is that some words have become zero (i.e. they have all bits set to 0). Every time a
word becomes a zero word, the index array is updated by swapping the index of
the zero word with the index at position 1imit and the limit is decremented.

Example 4. This example first illustrates the intersection of a RSBS A with a
regular bit-set B and then shows a state restoration. Both bit-sets are encoded
with 4-bit words.

The contents of B are as follows :

B={0 0101 0001 100

The current state of the RSBS A is illustrated below. All its words are non-zero,
therefore 1imit is equal to the size of words.

words = |1 O O Of1 1 1 0|0 1 O O
e e

index = 0]1]2

limit = 3————

After intersecting A with B, the first word of A becomes zero.

When a word becomes zero, index and limit must be updated. Here, the
values 0 and 2 must be swapped in index and the number of non-empty words,
which is now 2, must be the new value of limit.
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The state of A after the update is illustrated below.

words = |0 O O Of1 O O O|O0O 1 0 O
A= ﬁ)é///J/J

index = 21110

limit = 2——

At this point, if A is intersected again with a bit-set, only the non-empty words
at indexes 2 and 1 are used to compute the intersection.

During backtracking, the reversible components of A (i.e. 1imit and individual
words) are restored. Note that the index does not need to be restored : the order
of index before the 1imit does not affect correctness of state restoration. The
state of A after restoration is illustrated below. It is equivalent to the state it was
in before the intersection with B, although the index is in a different order.

words = |1 O O Of1 1 1 OO0 1 0 O
A= ﬁ)é///J/J

index = 21110

limit = 3———

2.2.2 Algorithm
The CT algorithm is mainly based on two fields [12] :

o currTable, a RSBS that represents the current set of supported tuples in
the positive table constraint;

» supports, a field containing, for each supported variable-value pair in the
table constraint, a bit-set that remembers the tuples supporting that pair.
Those immutable bit-sets are only computed once in the life of the propagator.

In currTable, given the current domains of variables, each bit equal to 1 or 0
indicates that the corresponding tuple in the table is supported or unsupported,
respectively.

For each variable-value pair (AX;, a), the bit-set in supports represents a set
data structure where bits equal to 1 indicate that the corresponding tuples in the
table take the value a for the variable X; (the other bits are set to 0).

The full algorithm contains additional variables and structures used for opti-
mization purposes and not reproduced here in order to facilitate understanding.
More details can be found in Demeulenaere et al. [12].
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The filtering algorithm of CT is divided into two steps :

1. the update of currTable based on the values remaining in the domains of
the variables;

2. the actual filtering step where, based on the updated currTable, the domains
of variables are possibly pruned.

For an analysis of the time and space complexities of the update step, the
filtering step and the propagator in general, the reader is referred to Verhaeghe [66].
The initialization, update and filtering steps are explained below.

Initialization

The propagator must be initialized to be able to propagate the table constraint. This
step is only performed once (e.g. when the propagator is instantiated). Initialization
removes impossible tuples from the table and impossible values from the domains
and sets-up the structures that are used during propagation.

First, the table is cleaned by removing the tuples where at least one value is
not part of to the corresponding variable’s domain. In a second time, each variable
is cleaned by removing values that belong to its domain but are not supported by
any tuple in the table.

Then, the table is converted into bit-sets. For every variable-value pair, a bit-set
is added to supports as follows : for all the indexes of that pair’s supports in the
table, a 1 is put at the same index in the bit-set. An example of conversion of a
table into support bit-sets is shown in figure 2.4.

Additionally, currTable is created with all its bits initially set to 1.

Variable X1 X5 X3
X X, A Value 01 2 3/0o 1 2/0 1 2
0 0 2 1t]oJoJol1]oJololo0]1
0 1 2 tlolololo|1loloo]|1
1 1 2 ol1]lololol1]ololo]1
2 1 2 olol1]lolol1]ololo]1
3 1 2 » Supports | 1 1 g |1 g 1]0]0]0]1
2 1 1 olol1]lolol1]olo|1]o0
3 2 1 ololol1]olol1]o]1]o0
2 2 0 olol1]ololol1]1]0]0

Figure 2.4: A table containing 8 tuples (left) is converted to a representation of
supports based on bit-sets (right). In this illustration, bit-sets are represented
vertically in order to match the tuples of the original table.
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Update

When the CT propagator is called, currTable is updated such that the values of
its bits indicate the validity of the corresponding tuples in the table, given the
current domains. This recomputation of currTable uses bitwise operations and
a temporary bit-set called mask. In the present context, mask is a special bit-set
where the bitwise operations are limited to the non-empty words of currTable.
The update step can be found in algorithm 2, adapted from Demeulenaere et al. [12].

Algorithm 2 Compact-Table update

Input: scope, the scope of the constraint
Input: currTable, a RSBS that represents the currently supported tuples
Input: supports, the supports of all variable-value pairs

for all variable € scope do
mask < currTable.getEmptyMask()
for all value € variable.getDomain() do  // scan the current domain
| mask < mask | supports[variable] [value] // bitwise OR (4|”)
end for
currTable < currTable & mask  // intersect using bitwise AND (“&”)
if currTable.isEmpty() then
‘ return
end if
end for

Example 5. To illustrate the update of currTable, let us reuse the table constraint
from figure 2.4 and see what would happen if the value 2 is removed from X3 during
the search (the domains of X} and A, are still {0, 1,2,3} and {0, 1, 2}, respectively),
triggering the propagator of CT and therefore the update step.

It is relatively easy to see that when the inner loop of algorithm 2 iterates over
the values of X7 and X5, the resulting masks are completely full and the execution
of currTable < currTable & mask does not change currTable for either of the
two variables.

However, when the variable selected by the main loop is X3, the resulting
mask is partially empty as it is equal to the disjunction between supports [A5] [0]
and supports [X;3] [1], as illustrated below (with 4-bit words).

supports[A3]1[0] |0 O 0 0|0
OR supports[A3]1[1]1 |0 O 0 O

= mask 0O 0 0 00 1 1 1
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Intersecting currTable with this mask updates the former. Here is its state before
that intersection, which happen to also be its state before the update step :

words = |1 1 1 1|1 1 1 1
currTable = ﬁf/l

index = 011

limit = 2——

And below is the state of currTable after the intersection with said mask. More
generally, this is also the state of currTable after the update step.

words = |0 O O O|O0 1 1 1
currTable & mask = M

index = 110

limit = 1—

Filtering

After currTable has been updated, the CT propagator might need to prune the
domain of some variables in the scope of the constraint. This filtering step detects
inconsistent values by using bitwise operations between currTable and the bit-sets
in supports. The filtering part, adapted from Demeulenaere et al. [12], is shown
in algorithm 3.

Algorithm 3 Compact-Table filtering

Input: scope, the scope of the constraint
Input: currTable, a RSBS that represents the currently supported tuples
Input: supports, the supports of all variable-value pairs
for all variable € scope do
for all value € variable.getDomain() do
if (currTable & supports[variable] [value]).isEmpty() then
| variable.removeFromDomain(value)
end if
end for
end for

Example 6. To follow up on example 5, the domains of X}, X5 or A5 are now
updated when the intersection between currTable (previously computed) and a
bit-set from supports (represented in the right table of figure 2.4) is empty, as
shown in algorithm 3.
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Since value 2 was not part of the domain of X3 when the propagator was called,
the supports corresponding to that pair are ignored. All the other supports are
tested. Boolean results of intersection tests are summarized in the table below.

Variable X Xy X5
Value 01 2 3|01 2|0 1

Intersection with currTable;Q 11 0 01 0 0 0 O

Supports for the pairs (X;, 0), (X}, 1) and (A5, 0) yielded an empty intersection.
As a result, they are filtered out and the domains of X} and X, become {2, 3} and
{1, 2}, respectively.

2.2.3 Improvements

For clarity reasons, the version of CT described in section 2.2.2 is intentionally
minimal. It can be improved further with some optimizations. Three of them are
listed below.

» For each bit-set in supports, the index of the first word that lead to a non-
empty intersection with currTable during the filtering step can be memorized.
At the time of the next intersection with the same bit-set, this index (which
is essentially a pointer to residual supports [33]) is tested first. If there is an
intersection, the test can stop at that point. Otherwise, it falls back to the
default intersection test implementation that loops over non-empty words in
currTable as long as no intersection is found [12].

o The delta set optimization consists in using the set of values removed from a
domain since the last call to the propagator. By modifying the update step
to iterate over the delta set instead of the domain, it is possible to reduce the
number of iterations required to compute the mask. If this set can be found
quickly, the implementation is straightforward and just requires to inverse all
bits in mask. When the delta set size is smaller than the size of the domain,
this optimization reduces the number of iterations to compute the mask [12].

o When only one variable has been modified since the last call to the propagator,
there is no need to iterate over its domain during the filtering step [12]. For
instance, in example 6, intersections with the supports of (X3, 0) and (X3, 1)
could have been spared.

These optimizations are implemented in the CT propagator of OscaR [52].
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2.2.4 Related work

This section presents a small overview of algorithms related to CT. For a recent
and fairly comprehensive survey of GAC filtering algorithms for table constraints,
the reader is referred to Yap et al. [74].

Other algorithms

Many other efficient filtering algorithms for table constraints have been proposed
and successively improved over the years. For instance, they include GAC4 [42]
in 1998, GAC2001 [4] in 2005, STR [65] in 2007, MDDc [8] in 2008, STR2 [32] in
2011, STR3 [34] in 2012 and MDD-4 [53] in 2014.

Outside of CT, bitwise representations have been used to successfully improve
the family of STR algorithms, leading to the creation of STRbit [73] in 2016.

In 2022, Wang and Yal [72] introduced improvements to MDD constraints,
resulting in an algorithm enforcing GAC that overall outperforms CT.

Adaptations

CT has been modified a few times to serve in contexts that the original algorithm
could not cover. Some adaptations are listed below.

o The CT algorithm is designed to enforce GAC on positive table constraints.
Verhaeghe et al. [68] adapted it not only to negative tables, but also to short
tables. Additionally, Verhaeghe et al. [67] extended CT to basic smart tables.

 In order to integrate CT in copying-based solvers, Ingmar and Schulte [22]
present modifications of the RSBS structure. In that paper, in order to
reduce the memory footprint, propagators can share tables and word sizes
can be dynamically chosen. Moreover, the authors showed a variation of the
RSBS implementation that uses less indirection. Those changes lead to a
lower memory usage as well as a faster solving time. They indicate in the
conclusions that those modifications should also benefit trailing-based solvers.
Finally, they note that the idea of reordering tuples, which had not yet been
explored, could reduce the number of non-zero words in the RSBS.

« To solve the problem of frequent itemset mining [1] with CP, the RSBS data
structure has been repurposed in the implementation of two global constraints
called CoverSize and CoverClosure [60]. In those implementations, the cover
of patterns is internally represented with a RSBS. CoverSize has, for example,
been used to create a flexible way to learn optimal decision trees with CP [71].

o Initially named Compact-MDD [69, 66, 70], Compact-Diagram, a filtering
algorithm for (s)MDD constraints, is also based on the RSBS data structure.
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2.3 Java Virtual Machine

The Java Virtual Machine (JVM) is an abstract computing machine [35] that
executes Java bytecode.

Java bytecode was originally conceived as output from compilers of source code
written in the Java programming language, but has since become a compilation
target for many other languages (e.g. Kotlin [26], COBOL [40] and Scala [46]).
Java bytecode is platform-agnostic in the sense that it can run on any platform
where a JVM implementation is available.

There are numerous state-of-the-art JVM implementations such as OpenJ9 [13],
GraalVM [47] and HotSpot [20]. For historical reasons, HotSpot is the reference
JVM implementation. HotSpot, as a component of the Java Development Kit,
is officially supported on multiple operating systems [49] (e.g. Windows 11 and
Ubuntu Linux 20.04 LTS).

2.4 Scala

Scala [46] is a high-level object-oriented and functional programming language.
Scala code can be compiled to Java bytecode to be run by a JVM. That way, it
can be used together with code written in the Java programming language and can
interact with the standard Java class library.
Scala provides a more flexible syntax than Java, a more expressive type system
as well as additional functional-programming features [46].

2.5 OscaR

Written in Scala, the open-source toolkit OscaR [52] (for Operational Research
in Scala) provides a CP solver that runs on the JVM. The CP library of OscaR
contains a rich set of constraints and propagators.

CT is the default propagator implemented in OscaR for filtering table con-
straints [52, 12]. Tts implementation represents bit-sets with arrays of Scala Long
integers. Since the size of a Long is 64 bits, the bitwise operations of CT can
handle up to 64 tuples per operation. Instead of implementing the reversibility of
currTable with an array of reversible Long, OscaR uses non-reversible Long for
the bit-set and implements reversibility with two additional arrays : one to store
the previous words and one to store the positions of those words in the bit-set.
Those two arrays are resized when more space is needed.
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X Yy

3]+ [2]=|5]//addg .. 21 y1 * Y
’1‘+’7‘:’8‘//addq...:(;21/2 5 2 >

( 111 + I = § // vpaddq ... Ty
(4] +[1]=[5]//addq ... 23 y3 : 5 ;
(1] +[8]=19]// addg ... o/ 4

(b) Using one SIMD instruction.
(a) Using four scalar instructions.

Figure 2.5: Four additions of integers using four addq instructions or one equivalent
vpaddq instruction. In SIMD terminology, x and y are vectors containing four
lanes and vpaddq is a lane-wise operation.

2.6 Single Instruction Multiple Data

Single Instruction Multiple Data (SIMD) is a computer architecture that supports
parallel processing at the data level. Instead of executing multiple identical scalar
operations (e.g. arithmetic instructions and bitwise instructions) in succession, one
SIMD instruction can execute a fixed number of identical operations in parallel.
An example of computation using four scalar instructions or one equivalent SIMD
instruction is provided in figure 2.5.

The main advantages of using SIMD instructions are a potentially lower execu-
tion time and a potentially higher energy efficiency [7].

2.6.1 Supporting hardware

Introduced on Intel CPUs in 1997, MMX was is the first widely deployed SIMD
instruction set, supporting 64-bit instructions on groups of consecutive integers
(from eight 8-bit integers to one 64-bit integer). Newer instruction sets were later
developed, supporting floating-point types and using wider registers (e.g. 128-bit
for SSE and 256-bit for AVX) [23]. Nowadays, a large variety of standard SIMD
instructions are available on mobile, desktop and server processors from multiple
vendors.

2.6.2 SIMD in Scala

This section describes four approaches that either allow developers to execute SIMD
instructions through Scala code or that allow Scala code to be partly translated
into said instructions.
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Access to SIMD instructions and libraries in Scala programs is restricted by
the compilation target. By default, Scala code is compiled to Java bytecode to be
run by a JVM. Therefore, the availability of SIMD instructions in Scala largely
depends on the capabilities of the JVM.

Automatic vectorization

Some JVM implementations support auto-vectorization. In that case, the JVM
can transform a series of scalar instructions into one or more vector instructions
performing the same operations. This approach keeps the Java (or Scala) code
platform-agnostic and makes it more readable and maintainable by the developers.
The code, however, must respect some conditions which are scarcely documented,
subject to changes and dependent on the JVM implementation. Some of those
constraints [25] are summarized below for the HotSpot JVM developed by Oracle.

» code to vectorize must be inside a loop;

e the bounds and increment of the loop must be fixed in order for the number
of iterations to be known in advance;

o the code must match one of the limited cases recognized by HotSpot;

« unsafe memory allocations and non-inlined calls can prevent vectorization.

Java Native Interface

The Java Native Interface (JNI) [50] provides a way for bytecode executed on a
JVM to interoperate with native libraries written in other languages. For example,
the JNI can be used to call time-critical methods implemented in assembly language.
Since assembly gives direct access to machine instructions, this interface makes it
possible to execute SIMD instructions from Scala code.

This approach limits portability of code across multiple platforms and microar-
chitectures and complicates the code base due to the use of multiple languages.
Moreover, communications through the JNI are associated with some overhead :
very frequent calls to small blocks of a few instructions might result in a mediocre
performance [10].

Intrinsics

Intrinsics are functions that a compiler maps to specific instructions for optimization
purposes. In source code, a call to an intrinsic function looks like a call to a standard
library function. Some intrinsics are platform-specific (e.g. intrinsics from the Intel®
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C++ Compiler [24]), while others are more portable (e.g. generic built-ins from
the GNU Compiler Collection [15]) and even provide fallbacks.

Intrinsics are usually only available for compilers of low-level languages (e.g. C
and C++). Neither Scala compilers targeting the JVM nor major JVM implemen-
tations provide access to SIMD intrinsics.

To bridge the gap between high-level languages and high-performance instruc-
tions, Stojanov et al. [63] add intrisics to Scala by automatically building an
embedded domain-specific language from the high level description of intrinsic
functions in the Intel Intrinsics Guide. Their work uses the JNI to link intrinsics
calls to dynamically compiled C code. They report a speedup of up to five times
on a matrix multiplication benchmark implemented using those intrinsics when
compared to an efficient Java implementation. Their approach reduces the amount
of low-level coding required to use SIMD instructions through the JNI. However,
the portability of the generated code is still limited since the instructions are
platform-specific.

Vector API

The Vector API [48] is a non-final Application Programming Interface (API)
available in the jdk.incubator.vector module [51] since Java 16 as part of the
Java Development Kit APIs. On supporting hardware, it aims to provide a reliable
and platform-agnostic way to use SIMD instructions in languages that compile to
Java bytecode.

This API consists of a set of classes and methods that allow expressing complex
vector computations in a generic way, without exposing the low-level implementa-
tion. On compatible architectures, calls to this API are converted by the JVM to
SIMD instructions thanks to predefined intrinsic functions. When, due to platform
limitations, vector computations cannot be expressed with such instructions, the im-
plementation uses fallback methods that are functionally equivalent. A comparison
of code snippets with and without this API can be found in listing 1.

This approach has the advantage of being cross-platform, which means that
there is no need to write a different code for every platform, as long as the platform
can run a compatible JVM. On the other hand, this limits the ability to target a
specific architecture with highly optimized code using specific instructions.
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val a = Array(3L, 1L, 4L, 1L)

val b = Array (2L, 7L, 1L, 8L)

for(i <- 0 until 4) { // 4 iterations
a(i) = a(i) + b(i) // 1 addition per iteration

}

val a = Array(3L, 1L, 4L, 1L)

val b = Array (2L, 7L, 1L, 8L)

for(i <- 0 until 4 by 2) {

// 2 iterations

LongVector.fromArray (LongVector .SPECIES_128, a, i)
.add (LongVector.fromArray (LongVector .SPECIES_128, b, 1i))

.intoArray(a, i)

// 128 bits at a time (2 additions)

Listing 1: Four additions of 64-bit Long integers in Scala using an additive operator
(above) or using the Vector API with 128-bit vectors (below).
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Chapter 3

Algorithms for reordering tuples

This chapter shows algorithms that can reorder the tuples listed in a table constraint.
Tuple-reordering techniques attempt to improve the performance of CT by reducing
the number of non-empty words in the RSBS currTable.

During the search, sets of tuples containing the same value for the same variable
become unsupported together. As a consequence, in the CT propagator, the
corresponding bits of currTable are set to 0, possibly forming a new empty word.
To reduce the number of non-empty words, tuples can be ordered such that bits in
currTable have more chance to form an empty word. Bitwise computations with
the support bit-sets require iterating over the non-empty words. These operations
are done in the update and filtering steps of CT and are performed faster when the
number of non-empty words is smaller.

Note. In this chapter, the word group designates a set of consecutive tuples that
correspond to exactly one word in the RSBS. If the word size is k, the group
contains k tuples and the index in the table of the first tuple of the group is a
multiple of k£ (assuming indexes start at 0). In a table of arity m, a given group of
size k contains, for each of the m variables, a set of all possible values taken by
this variable in the group. These m sets contain from 1 to k values.

The problem of optimally reordering tuples can be seen from a statistical point
of view. Let § be the scope of a table constraint, let ), , be the set of values taken
by a variable x in a group (associated with the word w) of that table and let P,
be the probability that the value v belongs to the domain of x at any point during
the search. By using the complement rule and joint probabilities, and under the
simplifying assumption that all sets of events associated with probabilities in P
are mutually independent [5], the probability that w is empty is :

Plw=o2)=1-]] (1— 11 (1—Px,v))

TES 'UEyw,z
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If the objective of reordering is to minimize the total number of non-empty
words during the entire search and if the probabilities P, ,, are known, the reordering
algorithm should try to maximize the average probability that a word is empty.
This in itself is already quite a challenge since the probabilities P,, cannot be
exactly known in advance.

Unfortunately, the reality is even more complex because minimizing the total
number of non-empty words (i.e. the sum of non-empty words at all nodes of the
search tree) is not equivalent to minimizing the total number of bitwise operations.
For the same number of non-empty words in currTable, the number of bitwise
operations decreases if the current node is deeper in the search tree (since the
domains are smaller, there are less support bit-sets to intersect with), assuming no
delta set optimization.

Although the probability given above is an estimation of the score that must be
maximized, it constitutes a good starting point to find algorithms that reduce the
total search time. Additionally, those algorithms must be fast enough : the time
potentially gained during search must be higher than the additional time taken by
the reordering algorithm.

Note. In the remaining sections of this chapter, the time complexities of algorithms
to rearrange a table are expressed as a function of m, the arity of the table
constraint, and n, the number of tuples in the table.

3.1 Random shuffling

Contrary to the other algorithms presented in this chapter, random shuffling aims
to increases the sizes of the sets of values in each group. This random ordering
serves as a comparison point, to quantify the improvement attributable to the
algorithms that actually reorder the tuples to reduce the search time.

The Fisher-Yates shuffle [14] is an algorithm to reorder an array randomly with
a time complexity of O(n). It can be used to reorder tuples with the same time
complexity if the table is represented as an array containing pointers to tuples.

3.2 Reordering without external information

In this section, two approaches are presented to reorder the tuples by using only
the information contained in the table (i.e. the tuples).
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Figure 3.1: Example of table where domSort (¢) minimizes the average number of
values per variable in a group (avg) for a group size of 4. Here, the domain of &}
contains more values than the domain of X5.

3.2.1 Sorting-based approach

By defining a total order between any two tuples, one can reorder tuples using
state-of-the-art sorting algorithms such as Quicksort [21], which requires O(nlogn)
comparisons on average, and Merge sort, which requires O(nlogn) comparisons in
the worst case [27].

Depending on how the comparison between two tuples is performed, the time
complexity of reordering could vary greatly. In the present case, we take inspiration
from dictionaries (of same-size entries) and compare the m values of the tuples until
we find two different values for the same variable. At that point, the lexicographical
ordering between the two values defines the ordering between the two tuples. But,
unlike the order found in dictionaries, where the letters are compared from the
first to the last, we compare the tuple values in the order defined by the size of the
domains of the variables as described in algorithm 4. The first two compared values
come from the variable that has the smallest domain. The idea is to heuristically
minimize the average size of the set of values from a group, as illustrated in
figure 3.1. The time complexity of a tuple comparison is O(m) in the worst case
(since we compare at most m elements). Therefore, the total time complexity of
this reordering algorithm, which we name domSort, is O(mnlogn) in the worst
case (or average case), if the sorting algorithm is Merge sort (or Quicksort).

Note. In the time complexity, we ignore the part where the value-comparison order
is defined by the domain sizes. We assume that the domains are made consistent
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Algorithm 4 domSort’s comparator

Input: tupleA and tupleB, the two tuples to compare

Input: varOrder, an array containing the variables sorted by their domain size

Output: A negative (or positive) number if tupleA comes before (or after) tupleB
for x € varOrder do // iterate over variables sorted by increasing domain size

if tupleA[z] < tupleB[z] then

‘ return -1

else if tupleA[r] > tupleB|z| then

‘ return 1

end if

end for

return 0 // for completeness only since all tuples should be unique

with the table before the reordering. Since the domain sizes can be retrieved in O(1)
(e.g. with a sparse-set data structure [30]), the value-comparison order is computed,
only once, in O(mlogm) time by sorting the variables with a state-of-the-art
algorithm. In realistic cases, the time taken by this part is negligible.

3.2.2 Clustering-based approach

Sorting algorithms based on a total order do not take into account some important
aspects of the tuple-reordering problem. First of all, the order of tuples inside
a group does not matter if the objective is to minimize the number of bitwise
operations. Moreover, the ordering of groups in the table does not matter either,
unless we want to improve the spatial locality. Finally, sorting algorithms ignore
the boundaries between the groups and, therefore, they might split into two groups
a series of similar tuples that could be put into one group.

Forming groups of similar tuples by minimizing the sets of values taken in each
group by each variable is essentially a clustering problem that must respect the
two following properties.

1. The cluster size must correspond to the length of the words (i.e. the size of the
groups). For this reason, the algorithm must implement balanced clustering,
a type of clustering that puts n elements in n/k clusters of size k, assuming
n is multiple of & [37].

2. The distance between two tuples must be evaluated by counting the number
of variables for which the tuples have different values. This corresponds to
the Hamming distance between the two tuples.

For the first property, balanced clustering algorithms such as balanced k-means
clustering [37] are suitable. However, most of them are designed to minimize a
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variant of the Euclidean distance between vectors of real values. This is irrelevant
for the tuple-clustering problem were we are not looking for how close the individual
values are but how many identical values there are for each variable in the cluster.

The second property can be obtained simply by a clustering algorithm that
uses a custom distance function (or a matrix of distances). For instance, many
hierarchical clustering algorithms can work on a distance matrix [45].

A specialized algorithm that respects both properties does not seem to exist.
For this reason, we propose to use a greedy algorithm that builds the groups one
by one by iteratively adding to a partially constructed group the tuple that is the
closest to the group according to a user-provided score function, until the group is
full. The tuple added to the group is the one that maximizes the score function
among the remaining tuples. For a given group and a candidate tuple, the score
function takes an array of m sets as input, indicating for each variable the different
values that this variable already takes in the group. The score function also takes
the candidate tuple as input. Thanks to the user-provided score function, this
algorithm can give more weight to some variables. This algorithm, which we name
greedyClusteringGenerator, reorders an array of tuples in-place, as described in
algorithm 5.

We can now use greedyClusteringGenerator to cluster tuples into groups whose
size is the word size. The carefully chosen score function that we use for the
first concrete clustering algorithm is the heuristic described in algorithm 6. For
every value that is not present in the corresponding set, this score function adds a
negative cost that is the inverse of the product of the set size by the domain size.
This heuristic favors the creation of groups where the most common values come
from the variables with the smallest domains. We also tried without dividing by
the domain size, but early empirical results showed that this component indeed
improved the quality of the clusters. By executing greedyClusteringGenerator with
the heuristic score function previously described, we get an algorithm that we name
greedyHeuristical Clustering.

If we consider that set operations (adding a value or testing membership
of a value) have an amortized time complexity of O(1) owing to the use of a
hash table [62], then, the amortized time complexity of greedyHeuristicalClus-
tering is O(mn?). Indeed, the score function takes O(m) time due to its main
loop, while greedyClusteringGenerator calls the score function O(n?) times. The
(re)initialization of sets every w iterations does not change this result if they are
reset (or garbage collected) in O(w) on average, which is a reasonable assumption.
Moreover, the loop that performs m iterations (one per set) in greedyHeuristical-
Clustering does not change the complexity either.

Example 7. Let us see how greedyHeuristicalClustering performs on the table given
previously in figure 3.1a. The first tuple of the each group is selected randomly
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Algorithm 5 greedyClusteringGenerator

Input: table, a non-empty array of tuples
Input: w, the cluster size (i.e. the group size)
Input: scoreFunc, the score function

n < table.length()

m < table[0].length()

for xr <+~ 0ton—1do // in practice the last cluster can be skipped

if z mod w = 0 then
s 4 [{} for i <~ 0 to m — 1]

else
bestScore < —o0
for y< rzton—1do
currentScore < scoreFunc(s)
if currentScore > bestScore then
currentScore < bestScore
bestIndex <y
end if
end for
end if
for i+ 0tom—1do
if table[bestIndex][i| ¢ s[i] then
| s[i] + s[i] U {table[bestIndex]|[i]}
end if
end for

end for

// initialize m empty sets
bestIndex < randomIntFrom(z to n—1) // select first tuple of cluster

// loop over the sets

// add a value to a set

table.swapAt(x, bestIndex) // swap tablefr] and table/bestIndex/
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Algorithm 6 greedyHeuristicalClustering’s score function

Input: s, the sets, as computed in greedyClusteringGenerator
Input: tuple, the candidate tuple to evaluate
Input: domSizes, an array containing the size of each domain
Output: the score given to tuple
m < tuple.length()
score < 0
fort < 0tom—1do
if tuple[i] ¢ si] then
a < s[i].size()
b < domSizes]i]
score < score —ﬁ
‘ end if
end for
return score

[teration (z) 1 2 3

X A Sets (X1, A2) || {9}, {8} | {9,1},{8} | {9,1,6}, {8}

9 8

1 8 -0.143

6 8 -0.143 -0.071

17 -0.393 -0.25 -0.25
Tuple score

4 1 -0.393 -0.321 -0.298

5 2 -0.393 -0.321 -0.298

3 2 -0.393 -0.321 -0.298

2 1 -0.393 -0.321 -0.298

(a) Cluster 1 is done. (b) Scores of remaining candidate tuples at each iteration.

Figure 3.2: The first group of (a) is built with greedyHeuristicalClustering with a
cluster size of 4. (b) shows the score that all remaining tuples have at each iteration.
For the illustration, they are ordered to match the tuples in (a). Iteration zero is

not shown since the first tuple of a group is selected randomly.
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among the remaining tuples (here, the first arbitrarily chosen tuple is (9, 8)).
Then, repeatedly, the tuple that maximize the score function among the remaining
candidate tuples is added. The process of building the first group is summarized in
figure 3.2. We can stop after the first group since all remaining tuples are already
moved to group 2 after the 4 swaps. At the end, the groups are equivalent to the
groups built by domSort in figure 3.1c. The average number of values per variable
in a group (avg) is 2.75. For this table, if the random selection of the first tuple
is different (and if the original order of tuples is different), it is possible to have
an avg of 3.25 in the worse case (with a probability of %) It is also possible to
have an avg of 3 (with a probability of 1). These probabilities assume that the first
tuple of each group and the original table order are uniformly distributed among
all the possibilities.

3.3 Reordering using the search heuristics

There are two ways a variable can have its domain filtered during search. The first
one is by the action of propagators enforcing the constraints. The second one is
due to the branching choices lead by the variable and value ordering heuristics. In
this section, we are interested in the latter and we show a way to reorder the tuples
by taking advantage of the information given by the variable and value heuristics.

Intuitively, the tuples should be grouped in priority by the variables that have
more chance to be filtered first, as shown in figure 3.3. One way to achieve this is
to get the variable ordering heuristic at the top node of the search tree and use it
to sort the tuples, which is the implemented in section 3.3.1. Of course, a static
variable ordering heuristic gives a more accurate information than a dynamic one
since the latter can change during search.

Sorting according to the value ordering heuristic is also implemented in sec-
tion 3.3.1. The value ordering heuristic can be used to improve the spatial locality
of similar words (i.e. words that have more chance to be (non-)empty at the same
time). The value ordering heuristic can also help to improve the relatedness of val-
ues that appear in the same group for the same variable. Both ideas are illustrated
in figure 3.4 where tuples are sorted according to the variable and value ordering
heuristics.

3.3.1 Sorting-based approach

Sorting a table using the variable and value heuristics is straightforward. Similarly
to what is done with domSort, we only need to use a state-of-the-art sorting
algorithm (e.g. Quicksort or Merge sort) with a custom comparison function that
depend on the variable and value orderings obtained at the root of the search
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0 0 0 O

0 1 % 10

0 2 Valid tuples 0 1

0 3 1 1

1 0 0 2

1 1 1 2

1 2 0 3

1 3 1 3
(a) A table ordered lexicographically ac- (b) The same table ordered lexicographi-
cording to A first, and then X». Valid cally according to X» first, and then Xj.
tuples are split in 2 groups. Valid tuples are in the same group.

Figure 3.3: A comparison that illustrates two different tuple orders and how valid
tuples are distributed when the (branching) constraint X, = 1 is added. In (b), the
second group contains no valid tuples, which means there is one more empty word.

tree. This comparator is described in algorithm 7. When this comparator is
combined with a sorting algorithm, we get a tuple reordering algorithm that we
call heuristicSort. Apart from the two tuples to compare, the comparator requires
the two inputs described below.

o varQOrder, the variable ordering heuristic computed at the root node of the
search tree, represented as a sorted array of variables.

» valCompare, the value ordering heuristic computed at the root node of the
search tree, represented as a comparison function between two values. One way
to implement this is to compute, only once, for each variable and value, the
“priority index” given to that value over other values of the same variable, and
to put the results in a hash table whose keys are variable4value pairs. When
valCompare is implemented that way, its output is the difference between
the priority indexes of the two values. To determine the time complexity of
heuristicSort, we assume that calling valCompare requires amortized constant
time.

Since the comparison function used by heuristicSort iterates over m values in
the worst case and performs (amortized) constant-time operations at each iteration,
its amortized time compexity is O(m). We can multiply that complexity by the
number of comparisons performed by a state-of-the art sorting algorithm such as
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(a) Search tree using a static variable ordering heuristic (X> before A7) and
a lexicographical value ordering heuristic. The branching strategy is binary
branching. The tables (b) and (c) below indicate which tuples are valid in
nodes marked b and ¢, respectively.

X X X X

0 0 0 0

1 0 1 0

0 1) 0 1

1 1 1 1

0 2 0 2

1 2 > T Valid tuples\ 1 2

0 3 0 3

1 3 ) 1 3
(b) State of the table at node b. Since (c) State of the table at node ¢. The value
consecutive tuples are valid, the spatial ordering heuristic ensures that related
locality is improved (with a bigger table). values 2 and 3 are close to each other.

Figure 3.4: This example illustrates how the valid tuples form a continuous chunk
when the table is sorted according to the variable and value heuristics, assuming
there is no additional constraint. In this problem, the domain of X; is {0,1} and
the domain of &5 is {0, 1,2, 3}. The word size is 4. The variable and value heuristics
of the search tree (a) are used to sort the table shown in (b) and (c¢). Those two
states of the same table contain all combinations of values from X; and Aj.
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Algorithm 7 heuristicSort’s comparator

Input: tupleA and tupleB, the two tuples to compare

Input: varOrder, an array containing the variables sorted by their ordering heuris-
tic at the root node of the search tree

Input: valCompare, a function that returns a negative (or positive) number if the
first value passed in argument comes before (or after) the second value passed
as argument according to the value ordering heuristic of the variable passed as
third argument; if the values are identical, it returns 0

Output: A negative (or positive) number if tupleA comes before (or after) tupleB

for z € varOrder do // iterate according to the variable ordering heuristic
y < valCompare(tupleA|z], tupleB[z], x) /] compare values
if y # 0 then
‘ return y
end if

end for

return 0 /] for completeness only since all tuples should be unique

Quicksort, which requires O(nlogn) comparisons on average. Therefore, the time
complexity of heuristicSort is O(mnlogn) on average.

3.4 Restart-based reordering

We introduced the previous section by stating that there are two actions that reduce
domains during search, namely, constraint propagation and branching choices. In
this section, we show how to take advantage of both by measuring the average
empirical domain occupancy rate during a first search that is stopped early, before
reordering the tuples and restarting the search with the freshly reordered tables.
The idea of a restart is no stranger to CP. Restarts have, for instance, been used
to improve the search time while using randomized heuristics [19].

Before using a restart-based reordering algorithm, we need to collect information
about the domain occupancy rate by following the steps given below.

1. All the positive tables of the CP problem are sorted using a simple reordering
algorithm such as domSort. The CT propagators are initialized with those
sorted tables.

2. For each variable x, the initial size of the domain is memorized in c,.

3. A counter a indicating the number of nodes explored is initialized to zero.
For each variable z, a counter b, is initialized to zero. The search is started.
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4. At every node of the search tree, a is incremented by 1 and, for each variable
x, the counter b, is incremented by the current domain size of x.

5. After a predefined amount of time or number of nodes, the search is stopped.

6. For each variable x, the average empirical domain occupancy rate p,, a real
number in the range (0, 1], is computed as follows.

by
Pz & —
CpQ

Remark. For the same number of explored nodes, the reordering algorithm used
during the first step does not change the final rates p, since the state of domains is
independent of the data structures used in CT.

3.4.1 Sorting-based approach

For this first restart-based tuple reordering algorithm, we first create an array
containing the variables, ordered by their rate p,, in increasing order. Then, we
use this array as the varOrder argument of the comparison function described in
algorithm 8. The comparison is performed variable by variable, starting from the
ones that have the lowest rates, and when two values are different, the tuples are
sorted according to the lexicographical ordering of those values.

Remark. This comparison function is essentially the same as the one used in
domSort. The only difference is the specification of the varOrder.

Algorithm 8 occupancySort’s comparator

Input: tupleA and tupleB, the two tuples to compare

Input: varOrder, an array containing the variables sorted by their average empir-
ical domain occupancy rates p,

Output: A negative (or positive) number if tupleA comes before (or after) tupleB
for x € varOrder do // iterate over variables sorted by increasing rate

if tupleA[z] < tupleB[z] then

‘ return -1

else if tupleA[r] > tupleB|z] then

‘ return 1

end if

end for

return 0 // for completeness only since all tuples should be unique
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For the analysis of the time complexity, we consider only the reordering algorithm
in itself and not the partial search that precede it. The total time complexity of
this reordering algorithm, which we name occupancySort, is O(mnlogn) on average
if the sorting algorithm is Quicksort. The reasoning behind this result follows the
explanation given for domSort in section 3.2.1.

As for the total time taken by this approach, including the partial search and
its initialization, the answer is more complex. However, in general, the time taken
by the first search and its initialization (including reordering the tables initially) is
bounded by the time taken by the second search and its initialization (including
reordering with occupancySort).

3.4.2 Clustering-based approach

For this restart-based clustering algorithm, we first collect the average empirical
domain occupancy rate as shown previously. Then, using greedyClusteringGenerator,
we greedily maximize for, each group, a loose approximation of the probability
P(w = @) that was given at the beginning of the chapter. For efficiency reasons,
we replace the probability

[ O-7Pu0)

Ueyw,z

that all values from a variable in a group are removed from the domain with the
following approximation based on the rates p,, where |}, .| denotes the number of
different values for the variable x in group w.

(1 i pw)‘yw,m‘

This approximation assumes that values from the same variable have the same
probability to be removed and that the value removals are independent from each
other. The formula to maximize then becomes

Plw=g2)~1-]] (1 —(1 _px)lyw,zl)

€S

The score function implementing this formula is given in algorithm 9. When
this function is the scoreFunc argument of greedyClusteringGenerator, we derive
an algorithm that we call greedyProbabilisticClustering. If we only consider the
reordering algorithm in itself (and not the data-collection steps before it), its
amortized time complexity is O(mn?). The reasoning behind this result follows the
same logic as the time complexity of greedyHeuristicalClustering, since the time
complexity of the score function is the same.

We also developed a variant of the information-collection phase where we
measure the empirical probability that each variable still has a particular value.
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Algorithm 9 greedyProbabilisticClustering’s score function

Input: s, the sets, as computed in greedyClusteringGenerator
Input: tuple, the candidate tuple to evaluate
Input: (for each variable z) p,, the average empirical domain occupancy rate of
Output: the score given to tuple
m < tuple.length()
score + 1
for i<~ 0tom —1do

a < sli].size()
if tuple[i] € s[i] then
| score + (1 — (1 —p,)®) score /] 1 —p, could be precomputed
else
‘ score « (1 — (1 —p,)*™!) score // idem
end if

end for

return 1 - score // in practice the “1” can be removed

From there, we developed a version of greedyProbabilisticClustering that uses the
probabilities for each variable-value pairs, but this required considerably more time
for computing a score function that does not have an O(m) time complexity anymore
since it must iterate over individual values in the sets. Moreover, the information-
collection phase required more computations and explored less nodes for the same
amount of time. Finally, we abandoned this alternative idea because the search times
after that reordering were actually worse than with greedyProbabilisticClustering
since the values present in domains at the beginning of the search are not accurate
predictors of the values present in domains during the entire search. Randomized
search heuristics combined with multiple restarts might help alleviate this issue
but will require even more additional computations.

3.5 Active reordering

The other algorithms presented in this chapter reorder the tuples in a table only
once, before starting the search. During the search, the order is static. In this
section, we describe a general technique, named defrag, that can be used at any
point during the search on a specific table to reduce the number of non-empty
words in the RSBS currTable used in CT.

For instance, it can be called at predetermined intervals. It can also be called

when the percentage of empty bits in the non empty words of currTable reaches
a threshold.
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Since defrag can be implemented in various ways, we give a flexible high level
description of it. It follows the steps below. Figure 3.5 illustrates the effects of
these steps on the words array of a RSBS.

1. While iterating over the non-empty words of currTable, the indexes of bits

set to 1 and to 0 are memorized separately in some data structures. This
collection phase could be limited to words that have a high percentage of bits
set to 0.

. From the indexes collected, a series of swaps between bits with those indexes
is generated such that the number of empty words (i.e. words only containing
bits set to 0) is maximized. The number of bits set to 1 (or 0) must not
change. For example (see figure 3.5), the swaps could move all the 1-bits in
the lowermost collected indexes, while the 0-bits are moved to the uppermost
collected indexes.

. The bits of the RSBS currTable are moved according to the swaps generated
in the last step. The index and the 1imit components of the RSBS are
updated for every new empty word. For each of the supports in the CT
algorithm, if the support correspond to a value that is supported, then the bits
of the support bit-set are moved according to the swaps generated previously.
Note that if CT implements the delta set optimization, in order to keep the
bit-sets consistent with each other, the supports to update are the ones that
were supported the last time the CT propagator was called, since the domains
can be modified by other constraints.

. The swapped bits are memorized on the trail, so that they can be restored to
their previous positions on backtrack.

Remark. There exists an alternative technique that does not require to restore the
bit-sets on backtrack. It consists in updating all the support bit-sets as well as
the current state of currTable and all its previous states stored on the trail. This
usually requires more time and has the side effect of keeping the updated bit order
for all nodes (including parent and sibling nodes), until the next defrag.

0110

0 0 0 O

1 01 1

01 0 0

1 111

0 0 0 O

1 1 0 0

0 0 0 O

(a) Before defrag.

(b) After defrag.

Figure 3.5: State of the words array of a RSBS, before (a) and after (b) defrag.
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Chapter 4

Implementation

In this chapter, we show how we implemented CT [12] using the new Vector AP [48]
in order to use larger word sizes. We also mention the implementations with smaller
word sizes. Finally, we explain some aspects about our implementation of the
reordering algorithms described in chapter 3.

The existing CT propagator in OscaR [52] is implemented in the TableCT class,
which is part of the oscar.cp.constraints.tables package. This class inter-
nally uses the ReversibleSparseBitSet class from the oscar.algo.reversible
package.

4.1 New word sizes

The existing implementation of CT in the OscaR solver uses bitwise operations
on Scala Long integers. The bit-sets of that implementation are arrays of Long
where one Long corresponds to one word. We developed implementations of the
CT propagator that use other word sizes in order to see how word sizes affect the
performance of CT.

In order to work with different word sizes, we implemented alternative versions
of the ReversibleSparseBitSet class. In OscaR, this class stores not only the
RSBS currTable of the CT algorithm, but also all the bit-sets from supports.
It provides methods for computing the mask, for intersecting currTable with the
mask, to restore the state of currTable during backtracking, etc.

4.1.1 Larger words

We implemented a version of the ReversibleSparseBitSet class with larger words
using the Vector API. The vector length is set through a parameter passed to the
constructor of the class. Due to the way the way the vector API is implemented
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and the limits of existing processors, the actual vector lengths are currently limited
to 64-bit, 128-bit, 256-bit or 512-bit [48]. In our new implementation of the RSBS,
the vector length corresponds to the word size.

For this new implementation, the bit-sets (including the RSBS) could have been
implemented using arrays of Vector objects. After initially trying this approach,
we got disappointing results and, ultimately, we decided against it as explained
below.

Regarding the storage of Vector objects in an array, the jdk.incubator.vector
package documentation [51] hints at potential performance issues :

“[...] these objects can be stored in locals and parameters and as static
final constants, but storing them in other Java fields or in array
elements, while semantically valid, will may [sic| incur performance
risks.” [51, emphasis added|

Instead of storing Vector objects in arrays, we followed the few examples [48, 51|
given by Oracle where arrays of a Java primitive type are used, and the Vector
objects are loaded from the array and stored back into the array using the fromArray
and toArray methods of the Vector API. Therefore, for implementing the bit-sets,
an array of Scala Long was used. It could have been an array of Int, Short or
Byte without a difference in the number of bitwise operations since we use this
array as a buffer containing binary data. The bit length of the array is a multiple
of the vector size. For that reason, some empty Longs at the end of the bit-set
might be added for padding reasons, depending on the size of the bit-set.

Apart from that, the implementation was relatively straightforward and is
mainly a translation of the Scala bitwise operations from the existing class to
the methods provided by the Vector API. For illustration purposes, a comparison
of code excerpts from the original implementation and from the vector-based
implementation of the class is shown in listing 2. Note that for the vector-based
implementation, the nonZeroIxd array contains indexes of the first Long of each
vector, skipping indexes that are not multiple of the number of lanes in the vector.

4.1.2 Smaller words

For completeness, we also implemented versions of the ReversibleSparseBitSet
class using words smaller than 64 bits. These implementations internally represent
the bit-sets of CT using arrays of Scala Byte, Short and Int types when the word
size is 8, 16 and 32 bits respectively. These implementations are very similar to
the original 64-bit implementation.

Due to the fact that Byte and Short types are internally promoted to Int by
the JVM before performing an operation [35], the implementations based on 8-bit
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1

2

def collect(bs: BitSet): Unit = {

var i: Int = nNonZero
while (i > 0) {

i -=1

val offset = nonZeroIdx (i)

tempMask (offset) |= bs.words(offset)
}

def collect(bs: BitSet): Unit = {

var i: Int = nNonZero
while (i > 0) {
i -=1
val offset = nonZeroIdx (i)

val vectorTempMask: LongVector =
LongVector.fromArray(vectorSpecies, tempMask, offset)

val vectorWordBs: LongVector =
LongVector.fromArray(vectorSpecies, bs.bitset, offset)

vectorTempMask.or (vectorWordBs) . intoArray (tempMask, offset)

Listing 2: Comparison between the original collect method (above) and the same
method implemented with the Vector API (below).

and 16-bit words are likely to be inefficient, but are still of interest for measuring
how various metrics of CT change depending on the word size.

4.2 Reordering algorithms

The existing implementation of CT in OscaR [52] does not reorder the tuples and,
instead, uses the order of the tables provided by the user.

For this master’s thesis, all the algorithms described in chapter 3 have been
implemented in the TableUtil class of the oscar.cp.constraints.tables pack-
age. When the CT propagator is instanciated, the table is automatically reordered
with the current reordering method that is set through the TableUtil class. For
backward compatibility, the default reordering method keeps the original table
order.

The implementation follows closely the pseudocode of algorithms found in
chapter 3. For each of the sorting-based algorithms, the implementation sepa-
rates the sorting method from the comparison function. The sorting method is
quickSort, provided by the Scala standard library package scala.util.Sorting.
The comparison functions are implemented as extensions of the Ordering trait
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from the scala.math package. For each of the clustering-based algorithms, the
score function is implemented as a separate method, which is passed as argument
of the method implementing greedyClusteringGenerator.

For the reordering algorithms that use a restart, the implementation of the
data collection phase is located in the code that is used to launch the experiments
of chapter 6. When a restart is used, the partial search is launched on a table
reordered with domSort and the search is stopped after 5 seconds.
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Chapter 5

Validation

This chapter describes how the implementation of CT with different word sizes
and various reordering algorithms was tested in order to make sure it works as

expected.
The existing tests of the TableCT and ReversibleSparseBitSet classes in
OscaR [52] are implemented with the ScalaTest [2] testing toolkit.

5.1 New word sizes

5.1.1 Correctness

As mentioned in section 4.1, the new word sizes are implemented in classes that are
drop-in replacements of the existing ReversibleSparseBitSet class. To assess the
correctness of the new RSBS implementations, the list of algorithms implementing
table constraints in OscaR was expanded to include the new CT implementations
with word sizes other than 64-bit. This enables testing the new code within OscaR
by using the existing test suite for table constraint propagators. That test suite
includes :

o 10 hand-written tests for specific cases (e.g. when a table has no supported
tuples anymore);

e 100 tests with randomized tables.

All the new implementations pass the test suite successfully.
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5.1.2 Performance

Because the Vector API provides fallbacks when vector instructions are not sup-
ported, the fact that the implementation is correct does not mean it is actually
using the SIMD instructions.

Generated instructions

Thanks to the -XX:+PrintAssembly command line option from the HotSpot [20]
JVM, it is possible to see the machine code generated by the JVM from the Java
bytecode. This machine code is not meant to be human-readable, but it can be
turned into assembly with the help of an OpenJDK component called hsdis, which
stands for HotSpot disassembler [44].

Testing if an intersection between two words (from two bit-sets) is empty is a
common operation in the CT algorithm. Listing 3 shows the assembly instructions
that correspond to the code generated by the C2 HotSpot compiler when such an
intersection is tested on 256-bit vectors of integers. In listing 3, the words from a
support bit-set and from the RSBS are intersected inside the intersect method.

vmovdqu ymmO , YMMWORD PTR [rdi+rcx*8+0x10] // load 1st wector in ymmO
vmovdqu ymml , YMMWORD PTR [rsi+rcx*8+0x10] // load 2nd vector in ymml

3 vpand ymmO , ymmO , ymm1 // ymmO = (ymmO & ymm1)
vpxor ymml , ymml , ymm1 // set all bits of ymmi to O
vpcmpegb ymm2 ,ymm?2 , ymm2 // set all bits of ymm2 to 1

; vpecmpeqd ymmO , ymmO , ymml // compare ymmO and ymml for equality by chunks of

32 bits (32 ones if true, 32 zeros if false), store the results in ymmO
vptest ymmO , ymm?2 // ZF = (ymmO & ymm2 == 0); CF = ((~ymm0) & ymm2 == 0)

setb cl // if(CF) [8bit]cl = 1 else [8bit]cl = 0
movzx ecx,cl // [32bit]ecx = cl
test ecx,ecx // ZF = (ecx & ecxz == 0)
je 0x00007f4da5b4ctlic /] if(ZF) jump to 0z00007fidabbicflc

Listing 3: Assembly language representation of the machine code generated by
HotSpot’s C2 compiler when the absence of an intersection between two 256-bit
IntVector is tested. Instructions that start with “v” operate on vector registers.

As expected, the generated code uses the SIMD instructions with 256-bit
registers (ymmO, ymm1, ... [23]). Notice that the vpand, vpxor, vpcmpegb, and
vpcmpeqd instructions do not seem strictly necessary and could be removed with
minor changes to lines 7 and 8. We think this is caused by the fact that we need to
rely on three calls (vectorA.and(vectorB), test (IS_DEFAULT) and allTrue())
to the Vector API to test if the intersection between two Vector objects is empty.
The compiler does not seem to combine these operations. One drawback of the
Vector API is that it can be less optimal than hand-written low-level code.
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Best-case benchmarks

Verifying the machine code generated by the JVM for all methods can be a tedious
job and defeats the purpose of using a high-level language such as Scala. For this
reason, we created a series of nine benchmarks containing equivalent problems,
but where the tables are ordered in a way that allows to compare the best-case
performance of the implementations.

Each problem contains three variables :

e X with the domain {0, 1};

o X, and A5 which both take their values from the range [0, 4095].
Each problem also contains two tables, both having 8192 tuples :

e one table contains all the combinations of X} and Xj;

o the other table contains all the combinations of X} and Aj.

The only difference between the nine benchmarks is the order of tuples. Tuples
are grouped in stripes of fixed size inside which &} can only take one value; the
next stripe contains only the other value of X;. The values of X; and A3 are in no
particular order (i.e. they are randomly ordered, but each tuple is unique). Each
benchmark has a different stripe size, a power of two ranging from 4 up to 1024.
Table 5.1 shows the first tuples of a random table with a stripe size of 4.

X A
3470
261
1557

86
3530
389
1202
3870
1686
1981

_ = O O O O = = o=

Table 5.1: Table with a stripe size of 4
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The benchmarks are designed to be run with a search heuristic that branches
first on the two values of &X;. For each CT implementation, The benchmarks should
terminate faster when the stripe sizes are multiple of the word size (and not the
opposite). Indeed, when the word size is smaller than the stripe size, the words
will, most of the time, either be empty (and put in the RSBS’s empty words) or
completely full of ones.

Moreover, an implementation with word size w tested on a benchmark of
stripe size w performs approximately the same amount of bitwise operations as an
implementation with a word size 2w on the same benchmark!. The main difference
is that the implementation with the larger word size performs, most of the time,
operations on words that are half empty. This is important as it allows to compare
the performance of 2 implementations (with word size w and 2w) for an (almost)
identical number of bitwise operations.

Using the configuration described in section 6.2.1, we ran the nine benchmarks
on all the CT implementations. As mentioned previously, at the root of the search
tree, the variable heuristic chooses X}. During the benchmarks, the total search
time is measured. The results are presented in figure 5.1. Note that both axes use
logarithmic scales.

105.6 [ N
- 10541 4 s 1 | Word size
2 8
£
g 105'2 m A A A A A A A A :1))3
3
5| | - 064
c;g; 4.8 ' s 256
D A A A AN A
104.6 - o o Q@ 2 A N
104.4 | | | |

| | | | |
4 8 16 32 64 128 256 512 1024
Stripe size

Figure 5.1: Time to complete the best-case benchmarks for all implementations.

IThis was confirmed empirically by counting the total number of non-empty words.
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As expected, for a given implementation, when the word size becomes at least
equal to the stripe size, the search time decreases. On the left and on the right of
that breaking point, the search time is relatively stable for the different stripe sizes.
This is reassuring as it tends to indicate that, for a given implementation, the
search time is stable for the same number of non-empty words during the search.

As mentioned previously, for a stripe size w, we can compare the implementations
with word size w and 2w to roughly estimate the relative instruction speed. We see
that the implementation with word size w is slightly faster in most cases. There
are 2 exceptions to this trend.

First, the difference is more pronounced between the 512-bit and 256-bit im-
plementations (it is not an artefact of the logarithmic y-scale). Also, for those
two implementations, when stripe size is not 256, the speed improvement given
by 512-bit words is less visible. These phenomena are probably caused in part by
the memory bandwidth limit and in part by the lowered processor clock frequency
when using AVX-512 instructions [29, 7].

Secondly, the implementation using 16-bit words (Scala Shorts) is always slower
than its 32-bit counterpart. This is expected, as the Short values are internally
promoted to Int by the JVM before performing an operation [35].

5.2 Reordering algorithms

A suite of tests was added to the existing tests of OscaR in order to assess the
correctness of the reordering algorithms implemented for this master’s thesis.

The tests cover all the major reordering methods added in the TableUtil class
and are divided in the two categories listed below.

» Tests on random tables.
o Tests on hard-coded tables, coming mostly from this document’s examples.

When the tested algorithm has no random component, the test verifies that the
table is perfectly reordered. For the other algorithms, the tests, which are run
a hundred times, check that outputs are always within the range of plausible
solutions.

The defrag technique is not located in TableUtil and is, instead, implemented
in a variant of the ReversibleSparseBitSet class (in order to have access to the
bit-sets). It was tested with 64-bit words using the existing tests for constraint
propagators. Moreover, for multiple CSP instances, the solutions found without
defrag and with different flavors of defrag were compared to ensure they are identical.
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Chapter 6

Experiments

This chapter explains the experiments that were run to evaluate both the implemen-
tations of CT with new word sizes and the algorithms that reorder tuples before
search. For those two aspects, the possible choices are evaluated and compared by
measuring different metrics obtained while solving of a diverse set of CSP instances.

6.1 Objectives

Two aspects that could influence the performance of CT are evaluated in this
master’s thesis, namely word size and tuple order.
For the word size aspect, we would like to answer the following questions.

Q1. How much does the number of bitwise operations in CT decrease when the
word size increases?

Q2. Can larger words speed up the search when solving problems with table
constraints in OscaR?

Regarding the tuple order, we would like to answer the following questions.

Q3. For a given word size, how much does the tuple order influence the number
of bitwise operations in CT during search?

Q4. Can the total search time be reduced by using reordering algorithms before
starting the search when solving problems with table constraints in OscaR?

20



Finally, we would like to answer the following questions that concern both aspects
or the interaction thereof.

Q5. For the OscaR solver, what combination of both aspects minimizes the total
search time, given the instance characteristics (e.g. number of tuples or arity

of tables)?

Q6. By how much could search time be reduced with an active reordering technique,
when compared with the best combination of Q57

Q7. How much does the amount of memory used for trailing during the search
depend on the word size and tuple order?

Q8. Is the efficiency of residual supports affected by the word size and the tuple
order?

6.2 Experimental setup

This section explains how the experiments are carried out to answer the questions
of section 6.1. The experiments involve solving CSP instances while measuring
different metrics.

6.2.1 System configuration

The machine used for the experiments is a Microsoft Azure VM of the Fsv2 series [41]
running the Ubuntu Server 20.04 LTS operating system. The relevant specifications
are provided in table 6.1. The implementations of CT with word sizes up to and
including 512 bits are compatible with the instruction sets of this CPU.

Memory vCPUs! CPU base frequency CPU name
8 GiB 4 2.6 GHz Intel® Xeon® Platinum 8272CL

Table 6.1: System specifications.

The JVM used for the experiments is HotSpot. The java executable version is
described in listing 4. To run the experiments, the parameters ~-Xms4G and -Xmx4G
are passed to the JVM in order to specify the initial and maximum Java heap size.

I'The number of logical processors affected to the VM.
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1 java version "18.0.1" 2022-04-19

> Java(TM) SE Runtime Environment (build 18.0.1+10-24)

3 Java HotSpot (TM) 64-Bit Server VM (build 18.0.1+10-24, mixed mode,
sharing)

Listing 4: Output of the java -version command.

6.2.2 Search parameters

Unless specified otherwise (later in this chapter), for each instance, we run the
search for solutions in the OscaR solver using all the combinations of variable
ordering heuristics, word sizes and reordering algorithms mentioned in this section.
The search is stopped after a specified number of backtrack is reached. For a given
instance, that number corresponds to a search time of around 2 minutes when the
tuples are randomly reordered.

Search strategy

The branching strategy is binary branching. The value ordering heuristic is the
lexicographical ordering. We want to compare how two different variable ordering
heuristics influence the metrics :

« the dom/deg heuristic [3], which is dynamic;

e a static random ordering heuristic, where the order of variables is randomly

shuffled before the search.

Word sizes

The CT implementations with word sizes 8, 16, 32, 64, 128, 256 and 512 are used
for the experiments.

Reordering algorithms

All the tuple reordering algorithms implemented are used, except the defrag tech-
nique.

The reason for this absence in the experiments is that during development, no
heuristic for triggering defrag was found that would reduce the total search time.
The techniques tried combined checks at regular intervals and either a measure of
the sparsity of non-empty words or a score that depends on the search depth. No
matter how often or rarely the technique was used, the total search time was never
lower with defrag. We believe this is mainly caused by the considerable time taken
when collecting the 1s and Os and when reordering the bit-sets.
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6.2.3 Measurements

In order to answer the questions of section 6.1, we measure multiple metrics during
the experiments.

Each experiment is run twice. During the first run, all metrics except the
time-related ones are collected. During the second run, the time-related metrics
(e.g. initialisation time) are collected. This is designed to reduce the effect that
measurements have on the search time. Because pseudo-random numbers are
needed in some reordering algorithms and for one variable heuristic, the same
random seed is set before the search to ensure that the two runs are identical.

The data collected for each experiment are the following :

initTime, the time taken to initialize the propagators (including the reordering
of tuples);

searchTime, the total time taken during search (before reaching the predefined
number of backtracks);

totalTime, the sum of initTime and searchTime;

wordCountTotal, the sum of the number of non-empty words in the RSBSes,
evaluated during the update step;

wordCountOptimal, the sum of the optimal number of non-empty words
(i.e. the number of “1” bits divided by the word size, rounded towards positive
infinity) in the RSBSes, evaluated during the update step;

wordCountFull, the sum of the total number of words in the RSBSes, evaluated
at the same moment as wordCountTotal and wordCountOptimal,

trailed WordCountTotal, the number of times a word is added to the trail
during the entire search;

residueOkCount, the number of times the residual supports yielded a non-
empty intersection during the filtering step;

residueFailCount, the number of times an intersection was found during the
filtering step by looping over the non-empty words in currTable (this happens
when an intersection exists but was not found with residual supports).

The number of bitwise operations is estimated with wordCountTotal in the real
case and wordCountOptimal in the perfectly optimal case.

We also record the number of visited nodes, backtracks and solutions to ensure
that they stay the same for all experiments with the same combination of variable
heuristic and instance name.
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6.2.4 CSP instances

Lecoutre [31] provides multiple series of CSP instances in XCSP 2.0 and XCSP 2.1
formats with a description for each of the series. These series come from different
sources and include instances with intensional constraints, table constraints or
both. For this master’s thesis, we are interested in instances containing positive
table constraints. Conveniently, Demeulenaere et al. [12] have already made a
selection of instances? (mostly from Lecoutre [31]) containing positive tables for the
purpose of evaluating the CT algorithm. Moreover, they converted some tables that
originally contained conflicts into positive tables. For the experiments, we mainly
use the selection of instances® made by Demeulenaere et al. [12]. We complement
those series with one series from Lecoutre [31] and one series that come from the
MiniCP [39] repository.

Series categories
Series provided by Lecoutre [31] are classified into the following categories [36] :
o RFEAL, real world applications;
o ACAD, academic instances without random components;
o PATT, regular patterns with some random components;
e QRND, random and weakly structured;

e RAND, completely random.

For this master’s thesis, we mainly focus on the series from the REAL, ACAD
and PATT categories, although we also use instances from the 2 other categories,
for comparison purposes.

Series description

For each series we selected, a brief description of the problem it represents is given
below. The source of most descriptions is Lecoutre [31].

e ModRenault : this is a series of CSP instances that come from the Renault
Megane configuration problem. It contains some tables with a large number
of tuples (>10000). This series is from the REAL category.

o Crosswords _WordsVg : this series represents crossword games where grids
must be filled with words from a dictionary, without additional clues. It
belongs to the REAL category.

2 Available at https://bitbucket.org/pschaus/xp-table/src/master/instances/
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o Nonograms : this series contains grids from the nonogram logic game where
the numbers on the sides of the grid represent the sum of the values in the
corresponding line or column. each cell must be filled (= 1) or be left blank
(= 0) to uncover a hidden binary image. This series was not given a category
by Lecoutre [31], but we assume that it belongs to the REAL category.

e Langford : this series contains instances of Langford’s number problem. This
problem consists in finding the arrangement of £ sets of numbers from 1 to m
such that the numbers m are m indexes apart from each other. This series
belongs to the ACAD category.

o TSP : this series represent instances of the travelling salesman problem,
converted to positive tables. This classical COP consists in touring a given
set of cities while reducing the total travelled distance. For this series, the
problems are relaxed to CSPs since there are no objective functions. This
series belongs to the PATT category.

o Fternity2 : this series is used in this master’s thesis for the purpose of testing
how the measured metrics behave when a problem contains intensional
constraints. The instances consist of multiple table constraints and one
alldifferent constraint. Each instance is a random problem following the
rules of the Eternity II [64] puzzle. The instances were imported from the
text files located in the data/eternity/brendan folder® of the MiniCP [39]
repository. We assign this series to the PATT category.

e MDD _Half : this series contains instances whose table constraints are built
from randomly generated MDDs. Instances of this series contain tables with a
large number of tuples (>10000). This series belongs to the QRND category.

o LargeTables : this series contains instances involving randomly generated
positive tables with a large number of tuples (>10000). This series is in the
RAND category.

Instance selection

Due to the high number of combinations of parameters and instances, we cannot
test all the instances from the selected series. For this reason, we keep the series
diversity but run the experiments on two instances of each series as explained
below.

First, we keep only the instances where at least one table has more than 256
tuples (otherwise there is no difference between the non-time metrics of the 256-bit
word and 512-bit word versions of CT).

3 Available at https://bitbucket.org/minicp/minicp/src/master/data/eternity/brendan/
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Then, we keep only the instances for which the search lasts more than 120 seconds
when the word size is 64-bit, the tuple order is random and the variable ordering
heuristic is dom/deg. This was relaxed to 45 seconds for the Crosswords_WordsVy
instances since none of them last 120 seconds.

Finally, for each series, we select two instances; one for each of the following
criteria.

1. The instance whose maximum number of tuples in a table is as close as
possible to 512.

2. The instance whose maximum number of tuples is the highest possible, but
lower than 100 000.

When more than one instance respects a criterion, the ties are broken by
selecting the instance with the most tables.

The full list of selected instances and their characteristics can be found in
appendix A.

Note. For the instances of the series LargeTables and MDD Half, as well as
the instance whose identifier is nonogram-119, the reordering algorithms based on
greedyClusteringGenerator take more than one hour to reorder the tables. Therefore,
the combinations of those instances and algorithms are not used for the experiments.

6.3 Results

By analysing the data collected during the experiments, this section answers the
questions asked at the beginning of the chapter. For a more detailed breakdown of
the results, the reader can consult appendix B.

Q1. How much does the number of bitwise operations in
Compact-Table decrease when the word size increases?

9

For this question and all the others, we use the term “number of bitwise operations’
as the number of bitwise operations on whole words, where the word size is defined
by the CT implementation.

To answer the question, we use the data collected in wordCountTotal to estimate
the number of bitwise operations. We compute, for all experiments, the reduction
of the number of non-empty words when the word size doubles. More precisely,
this value is the ratio between the number of non-empty words when word size is
w and the number of non empty words when word size is 2w.

A ratio of % means that each non-empty word of size 2w replaces 2 non-empty
words of size w. On the other hand, a value of 1 means than the number of words
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stayed the same despite the word-size increase and is generally a sign that the
non-empty words in the RSBSes contain mostly empty bits during search.

Five out the the 1032 computed values were higher than 1. All those cases
involved the instance modRenault-46 being solved by an algorithm based on
greedyClusteringGenerator. This apparent anomaly is caused by the fact that
these algorithms use the word size to determine the cluster size and hence produce
different clusters even if the random seed is the same. Therefore, in those 5 cases,
the number of non-empty words with the doubled size was slightly higher than the
number of non-empty words with the original size. Those values are replaced by 1
in the figures of this section, which implies that the median value stays the same.

For all the successive word-size changes, the values are plotted on the jittered
strip plot of figure 6.1.

The median ratio is usually around 0.68. What is apparent on the plot of
figure 6.1 is that the median ratio does not change a lot when comparing the
different ways the word size can double.

In figure 6.2, the values are grouped by instance identifier instead of word size
change. What we notice visually is that the ratio is much more dependent on the
tested instance than on the word size.

A simple answer to the question could be stating that the number of bitwise
operations decreases by a factor of at least 1 and at most 2, but stating the obvious
does not give useful information. The more nuanced answer is that it is highly
dependent on the instance to be solved but is generally closer to 2 in the instance set
that we tested. We did not find a clear trend between the instance characteristics
and the decrease of bitwise operations in CT, except for trivial non-tested cases
(e.g. if word size is at least the number of tuples in the largest table of the instance).
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Figure 6.1: When the word size doubles, this figure show the ratios of the number
of non-empty words of the two implementations.
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Figure 6.2: Evolution, per instance, of the number of non-empty words when the
word size doubles.

Q2. Can larger words speed up the search when solving
problems with table constraints in OscaR?

By looking at how to the search time evolves when the word size is larger than
64-bit (thanks to the Vector API), we can try to answer this question. As the
boxplot of figure 6.3 shows, there is no clear link between the word-size increase and
the evolution of the search time. Moreover, the median relative time for each box is
higher than 1 even for the 128-bit words, which tends to show that the Vector API
adds some overhead. According to the quartiles, for the tested instances, 256-bit
seems to be a better choice overall than 128-bit.

As the plot shows, using a CT implementation with a larger word size does not
guarantee a smaller (or even equal) search time when compared with the 64-bit
implementation. When the word size goes from 64 to 128 bits, only 28.4% of the
experiments saw a decrease in the search time. This percentage is 47.5% and 45.5%
when the existing 64-bit implementation is compared with implementations using
words of size 256 and 512, respectively. The figure 6.3 also shows than the relative
search time becomes more scattered when the word size is larger. This tends to
show that some instances benefit more from the use of larger words, while other
instances see a degradation of the search time for larger words. The minimum and
maximum relative search times are 74.1% and 132.7%, respectively.
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Figure 6.3: Evolution of search time when words are larger, relative to 64-bit
implementation. For a given word size increase, the box shows the minimum value,
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Since there is no general relation between the word size increase and the search
time, it is interesting, for each tested instance, to look at how the time evolves
when using larger words. This is what figure 6.4 illustrates, when the existing
implementation with 64-bit words is replaced with the 256-bit implementation of
CT. The relative search times seem to be instance-specific. The large randomly
generated instances seem to benefit more from the use of larger words. Apart from
that, we cannot infer a general relation between the instance characteristics and
the increase (or decrease) in the search time. On the other hand, we note that the
instances that have a ratio closer to 0.5 in figure 6.2 seem to benefit more from
using larger words, with 2 notable exceptions for the instances from the Eternity2
series.

To answer the question : using larger words in the CT implementation can
speed up the search when solving problems with table constraints in OscaR, but
the median value shows an increase in the search time in general. This technique
gives a reduction of the search time up to 25.9% in the best case for the tested
instances using 512-bit words. The results obtained could vary in another solver,
especially if a solver implements CT with a low-level language giving direct access
to SIMD instructions.

Q3. For a given word size, how much does the tuple order
influence the number of bitwise operations in Compact-Table
during search?

Figure 6.5 attempts to answer this question. The number of bitwise operations
is estimated using the total number of non-empty words during search (the data
collected in wordCountTotal). For all word sizes from 8 to 512, the figure shows
the median ratio between the total number of non-empty words when the tuples
are reordered, compared to the same counter on randomly sorted tables.

It is quite clear from that figure that reordering the tables before search decreases
the number of bitwise operations. The best algorithm to do so is occupancySort,
followed closely by heuristicSort. With those algorithms, the relative reduction
(compared to a random order) brought by reordering seems to be maximized when
the word size is 64 or 128.

We can now answer this question by saying that, compared to a random order,
the median relative number of bitwise operations when using a reordering algorithm
is between 0.41 and 0.79 on the tested instances. The best improvements are
brought by occupancySort for which the relative number of operations is between
0.41 and 0.54 depending on the word size.
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Figure 6.5: Relative number of non-empty words during search when the tables are
reordered before search, compared to the number of non-empty words when the
tables are randomly shuffled. Only the median is shown.

Q4. Can the total search time be reduced by using reordering
algorithms before starting the search when solving problems
with table constraints in OscaR?

In the previous question, we studied the impact of reordering on the number of
bitwise operations. Here, instead, we want to see the impact on the total search
time, which is the sum of the initialization time (including reordering and the
partial search of restart-based algorithms) and the search time.

Initially, we analyse the effect on the search time only and evaluate which
reordering algorithm gives the lowest time. In that perspective, figure 6.6 show the
percentage of times a reordering algorithm came first, second or third in terms of
search time when all other parameters (i.e. instance, variable ordering and word
size) are fixed.

As stated previously, occupancySort is the reordering algorithm that seems to
reduces the number of bitwise operations the most. Here, in figure 6.6, we can see
that it is also the algorithm that gives the lowest search time in general. The few
occurrences of random shuffling in figure 6.6 at ranks 2 and 3 are happening with the
instances of the Eternity2 series. We examine the peculiarities of this series more
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Figure 6.6: Rate of occurrence of each reordering algorithm at each rank, when
they are ranked by search time only.

closely in section 6.4.2. At the second place, heuristicSort appears the most often
and at the third place it is domSort. We also note that greedyProbabilistic Clustering
is more dispersed in all ranks while greedyHeuristicalClustering is almost absent
from the first three ranks.

Figure 6.7 is equivalent to figure 6.6 except that it ranks algorithms accord-
ing to the total search time (including initialization). The top algorithm is now
heuristicSort, while domSort and occupancySort more or less share the second and
third places. On the other hand, the two reordering algorithms based on greedy-
ClusteringGenerator have almost completely disappeared from the first three ranks.
Indeed, in the tested instances, even when the tables are quite large, reordering
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Figure 6.7: Rate of occurrence of each reordering algorithm at each rank, when
they are ranked by total time.
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algorithms based on sorting algorithms never took more than 10 seconds in the
initialization phase. In contrast, the algorithms based on clustering sometimes
took more than one hour on the same instances (those experiments are deactivated
as mentioned previously), and sometimes a few minutes for the mid-sized tables.
This is mainly caused by the n? factor of the time complexity of those algorithms,
in comparison with the nlogn factor when using sorting algorithms. The greedy-
Heuristical Clustering and greedyProbabilisticClustering algorithms are clearly not
adapted to larger tables. Moreover, when they are compared with the sorting-based
algorithms, they rarely bring the best reduction of the search time.

To answer the question : yes, when solving problems with table constraints in
OscaR, the total time (including initialization) can be reduced by using reordering
algorithms based on sorting before starting the search. The most appropriate
algorithm to do so in general for the tested instances is heuristicSort.

Q5. For the OscaR solver, what combination of both as-
pects minimizes the total search time, given the instance
characteristics (e.g. number of tuples or arity of tables)?

To answer this question, we identify the combination of word size and tuple order
that is associated with the lowest total time for each of the the tested instances.
Then, for each combination, we determine the number of times it was identified as
the fastest. The results are shown in table 6.2 for the dom/deg variable ordering
heuristic and in table 6.3 for the static random variable ordering heuristic.

In the table for the dom/deg heuristic, we note the surprising presence of a “1”
in the 16-bit column, as that implementation should not be more efficient than
the 32-bit implementation because of how the JVM handles Short integers. This

8 16 32 64 128 256 512
random shuffling 0 0 0 0 0 0 0
domSort 0 0 0 6 0 0 0
heuristicSort 0 1 0 2 0 0 7
occupancySort 0 0 0 0 0 0 0
greedyHeuristicalClustering 0 0 0 0 0 0 0
greedyProbabilisticClustering 0 0 0 0 0 0 0

Table 6.2: When the variable ordering heuristic is dom/deg, this table illustrates
the number of times a combination of reordering algorithm and word size leads to
the lowest total time for one of the tested instances.
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8 16 32 64 128 256 512
random shuffling 0 0 0 0 0 0 0
domSort 0 0 1 1 0 1 0
heuristicSort 0 0 0 6 0 1 6
occupancySort 0 0 0 0 0 0 0
greedyHeuristical Clustering 0 0 0 0 0 0 0
greedyProbabilisticClustering 0 0 0 0 0 0 0

Table 6.3: When the variable ordering heuristic is static random, this table illustrates
the number of times a combination of reordering algorithm and word size leads to
the lowest total time for one of the tested instances.

is explained by the variance of the total time. If we look closely, for this specific
instance (which is modRenault-46), the 16-bit-heuristicSort combination is followed
very closely by 32-bit, 8-bit and 64-bit implementations, all combined with the
heuristicSort algorithm. They are all within 400ms of the fastest combination for
this instance.

For the dom/deg variable ordering heuristic, the instances that work better with
the 64-bit-domSort combination are hard to categorize. Moreover, they are always
within 300ms difference when compared with the 64-bit-heuristicSort combination,
except for the instance langford-3-17 and the ones from the Eternity2 series, where
differences are between 3 and 5 seconds. Those differences mostly come from the
search time, although the initialization time with heuristicSort is generally slightly
higher.

For the static random variable ordering heuristic, the instance that correspond
to the 32-bit-domSort combination is modRenault-46. Apart from that, the two
instances that are solved faster with domSort are langford-2-12 with 256-bit words
and TSP-25-523 with 64-bit words. The instance that appear for the 256-bit-
heuristicSort combination is nonogram-119.

By comparing table 6.2 and table 6.3, we can see that the heuristicSort reordering
algorithm seems to work better when the variable ordering heuristic is static. We
anticipated that result in section 3.3.1 since a static variable ordering heuristic gives
a more accurate information about which variables have their domains reduced in
priority by the branching constraints.

As the combination that minimizes the total time is quite dependent on the
instances, we show in table 6.4 the best combination for each tested instance.

Answering Q5 is not simple as there is no clear reason why a combination
works better with some instances and not with others. What we can say is that
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dom/deg var. heuristic

static var. heuristic

Identifier
wS algo relaT | wS algo relaT
modRenault-46 16  heuristicSort  95.8% | 32 domSort 96.3%
modRenault-22 512  heuristicSort  97.3% | 512 heuristicSort  95.1%
crosswords-vgs-5 512 heuristicSort  91.9% | 64 heuristicSort  75.6%
crosswords-vg7-7 512 heuristicSort  84.8% | 512 heuristicSort  75.2%
nonogram-107 64 domSort 87.1% | 64 heuristicSort  84.7%
nonogram-119 64 domSort 62.4% | 256 heuristicSort  87.2%
langford-2-12 64 heuristicSort 87.6% | 256  domSort 91.2%
langford-3-17 64 domSort 84.6% | 64 heuristicSort  80.8%
TSP-25-523 64 domSort 79.8% | 64 domSort 81.8%
TSP-25-163 64  heuristicSort  77.0% | 64 heuristicSort  83.6%
eternity-18x10 64 domSort 98.1% | 64 heuristicSort  97.8%
eternity-20x20 64 domSort 94.0% | 64 heuristicSort  97.9%
mdd-half-n25-[...]-20 || 512 heuristicSort [33.7% | 512 heuristicSort | 30.7%
mdd-half-n25-[...]-17 || 512 heuristicSort 29.6% | 512 heuristicSort 25.6%
rand-10-]...]-14 512 heuristicSort [37.9% | 512 heuristicSort  49.5%
rand-8-|...]-0 512  heuristicSort 27.2% | 512 heuristicSort | 28.1%

Table 6.4: Combination of word size and tuple reordering algorithm that produced

the lowest total time for each instance and each variable ordering heuristic.

Legend : wS = word size; algo = reordering algorithm; relaT = relative search
time compared to the same problem using a random ordering instead, but with the

same word size wS.
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heuristicSort is a good choice for both the static and dynamic variable ordering
heuristics, but is generally more efficient with a static one. As for the word size, it
seems that the last four instances (from randomized series with large tables) benefit
from the larger words, but the trend is not clear for the other series. Therefore,
64-bit words are generally a safer choice for the other series.

Q6. By how much could search time be reduced with an
active reordering technique, when compared with the best
combination of Q57

During the experiments, we collected data named wordCountOptimal. It represents
the minimal number of non-empty words needed if the valid tuples are actively and
perfectly regrouped during search (which is equivalent to a defrag at every node).
In later parts of this master’s thesis, we denote by perfect the virtual algorithm
achieving this result at no cost.

To answer the question, we must estimate a lower bound of the search time. To
do so, we can start by looking at the correlation between the number of non-empty
words and the search time. This correlation should be almost linear since all
other things being equal, the time taken for operations (including trailing) on
words is proportional to the number of non-empty words while the time taken for
other operations is fixed. Of course, this ignores some aspects (e.g. how many
times a support bit-set is used, memory access patterns, etc.), but we make the
assumption that the relation is linear. By looking at the data, this assumption
seems reasonable.

In order to estimate the time taken by the perfect reordering algorithm (the
lower bound), we must find first the linear relation between the search time and
the number of non-empty words. To do so, linear regression [16] is used here.

Next, we can estimate the time taken by perfect during search as illustrated on
figure 6.8. There are obvious caveats we shall not ignore when linear regression
is used to predict f(x) for a x that is not in the x-range of input data. In most
samples here, the extrapolation range is smaller than the x-range of the input
data. The error of the approximation should be low when the correlation is high,
although we do not guarantee that the error is bounded.

By using this technique, the lower bound of the search time that could be
reached with active reordering during search is estimated. For all the results
of table 6.4, we compute a 95% prediction interval of the estimated time if the
reordering algorithm was perfect instead of the algorithm given in that table. This
interval assumes that the error from the linear regression line is constant along
the line, which is probably not the case. For this reason, we advise the reader not
to take the individual results at face value but, instead, to look at the general
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Figure 6.8: Example of prediction of the time taken by the perfect reordering
algorithm on the instance T'SP-25-523 when the variable heuristic is static random
and the word size is 64. The 95% prediction interval is shown. Here, R? = 0.966.

trend. In order to give an idea of the quality of the regressions, the R? correlation
coefficients are also computed. All those results are given in table 6.5. The R?
values lower than 0.85 are in orange.

First, and most importantly, we note that the reduction of the number of words,
even when it is large (as much as 84.7% for the crosswords-vg7-7 instance) is
generally followed by a comparatively small reduction of the estimated time (only
estimated at 27.3% for the crosswords-vg7-7 instance). The best low prediction
interval of the entire table represents a reduction of only 48.3% of the search time!
Again, we recall that this table assumes the existence of a perfect active reordering
algorithm that takes zero time. Despite the issues of the extrapolation approach,
the results of table 6.5 are of considerable interest as they mean that in the current
state of the OscaR solver, the best combinations that were presented in table 6.4
give a search time that is probably usually within a small margin of the reasonably
achievable minimum. This result should not be understated, although a more
specific study might be necessary to confirm it on more instances.

Secondly, for the instances where clustering-based algorithms are not activated
(as explained earlier), the R? is very close to 1 (illustrated in blue on the table).
In general, the reordering algorithms based on greedyClusteringGenerator give a
slightly higher search time for the same number of non-empty words, resulting in a
decrease of R%. This could be due to data locality reasons since those algorithms
do not try to put related words together, as opposed to sorting-based reordering

67



Identifier dom/deg var. heuristic static var. heuristic

relatW relatT R?2 relatW relatT R?
modRenault-46 92.8% [98.1%, 103.7% ] 77.8% [97.6% , 101.4% ]
modRenault-22 80.8% 97.3% , 98.7% 0.951 | 88.8% [98.4%, 101.2%] 0.900

0.967 | 214% [78.6% , 85.1%] 0.990

[ ]

crosswords-vgh-5 22.0% [83.9%, 88.6% | 0.947 | [256.8%  [88.4% , 92.8% | 0.994
crosswords-vg7-7 15.3% | ]
[ ]

nonogram-107 43.0% [95.6% , 98.6% ] 0.987 | 39.7% [92.7%, 102.0%] 0.917
nonogram-119 92.0% [96.5% , 101.3%] 0.999 | 55.9% [92.7% , 93.8%] 0.999
langford-2-12 34.4%  [82.7%, 92.4%] 0.862 | 62.5% [91.4%, 96.3% ] 0.922
langford-3-17 198% [831%, 89.4%] 0.972 | [26.6%  [83.1%, 94.0%] 0.944
TSP-25-523 23.7% [ 722% , 89.5% ] 0.876 | 282% [81.6%, 88.7%] 0.966
TSP-25-163 21.4%  [65.1% , 86.7% ] 0.862 | 284% [80.2%, 91.9%] 0.890
eternity-18x10 53.3%  [89.3% , 96.3% ] 46.3%  [95.6% , 99.8% ]
eternity-20x20 73.7%  [90.1% , 98.8% ] 52.5% [98.9% , 106.2% |
mdd-half-n25-[..]-20 || [34.3%  [75.5% , 87.6% ] 0.999 | 52.7%  [85.6% , 99.2%] 0.999
mdd-half-n25-[..]-17 || [45.8%  [86.1% , 91.1%] 0.999 | 632% [92.1%, 98.9%] 0.999
[ ]

[ ]

[ ]
rand-10-[...]-14 69.4% 0.999 | 49.8% [51.7% , 77.2%] 0.991
rand-8-[...]-0 76.2% [ 78.7%, 109.4%] 0998 | 64.9% | ] 0.999

Table 6.5: This table shows prediction intervals for the search time of the perfect
reordering algorithm.

Legend :

o relatW = relative number of non-empty words when using perfect, compared
to the number of non-empty words when using the combination of table 6.4;

o relatT = 95% prediction interval of the relative time taken during search by
perfect, compared to the search time when using the combination of table 6.4.
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algorithms. The high R? values also happen because the search spends more time
doing bitwise computations for those instances than for the other instances that
have less tuples, resulting in a stronger correlation.

Finally, we note that the R? values are quite low for the instances of the
Eternity2 series, probably because on these instances, the number of non-empty
words does not vary a lot while the search time has some natural variance, which
means the linear relation is less identifiable. We examine the peculiarities of this
series in section 6.4.2.

To go back to the original question, we can say that in the OscaR solver and in
its existing implementation in particular, a best-case active reordering technique
that takes no additional time would probably reduce the search time by 2% to 20%
for most tested instances.

Q7. How much does the amount of memory used for trailing
during the search depend on the word size and tuple order?

For this question, the amount of memory used for trailing is defined as the total
amount of bits copied to the two trail arrays (copies of indexes and words) inside
the ReversibleSparseBitSet class of OscaR. For each word copied to the trail,
the memory increases by 32 bits plus the word size because 32 is the number of bits
needed for storing the index of a word in the trail. In the ReversibleSparseBitSet
class, the trail memorizes both the indexes (in an array of Scala Ints where each
element takes 32 bits) and the non-empty words.

To determine the amount of memory used for trailing, we multiply the collected
data trailed WordCountTotal by 32 plus the word size specific to the experiment.

To examine how the memory used for trailing depends on the reordering
algorithm, the figure 6.9 is built by computing, for all the experiments, the evolution
of the memory usage when a search on randomly sorted tables is replaced by a
search using the same parameters, but on tables sorted with a specific reordering
algorithm. For each reordering algorithm and word size, the median value is shown
in figure 6.9.

What is remarkable is the high similarity between figure 6.9 and figure 6.5.
This is quite logical as the number of bits moved to the trail arrays is dependent
on the number of non-empty words.

With the different instances tested, the memory usage evolves in different
patterns when the word size increases. To have a clearer picture of the disparities
between instances, the median memory usage for each instance and word size is
shown in table 6.6.

We can now answer the question. The amount of memory used for trailing
during the search depends heavily on the word size and on whether the tuples are
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Figure 6.9: Relative trail memory usage during search when the tables are reordered
before search, compared to the memory usage when the tables are randomly shuffled.
Only the median is shown.

ordered randomly or not. First, the amount of memory copied is lower when the
tables are ordered in a non-random way. The best results relative to randomly
ordered tables are observed with 32-bit words and the occupancySort reordering
algorithm where we observe a median reduction of 59% compared to a random
order. As for the relation between word size and memory, the results are highly
problem-dependant, but if one wishes to avoid the highest memory usages in general,
then, using 64-bit words tends to avoid the most extreme cases.

Q8. Is the efficiency of residual supports atfected by the
word size and the tuple order?

We define the efficiency of residual supports as the number of times they found
an intersection, divided by the total number of intersection that could potentially
have been found with them. To do that, the efficiency is computed as the collected
value residueOkCount divided by the sum of the collected values residueOkCount
and residueFailCount.

Figure 6.10 shows the median improvement in efficiency when tables are ordered,
relative to the efficiency when tables are randomly shuffied.
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Identifier Word size Range

8 16 32 64 128 256 512 min max
modRenault-46 el | 446 x 1010 3.80 x 10
modRenault-22 s | 4.70 x 1010 1.31 x 10"
crosswords-vgh-5 meeeeeesstnl | 218 < 100 4.04 x 1010
crosswords-vg7-7 | [ NIl | 2.09 x 10!° 3.07 x 10'°
nonogram-107 sl | 4.16 x 1010 9.37 x 101°
nonogram-119 e | 110 x 10! 4.29 x 10U
langford-2-12 — | 5.60 x 101° 1.98 x 10!
langford-3-17 — | 3.31 x 10'° 1.22 x 10"
TSP-25-523 — | 391 x 101° 1.15 x 10!
TSP-25-163 —— | 3.42 x 10'° 1.00 x 10!
eternity-18x10 s — | 3.06 x 1010 7.95 x 100
eternity-20x20 e | 6.76 % 1010 2.07 x 10!
mdd-half-n25-[...]-20 | [ e——— | .07 x 10'° 1.20 x 10"
mdd-half-n25-[..]-17 | [ ——— | 3.63 x 10'0 9.87 x 10
rand-10-[...]-14 | 443 %10 1.97 x 101
rand-8-[...]-0 e | 2.35 % 1010 6.92 x 101

Table 6.6: Median memory usage (in bits) by the trail arrays, for all combinations
of word size and selected instance.
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There is, in general, an improvement in efficiency when tables are sorted before
search. The median improvements are always under 10%. In general, domSort and
heuristicSort seem to give the best results, although the differences are very subtle.
It should be noted that contrary to the general trend of all other instances, for the
instance identified nonogram-119, random shuffling appears as the best choice to
maximize the efficiency of residual supports.

Moreover, the efficiency of residual supports depend on the word size. The
general trend is illustrated in figure 6.11 and it is clear that larger word sizes
increase the efficiency. This is logical as larger words contain potentially more
pointers to valid tuples, all other things being equal.

The answer to Q8 is yes. For the reordering aspect, in general, reordering the
tables gives a small improvement in efficiency. As for the relation between the word
size and the efficiency of residual supports, there is a positive correlation between
the two, that is, the efficiency increases when the word size is larger.

6.4 Limitations

In this section, we consider the validity of the results and the limitations of the
approach used for the experiments.

6.4.1 Biases

This section identifies possible biases in the experiments. Here, a bias is an
experimentation choice that could have consequences on the general applicability
of the results.

Table size

Due to the way the instances were selected, the experiments are biased towards
larger tables. Indeed, in order to evaluate the opportunity to use 512-bit words, the
instances must have at least one table containing more than 256 tuples, otherwise
each bit-set would just contain one word and longer words would do nothing more
than use more memory, due to padding. Around 34% of other instances provided
by Lecoutre [31], contain no table with more than 64 tuples. In those cases, using
the 64-bit implementation of CT with or without reordering tuples would yield the
same amount of non-empty words during search.

The bias towards larger tables means that the results in search time reduction
obtained by changing the word size and by reordering the tables are optimistic.
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Clustering-based algorithms

As explained previously, the algorithms based on greedyClusteringGenerator are
deactivated for some experiments because they take more than one hour in the
initialization phase of some instances. This puts those algorithms at a disadvantage
since they could not be evaluated on the large randomly generated instances where
the sorting-based algorithms gave the highest improvements (in the number of
non-empty words and the search time) compared to the other instances.

On the other hand, this does no really change the conclusion. First, on the
instances where clustering-based reordering algorithms were tested, they were either
on par with the equivalent sorting-based algorithms or they gave a worse search
time. Secondly, in the instances where they are deactivated, those algorithms take
so much time in the initialization that it is impossible for them, in the general case,
to recover that time by a reduction in the search time.

Search time

The experiments set the number of backtracks for each instance, with the objective
of having a search time of approximately 2 minutes (45 seconds for the series
Crosswords_WordsVg) per instance in the base case (64-bit words and random
tuple order). Moreover, for the restart-based algorithms, the partial search is
stopped after an arbitrarily-chosen time of 5 seconds.

Having the same number of backtracks for all experiments of the same instance
enables a relatively fair comparison of different parameters, but, when we look at
the total time (initialization time + search time), this puts the algorithms that take
more time in the initialization at a disadvantage if the real search time for solving
the problem is considerably larger. For this reason, the occupancySort algorithm
could give better results in terms of search time than heuristicSort and domSort
when the search takes longer. The reductions in the number of non-empty words
are often close between all those algorithms. For this reason, the difference in the
total time would be small even for longer searches.

6.4.2 Oddities

This section identifies results that are contrary to each other or are seemingly
impossible and, when possible, gives an explanation for each of those.

Eternity2 series

For the experiments on the eternity-20x20 instance with a dom/deg variable ordering
heuristic, the measured optimal number of words sometimes decreases slightly when
the word size doubles (see figure B.11 in appendix B). This is the only experiment
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where this happens. We think that the real values should follow as similar trend to
what happens with the same instance, but using the static random variable ordering
heuristic (see figure B.2l in appendix B). We recall that the instances from the
Eternity2 series are the only tested that contain an intensional constraint, namely
the alldifferent constraint. It seems that the only reason for this strange result
is that the order in which the propagators are called by OscaR varies between the
experiments, causing a decrease when the table constraint propagators are called
after the alldifferent propagator. A more throughout investigation might be
needed, but we advise the reader to take the results obtained specifically on this
series with a grain of salt.

Curious search times

With the modRenault-46 instance, the search time when using greedyProbabilis-
ticClustering for tuple reordering is often higher than with random shuffling of
the tuples, for both variable ordering heuristics (see figure B.3a and figure B.4a in
appendix B). This contradicts the results of the other instances. We do not have
a clear explanation for this phenomenon, but it does not affect the conclusions
since greedyProbabilisticClustering is less competitive than occupancySort (the other
restart-based algorithm) for reducing the search time and number of non-empty
words.

Counterexample for residual supports

In almost all instances, the efficiency of residual supports is worse when the tuples
are randomly ordered. One notable exception is the nonogram-119 instance for
which the efficiency is always better in the experiments when the tuples are randomly
shuffled, whatever the variable ordering heuristic is. This is visible in figure B.7f
and figure B.8f of appendix B. The exact reason for this outlier is not known.
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Chapter 7

Conclusion

In this master’s thesis, we evaluated the opportunity to use larger words for the
bit-sets of CT. We also evaluated the impact of tuple order on the CT performance.

Regarding the word size, implementing CT with larger words in the OscaR
solver does not reduce the search time in general. The cases where larger words
are the most beneficial are with the large randomly generated instances, which are
not, by definition, realistic instances.

For the tuple reordering algorithms, the results are more conclusive. Searching
for solutions after the tables have been reordered reduces the number of non empty
words and the search time (when compared to randomly ordered tables). Moreover,
for sorting-based reordering algorithms, even when we also take into account the
reordering time, there is still often a gain in the total time, although it is usually
small. Because heuristicSort gives slightly better results, and because it can be
implemented easily, we recommend to use it whenever possible. Otherwise, either
domSort or occupancySort could be used, depending on the search time expected
by the user.

A key finding of the experiments is that in order to reduce the total search
time, the tuple reordering algorithm must be fast enough to take less time in the
reordering than the (usually small) search time gained during search. This means
that restart-based methods such as occupancySort should be avoided if the partial
search time is 5 seconds while the expected search time is only 2 minutes, for
instance. They could start to give better improvements above that threshold. A
good way to implement a fast tuple reordering algorithm is to use a state-of-the-art
sorting algorithm with a custom comparison function. Other techniques such as
clustering-based algorithms and defrag are simply not fast enough to be competitive
with sorting algorithms.
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Future work

Other SIMD-approaches and other solvers

The Vector API seems to cause a little bit of time overhead. This is visible when
the word size goes from 64 to 128. There are other approaches to gain access to
SIMD instructions in Scala, as we saw in section 2.6.2. It would be interesting to
see how these approaches perform in OscaR and also how solvers implementing CT
in other languages behave when they use larger words.

Popcnt operations

In the current state of the Vector API, another issue is that it does not provide a
way to count the number of bits set to 1 [51], although the corresponding vector
popcnt SIMD instructions exist [24]. In some works based on CT, this operation
is used to count the number of intersections between the RSBS and other bit-sets.
This operation is not used in the base CT algorithm, but is found in CT,,, [68]
and CT;,, [68] as well as in the CoverSize [60] and CoverClosure [60] constraints.

This is another reason to experiment with other SIMD approaches in Scala or with
solvers implemented in lower-level languages.

Word-size aware sorting algorithms

Fast reordering algorithms are key to reduce the total search time. We saw that
sorting-based reordering algorithms achieve the best results. They however, perform
some unnecessary sorting of tuples that correspond to the same word. For example,
to avoid this, a QuickSort [21] variant could avoid sorting elements when the
partition to divide is already within the bounds defined by a word. If the word size
is w, and assuming the array length is a multiple of w, this can be seen as a special
case of Chunksort [38] where the blocks and gaps are of size 0 and w, respectively.
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Appendix B

Results by instance

This appendix contains detailed plots of the experiment results, broken down by
result type, variable ordering heuristic and instance identifier.
There are eight figures in this appendix, organized as follows.

o The results about average occupancy of the RSBSes by non-empty words can
be found in figure B.1 for the dom/deg variable heuristic and in figure B.2
for the static random variable heuristic.

 The search times (not including initialization time) can be found in figure B.3
if the variable ordering heuristic is dom/deg and in figure B.4 if the variable
ordering heuristic is static random.

o For all instances, the size of the memory copied to the trail during search is
summarized on figure B.5 for the dom/deg variable heuristic and figure B.6
for the static random variable heuristic.

e Depending on the variable ordering heuristic, the success rate of residual
supports can be found in figure B.7 if the heuristic is dom/deg, or in figure B.8
for the static random heuristic.
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and reordering algorithm when the variable ordering heuristic is dom/deg.
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Figure B.2: Average proportion of non-empty words in the RSBSes for a given word size
and reordering algorithm when the variable ordering heuristic is static random.
Vertical axis : proportion of non-empty words. Horizontal axis : word size.
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