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ABSTRACT

Examination timetabling is one of the major administrative task addressed each
year in educational institutions. With an increasing number of proposed courses and
upcoming possibilities to combine degrees, several universities are currently using or
testing automated tools designed to perform this task. Examination timetabling is a
well known combinatorial optimization problem without standardized approach to
solve it, but several methods proposed, as the administrative requirements strongly
vary from an institution to another. This paper introduces the examination timetabling
problem at École Polytechnique de Louvain-La-Neuve. We present a solver tackling the
problem in multiple stages using both linear programming and meta-heuristics. This
solver produces schedules respecting the administrative constraints of the faculty while
maximizing the students satisfaction. It is meant to be implemented in a tool usable by
the administrative support in charge of scheduling. We also explore the mathematical
aspects of the problem in order to introduce techniques speeding up the resolution.
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CHAPTER 1

INTRODUCTION

1.1 Problem statement

École Polytechnique de Louvain (EPL) is the engineering faculty at Université
Catholique de Louvain (UCL). Each year at EPL, a major duty of the administration is
to plan the examinations schedule. This task involves more than 1700 students enrolled,
150 to 200 courses organized by the faculty and about 100 courses proposed by other
faculties to EPL students. Courses are scattered over 2 semesters, at the end of which a
session that lasts between 3 and 4 weeks is organized. Each day of the session is divided
into 2 time slots at which examinations can be assigned, one in the morning and one
in the afternoon, and examinations can be scheduled at any day of the week except on
Sundays. An additional session takes place in August, so that students can represent
failed examinations. At the moment, examinations schedule are generated manually.
Over the years, the timetable planners have developed several strategies in order to
build smart schedules giving time for students to study their courses. Nevertheless,
some students might end up having two examinations at the same time, a situation
further denoted as a conflict, which sometimes implicates several manual refinements
in order to reach a viable schedule.

In addition to simply assigning an examination to a time slot, schedules must follow
several administrative rules specific to the faculty, as described below.

First, EPL students can follow courses proposed by other faculties. These courses
are scheduled independently of the decision-making power of the faculty and this
information is sometimes available after the schedule has been made, leading to conflict
situations. Symmetrically, students from other faculties can follow courses from EPL
and the secretary must then avoid scheduling these courses at the same time as others
courses followed by one of these students in his faculty. One could pertinently argue
that it would be more advantageous for UCL to plan the examinations from all the
faculties together. However, this is not the case currently due to multiple differences
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CHAPTER 1. INTRODUCTION 1.2. Thesis goals

between the administrative processes and we will make the assumption in the present
Thesis that the examinations schedules of other faculties are already planned when we
tackle the problem of making the schedule for EPL.

Secondly, bachelor students must choose at the beginning of their second year a
minor and a major option. Many courses from minor options are given outside EPL and
symmetrically some courses from EPL belong to minor options from other faculties. To
avoid conflicts between major and minor courses, major examinations are organized
anytime except the last week, called the minor week, while courses from minor options
are actually scheduled during this week. Courses that can be taken in a major or a
minor option have the particularity to be duplicated: one during the minor week and
one during the other weeks. Often when conflicts cannot be avoided, a student is then
proposed to take the minor examination instead of the major one or conversely.

A last particularity is that some examinations are oral. Written examinations will
always be scheduled at one and only one time slot. For oral examinations we define
a maximum capacity of students per time slot and we duplicate the examination a
sufficient number of time such that all students can pass the course and the capacity
is not exceeded for each duplicate. These duplicates can then be treated like normal
written examinations with the additional condition that they must not be scheduled at
the same time slot in the session.

1.2 Thesis goals

Nowadays, timetabling at EPL is performed manually. This represents a considerable
amount of work and each year the examinations schedule must be modified several
times because of conflict situations. Since the number of students and the possibilities
to combine courses are increasing, this situation is unlikely to improve. Creating a tool
performing this task efficiently could resolve this issue. The primary aim of the Thesis
is then to find a solver that realizes the following:

Provide an efficient schedule for any given examination session

In addition to this main goal, we wish to achieve two other subsidiary targets :

1. Design a tool that implements the solver. This tool would be a computer desktop
application, user-friendly and easily usable by the administrative support.

2. Study how modifying some administrative rules, such as increasing the number
of days in a session, would affect the quality of a session.

For the purpose of the present Thesis, an examination session is provided as a data
set structured by several elements described Section 3.1 - Inputs Requirements. This

Université Catholique de Louvain 2



CHAPTER 1. INTRODUCTION 1.3. Thesis plan

data set contains all the necessary information, such as the courses, the inscriptions or
the dates of a session. A schedule is an assignation for each examination to a specific
time slot. The purpose is to design a solver that takes an examination session as input
and return an efficient schedule in the sense of the definition below.

An efficient schedule is a schedule not only meeting the aforementioned administra-
tive rules but also maximizing the satisfaction of the students with their schedule. This
is done under the frame of two important considerations:

• All students must be able to pass their examinations during a session, i.e. conflicts
between two examinations must be rare cases. Note that if conflicts cannot be
avoided, an off session or an extra oral examination can be organized for students
in this case. So avoiding conflicts is a priority, but it is possible to consider a
session with one or two students with a conflict if it allows to obtain a much better
session in return.

• The second prior goal is to maximize the spacing between each pairs of examina-
tions of a student so that he has enough time to study.

We choose an approach where the solver maximizes the global satisfaction, while
ensuring that no students will end up with an extremely bad schedule. We will propose
a way to measure the global satisfaction based on our own student experience and
recommendations granted by the administrative support at EPL.

With regards to the secondary aims, rather than computing a new general algorithm
that could be applied to multiple university scheduling problems, we will focus on the
creation and validation of a solver suitable for a real case of examination timetabling at
EPL. The idea here is not to assess the performance of an approach compared to another,
as in most of the recent papers [QBML08], but to build a tool that can be used by a
university administrative support.

1.3 Thesis plan

First of all, we introduce the state of the art framework of university timetabling
and a series of mathematical concepts useful for tackling these kind of problems. We
will then present the specifications induced by the statement. These specifications
formalize the different components of the problem and list the objectives. From these
specifications, it will also be possible to define a series of key performance indicators,
evaluating the quality of a schedule. A chapter is then dedicated to the mathematical
study of the problem in order to extract results that may improve the performances of the
algorithms. This is followed by the main part of the report entitled Solver Description.
It describes the different algorithms used by the solver as well as a motivation on
the different modeling choices and parameters tunning. The final chapter before the
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CHAPTER 1. INTRODUCTION 1.3. Thesis plan

conclusion reports all the tests conducted to define the most adequate solver, thanks to
which it will finally be possible to describe a complete and efficient approach meant to
deal with the examination timetabling problem at EPL.

Université Catholique de Louvain 4



CHAPTER 2

THEORETICAL BACKGROUND

This section defines a series of mathematical concepts that are useful when tackling
timetabling problems. At the end of this chapter, any reader with a standard background
in applied mathematics and statistics should be able to understand the rest of the Thesis,
whether he is familiar or not with Timetabling in Operations Research. After a few
notions on time complexity, it presents the state of the art definitions of University
Timetabling, as given in the recent scientific literature. It also gives relevant notions in
graph theory which is the main approach used to visualize and analyze the problem. We
also define the main categories of optimization programs considered when modeling
timetabling problems. Finally, a survey on the main algorithms given in the literature is
presented for solving these models.

2.1 Complexity theory

Before defining what a university timetabling problem is, it is essential to illustrate
why these kind of problems might be hard to solve in terms of computational time.

DEFINITION 1. The Algorithmic complexity CA of an algorithm A is defined as the
number of instructions needed to solve any instance of the problem with size n.

Landau’s notation O is often used to define an upper bound on the complexity.
An algorithm A is said to be of complexity O(f(n)) if ∃M > 0, ∃n0 such that ∀n > n0,
CA ≤Mf(n). A is said to be Polynomial if f(n) is a polynomial function.

Considering that a decision problem is a problem to which the answer is either a yes
or a no, it is possible to define 3 classes of algorithms :

DEFINITION 2. A problem is in class P (polynomial time) if a polynomial algorithm
that solves it exists.

DEFINITION 3. A decision problem is in class NP (non-deterministic polynomial time)
provided that verifying that the solution is valid can be done in a polynomial time.

5



CHAPTER 2. THEORETICAL BACKGROUND 2.1. Complexity theory

DEFINITION 4. A decision problem is said to be NP-Complete if it belongs to class NP
but not to class P, i.e. no polynomial algorithm that solves it has been found.

Timetabling problems are combinatorial problems, i.e. they consist of finding an op-
timal object from a finite set of objects, known to be NP-Complete [CK95]. To illustrate
how important it is to design efficient algorithms for solving timetabling problems, let
consider the short Example 1.

EXAMPLE 1. Let consider an examination session of m courses and n time slots, i.e.
of size m × n. If any examination can be assigned to any time slot, they are then
nm possible schedules. A logical approach to find an optimal schedule would be
the Generate&Test algorithm. It simply generates all possible courses-time slots
assignment and check which one is the best according to an evaluation function.
If we consider generating a schedule and comparing it to the best one as a unique
operation, it has a complexity O(nm). If an operation takes a nanosecond, one can
observe in Table 2.1 that even for small instances, this algorithm is not applicable
and that the running time rapidly explodes as the size of the problem is increasing.

aaaaaaaaaaaa
# Courses

# Time slots 5 10 20

5 3 ·10−6 sec 10−4 sec 0.003 sec

10 0.01 sec 10 sec 3 hours

20 26 hours 3000 years 3 ·109 years

30 30 000 years 3 ·1013 years 3 ·1022 years

Table 2.1: Generate&Test running time

In practice, it is then impossible to take all the possible schedules into account
and select the best one. Due to the NP-completeness of the problem and the strong
dependence to the institution administrative constraints, no standard algorithm exists
to solve university timetabling problems. However, researchers have developed a
standard framework to define these problems, as explained in the next section, and
several algorithms have been designed to solve particular or standardized instances
[QBML08] [Lew08] [Sch99].
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CHAPTER 2. THEORETICAL BACKGROUND 2.2. University Timetabling

2.2 University Timetabling

The examination scheduling task at EPL belongs to the category of University
Course Timetabling (UCT) problems in the literature[BJKW97]. These problems consist
of scheduling a set of lectures for each course within a given number of rooms and time
slots. These assignments must comply several constraints, that strongly vary from a
University to another. Every two years, The International Series of Conferences on the
Practice and Theory of Automated Timetabling (PATAT) is held, serving as a forum for
an international community of researchers on all aspects of computer-aided timetable
generation. University timetabling has been frequently approached and competitions
were organized on particular instances to assess the performances of several solving
methods [SSM03] [ABM07] [RDSB+02]. Since the 2008 conference, the UCT problems
are divided into three subcategories given in Table 2.2 :

Examination Timetabling This category include all the examinations scheduling
problems. It requires to know the students inscriptions to compute quality schedules.

Post Enrollment Course Timetabling Similarly to the examination timetabling, a
weekly courses schedule is defined according to students inscriptions.

Curriculum-based Course Timetabling The courses are scheduled according to
curricula. A curriculum is a set of courses attended by a given group of students.

Table 2.2: UCT categories

A usual format is often used for the UCT problems [QBML08] in order to simplify
and standardize the definitions of their components:
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• Events The elements to be scheduled (typically the courses)

• Times The possible time slots for allocation.

• Resources The resources available for assignment (typically the rooms).

• Constraints A set of constraints linking the three previous elements. There are
two types of constraints :

1. Hard constraints : constraints that may not be violated to generate a
feasible timetable.

2. Soft constraints : constraints that may not be avoided. The quality of a
timetable is usually evaluated by a penalty function that calculates the
extent to which a timetable has violated its soft constraints.

Table 2.3: UCT components

The University Course Timetabling problem at École Polytechnique de Louvain,
further denoted as the UCT-EPL, is an examination timetabling problem. It will be
defined in the sense of Table 2.3 in the specifications chapter.

2.3 Graph theory

We present here graph theoretical concepts that will be used in the mathematical
analysis chapter in order to visualize and analyze the problem in an appropriate way.

DEFINITION 5. A Graph G := (V,E) is defined by a set of nodes V and a set of edges
E ⊆ V ×V that represent the relationships between the nodes. The graph is a Complete
graph if and only if for all i ∈ V , j ∈ V and i 6= j then (i, j) ∈ E.

One can also define a direction on the edge if needed, i.e induce (i, j) 6= (j, i) for all
(i, j) ∈ E and the graph is then a Directed graph.

DEFINITION 6. For every (i, j) ∈ E, one can attribute a real number w(i, j), denoted as
the Weight of (i, j). The graph is then a Weighted graph.

The graph representation is very useful in UCT. We often represent the problem
with the courses as the nodes, with an edge between two nodes if at least one student
has subscribed to both courses. The weight attributed to each edge is then the number
of students taking the two courses. This gives a proper graphical representation of the
problem and highlights some important properties, as discussed later. For the rest of
Thesis, we will denote this graph as the Conflict Graph of the timetabling problem. An
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example of such a graph is given on Figure 2.1. For instance, MATHS and PHYSICS are
two nodes linked by the edge (MATHS, PHYSICS) of weight 7, meaning that 7 students
have subscribed to both courses.

Figure 2.1: Example of weighted graph modeling a course timetabling

DEFINITION 7. A Subgraph G̃ := (Ṽ , Ẽ) of G := (V,E) is a graph such that Ṽ ⊂ V and
Ẽ is the subset of E obtained by removing all the edges adjacent to V \Ṽ .

DEFINITION 8. A Path on a graph G := (V,E) is a vector of nodes (v0, v1, ..., vk) ∈ V k

such that (vi, vi+1) ∈ E for i = 0, ..., k − 1.

DEFINITION 9. A graph is said to be Connected if for every pair of nodes i, j in V , there
exists a path between i and j. If a graph is not connected, we can define a Connected
component of the graph as a connected subgraph G̃ of G such that there exist no
connections between any nodes of G̃ and G\G̃ .

This last definition is very useful to perform a problem decomposition. Indeed, if the
conflict graph is not connected, it can often be decomposed into smaller subproblems
modeled by the connected components of the graph, as studied in chapter 4 (see Figure
2.2).
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Figure 2.2: Example of a graph with two connected components

DEFINITION 10. A Clique in a Graph G := (V,E) is a subset Ṽ of V such that the
subgraph induced by Ṽ is a complete graph.

DEFINITION 11. The Node coloration of a graph G := (V,E) consists in assigning to
every node i of the graph a color ci such that ci 6= cj for all (i, j) ∈ E. The minimum
number of colors needed to color a graph G is called the Chromatic Number, denoted
as χ(G).

Figure 2.3: Example of node coloring

Node coloring and cliques are two very helpful notions when looking for optimal
examinations schedule. By the definition of the chromatic number and a clique, we
naturally observe that χ(G) is lower bounded by the size of the largest clique. For
example on Figure 2.3, the clique of maximum size is 3 and we naturally observe that
the chromatic number is 3. If we consider colors as assignment to a time slot in a conflict
graph, this lower bound indicates how many time slots are needed to avoid that a

Université Catholique de Louvain 10



CHAPTER 2. THEORETICAL BACKGROUND 2.4. Optimization models

student has two examinations at the same time. We will see with more details how to
apply this approach in a more rigorous way to our problem.

The interest in course timetabling actually began at the end of the 1960’s when
Welsh and Powell found an analogy between the graph coloring problem and general
timetabling problems [WP67][Woo69]. Several algorithms were developed to solve the
minimum graph coloring problem and then applied on courses scheduling cases. These
algorithms are easily adaptable to a large range of scheduling problems but do not
offer interesting propositions when it come to model soft constraints. Nowadays, graph
based algorithms have been supplanted by optimization techniques but they are still
widely used for visualization and ancillary analysis.

2.4 Optimization models

Optimization theory is quite vast and abundant. Since we are only interested here
to model timetabling problems and solve them, definitions will be limited to basic
categories of models. For each of these categories, a series of specific algorithms have
been designed and will be introduced in the next chapters.

DEFINITION 12. An Optimization problem is the problem of finding the minimum of
a function f : X → R over a set X :

min
x

f(x)

subject to x ∈ X

X is the Feasible set of the problem and f the Objective function. Any x ∈ X is a
Feasible solution. Any x∗ ∈ X such that f(x∗) ≤ f(x) for any x ∈ X is an Optimal
solution.

DEFINITION 13. The problem zR = min{fR(x)|x ∈ XR} is a Relaxation of z = min{f(x)|x ∈
X} if :

1. X ⊆ XR

2. fR(x) ≤ f(x) for all x ∈ X

Optimization models can be defined more specifically using the two following
definitions :

DEFINITION 14. A Linear program(LP) is an optimization problem that can be written
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under the form :

min
x

cTx

Ax = b

x ≥ 0
x ∈ Rn

with x ∈ Rn, A ∈ Rm×n and b ∈ Rm. In this case, the feasible set is described by a series
of m Constraints

∑n
j=1 aijxj i = 1, ...,m.

DEFINITION 15. An Integer program(IP), under which we distinguish Integer Linear
Program(ILP) and Nonlinear Integer Program (INP), is an optimization problem with
the additional constraint that x ∈ Zn. Conversely, the Linear relaxation of an IP is
obtained by suppressing constraint x ∈ Zn. An optimization problem that is not an
integer program is Continuous.

Since Timetabling problems are defined over discrete sets of courses, lectures and
rooms, they are generally modeled as Integer programs, where the objective function
gives the quality of a schedule and the feasible set accounts for the administrative con-
straints that may not be violated [BJKW97]. They are either represented under a linear
or nonlinear form, depending on the possibility to model constraints and objectives
linearly and the algorithms we want to apply to the problem.

In addition of these modeling definitions, another useful notion is introduced: the
primal constraint graph.

DEFINITION 16. The Primal constraint graph GP := (V,E) of an optimization problem
P is a graph such that:

• each node in V coincide to a variable of P

• there exists an edge between two nodes if the the corresponding variables are
linked by a constraint

2.5 Algorithms

The second step in solving a UCT problem, after modeling it as an ILP or INP, is
to develop a solving algorithm. Due to its computational complexity and the large
variety of possible constraints, no standard algorithm has been proved to be the most
efficient [QBML08]. Nowadays, papers are written each year to present new approaches
designed to solve particular cases of this problem. Various approaches have been pro-
posed in the last 30 years. We present here a non exhaustive list of algorithms that have
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been proven to be successful recently.

Optimization algorithms can usually be classified into 3 categories:

1. Exact algorithms Algorithms converging towards the optimal solution.

2. Iterative methods Algorithms converging in a finite number of iterations towards
a solution close to optimality.

3. Heuristics or Meta-heuristics Algorithms running during a given amount of time
to find a good solution.

Iterative methods are usually used to solve non linear continuous optimization
problems and have no or few applications when it comes to timetabling. The other two
categories have been studied and proven to be successful so we give an overview of the
most popular algorithms belonging to these categories for solving timetabling problems
[QBML08].

2.5.1 Exact algorithms

This approach consists in modeling the problem an ILP and solving it using algo-
rithms that converge towards optimality. It is efficient in the sense that it provides an
optimal solution to the corresponding linear program. However, if the size of the prob-
lem is too large, there is a risk that the algorithm will not converge towards the optimal
solution in a sufficiently short amount of time. The first integer programs modeling
University timetabling problems appeared in the 1970’s and 1980’s. The results were en-
couraging when solving these IP with exact algorithms on small instances[Bre76][Tri84].
Today, a timetabling system is used at the Athens University of Economics and Business,
generating good schedules by solving an IP and adjusting the generated schedule using
heuristics [DM01a].

Nowadays, commercial solvers, such as CPLEX©, GUROBI© and XPRESS©, com-
bine a series of exact algorithm to solve Integer Programs. They have been proven
to be highly successful on various problems so that searchers generally prefer to use
one of these off the shelf solvers rather than implementing a new exact algorithm for
timetabling problems [DM01a] [BA07] [DBH04].

We will present here the exact algorithm used by the three solvers given above
to solve ILP’s, namely the Branch and Bound algorithm. First we need to convince
ourselves that the solution of a linear relaxation problem is always lower than the
original integer program.

PROPOSITION 1. Let z = min{cTx|Ax = b, x ∈ Z} and zLP = min{cTx|Ax = b, x ∈ R}.
Then zLP ≤ z.
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Demonstration. Let X1 := {x|Ax = b, x ∈ Z} and X2 := {x|Ax = b, x ∈ R}. Since
X1 ⊆ X2, we have :

zLP = min
x1∈X1

cTx1 ≤ min
x2∈X2

cTx2 = z

It is then possible to define the algorithm in the following way :

ALGORITHM 1. The Branch and Bound algorithm for an ILP z = min{cTx|x ∈ X},
X := {x ∈ Z+|Ax = b} is defined as follow :

Algorithm 1 Branch & Bound

1: z ← lower bound by solving the linear relaxation LP
2: z ← upper bound by finding a feasible point
3: Update lower and upper bounds on all the current subproblems
4: if z > z then
5: Split the feasible set X in k subsets X1, ..., Xk, such that X = X1 ∪X2... ∪Xk

6: Apply step 1-8 to the k subproblems zk = min{f(x)|x ∈ Xk}
7: else
8: Stop : Optimal solution found

The Branch and Bound algorithm can be visualized as a tree scheme updated each
time we compute a lower and upper bound.

Figure 2.4: Example of Branch and Bound tree

For instance, the Branch and Bound tree depicted on Figure 2.4 is an algorithm
where the initial subproblem 1 with lower bound 13 and upper bound 20 has been
decomposed in a subproblem 2 and a subproblem 3 and so on. Note that the updating
step (Step 3) of the lower and upper bounds is crucial. In this case the lower bound of
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problem 3 becomes 14, and the upper and lower bounds of the initial problem becomes
respectively 17 and 14. This update indicates which nodes of the tree are still to be
explored. In this case, node 2 and 5 must be explored and bounds of the corresponding
root nodes must be updated afterwards. Solving the LP relaxation is often realized
using the simplex algorithm [DOW55], while finding a feasible solution can be achieved
using heuristics. Note that if an initial solution, referred as a MIP start in CPLEX© with
high objective is provided at the start of the algorithm, a considerable gain in time can
be achieved by pruning the non relevant nodes.

Sometimes complete exploration of the Brand and Bound tree might be too long. A
relevant stopping criterion depends on the gap, which is defined as follow :

DEFINITION 17. Let us consider an integer program z = min{cTx|Ax = b, x ∈ Z}, an
upper bound Ui ≥ z and lower bound Li ≤ z obtained via the Branch and Bound
algorithm at iteration i. The Relative Gap gi at iteration i is defined as gi = U−L

U
.

The stopping criterion consists in choosing a tolerance ε and to stop the algorithm at
iteration i if gi ≤ ε.

Solvers such as CPLEX© actually use a variant of the Branch and Bound algorithm
called the Branch and Cut algorithm. They apply on the linear relaxation of the problem
some iterations of the Cutting planes algorithm given below, in order to reduce the size
of the feasible set without omitting the optimal integer solution.

ALGORITHM 2. The Cutting Planes for an IP is defined as follow :

Algorithm 2 Cutting planes

1: Solve LP and get the optimal solution x∗

2: if x∗ 6∈ Z then
3: Add a valid inequality cutting x∗ from the problem
4: Go back to 1
5: else
6: Stop

There are multiple ways to add a valid inequality cut to the relaxed problem. One of
the most popular is the Gomory’s Cut but solvers use many variants today [Mit02].

The branch and cut algorithm varies according to the way LP relaxations are solved,
feasible points are computed and valid inequalities are added, but the main philosophy
is identical and widely implemented in the most popular IP solvers.

2.5.2 Meta-heuristics

These are not directly applicable algorithms but more of a general framework that
should be adapted regarding the problem architecture. They combine algorithms that
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may provide a sufficiently good solution to an optimization problem in a short amount
of time. The researches in this direction increased principally due to work of Edmund
K. Burke in the 1990’s [BEW94][BNW96][BJKW97]. Meta heuristics are strategies that
guide the search process towards a sufficiently good solution of an optimization prob-
lem. They do not provide any guarantee on the optimality of the solution found and
the only way to assess their performances is generally by comparing them with other
methods, regarding chosen performances indicators.

To illustrate this definition, let us present the pseudo-code of the most basic meta-
heuristic, named the Hill-Climber, applied to a minimization problem min{f(x)|x ∈ X}
:

Algorithm 3 Cutting planes

1: function HILLCLIMBER(time : int)
2: x∗ ← feasible solution
3: while time < T do
4: x̃← min{f(x)|x ∈ N(x∗) ⊆ X}
5: if f(x̃) < f(x∗) then
6: x∗ ← x̃
7: else
8: Stop
9: Return x∗

The idea here is to set an initial solution and then, at each iteration, to define a neigh-
borhood N(x∗) ⊆ X of feasible points depending on the current solution and select the
best feasible solution from this neighborhood. In this meta-heuristic for instance, the
neighborhood set can only be defined in the frame of a particular problem and does not
have a general applicable definition.

The main advantage of meta-heuristics is that we do not have to use a traditional
representation z = min{f(x)|x ∈ X} to model our problem and then send it to a solver,
such as CPLEX©. Their goal is to provide efficient solutions fastly, according to prede-
fined criteria. For this reason, meta-heuristics generally provide good feasible solutions
within a small amount of time and can be easily implemented. On the other hand, the
optimization is often stochastic and there is absolutely no guarantee to find a global, or
even local, optimal solution. In the case of the Hill climber for example, if the current x∗

is better than any points x ∈ N(x∗), the algorithm will stop even if x∗ is not optimal.

There is no clear partition for heuristic algorithms. Nevertheless, a distinction
can be made between local search techniques and the others. We will not present all
the complete algorithms but rather a general functioning of the most popular meta
heuristics.
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Local search techniques

Local search techniques are iterative heuristic techniques exploring new solutions
based on a current best solution. Here are the main algorithms studied in the literature.

• Local search or Hill Climber is the basic algorithm that has been described above.
All other local search techniques derive closely from this standard approach.

• Simulated Annealing [Egl90] follows the same process as the Hill Climber, except
that it allows a move that deteriorates the solution, in terms of the objective
function, according to a chosen probability. This probability to pick a bad point
decreases exponentially with the number of iterations and improvements relative
to the objective function. In contrary of the Hill Climber, it avoids being stuck in
a locally good solution. The Simulated Annealing usually performs well and is
often represented in PATAT competitions [RDSB+02] [RC95] .

• Tabu search [Glo90] uses a tabu list to recall some of the last points visited since
a local search may lead to points that have already been reached previously by
the search process. The generic Tabu search is not used anymore but several
algorithms can be improved by adding the use of a Tabu List [HK03].

• Variable neighborhood search [MH97] is a local search technique where the
definitions of the neighborhoods are multiple. A neighborhood is generally chosen
at each iteration according to a probability distribution.

Other meta-heuristics

Here we shortly introduce two other popular families of meta-heuristics,

• Evolutionary algorithms or Genetic Algorithm [Dav93] is an algorithm, as in-
dicated by its name, inspired by the reproduction of species. Among a given
population of solution, two are chosen to reproduce via a crossover function, then
the result is improved using a mutate function. From an initial population, we
hope then to obtain child solutions that is better than their parents. Sometimes
a local search technique is used after the mutate function to further improve the
child solutions. These kind of approaches are referred as Memetic algorithms.
Genetic algorithms applied to timetabling were early presented in the 1990’s and
are still often used today [BEW94] [BNW96] [PB10].

• Ant colony optimization [DBS06] is another biologically inspired technique. At
each iteration, ants build solutions and leave pheromones that are as high as the
solution has a good quality. These pheromones indicate a certain probability to
use the corresponding solution for building new ones. This process continues
until only one solution with completely dominating pheromones remains. This
metaheuristic is rarer for solving scheduling problems but has shown interesting
results in other cases [Dor99] .
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CHAPTER 3

SPECIFICATIONS

The specifications formalize the requirements in terms of data and objectives to
achieve in order to compute a quality schedule. These objectives were determined
based on a survey made among EPL students and an interview with Mrs Uwimana, in
charge of scheduling at EPL. From these administrative specifications, it is possible to
define UCT-EPL in the sense of Table 2.3 as well as Key Performance Indicators(KPI)
measuring the quality of a session. KPI’s are performance measures arbitrarily defined
according to the goals we want to achieve.

3.1 Administrative specifications

3.1.1 Input - Data requirements

Time slots

An examination session is defined on multiple days. Inside theses days, given
moments of the same duration are defined, and referred as time slots. Each time slot is
described by :

• Time slot ID : an ID identifying the time slots.

• Time slot Index : an integer giving the position of the time slot in the session,
relative to the beginning of the session. For instance, let us consider a session
starting on Friday June the 6th and allowing two time slots per day, one in the
morning and the other in the afternoon. The index of Friday morning is 1, the
index of Saturday afternoon is 4 and the one of Monday morning is 7, even if no
examinations are scheduled on Sunday.

• Day Index : an integer giving the the day number relative to the beginning of the
session. Similarly to the time slot index, days without examinations scheduled
have to be considered.
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• Minor Week : an indicator notifying if the time slot belongs to the week when
minor examinations can be scheduled.

Courses

This component gathers together all the courses for which at least one student has
enrolled. A course instance is defined by :

• Course ID : an ID identifying the course among the others.

• Examination format : an indicator specifying if the examination is written or oral.
If the examination is oral, the maximum capacity that a teacher can assume for a
unique time slot must be given, as an oral exam usually takes place on multiple
time slots.

• Fixed slot : an indicator specifying if the examination scheduled time slot is fixed.
If it is the case, the time slots ID should be given.

• Major/minor : an indicator specifying to which major or minor curriculum the
examination belongs.

• Unavailabilities : a list of the time slots ID at which the teacher giving the course
is not available.

Students

It represents the students who registered for the session. A student is defined by :

• Student ID : an ID representing the student.

• Study year : an ID giving the studies and year of the student.

• Enrollments : a list of all the courses ID attended by the student.

• Major/minor : a indicator specifying in which minor/major pair the student has
enrolled

3.1.2 Outputs Requirements

The schedule returned by the solver should fulfill the following criteria to be consid-
ered as efficient. The objectives are classified into three different sections and ranked by
decreasing level of priority :

1. Respect of the administrative constraints :

• Major and minor examinations are scheduled at their respective available
time slots

• Fixed examinations are scheduled at their given time slots
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• Oral examinations capacity is not exceeded

• Examination cannot be scheduled on an unavailable time slot

• Two oral duplicates cannot take place at a same time slot

2. Minimum conflicts level for students. A conflict occurs when a student has a pair
of two examinations at a same time slot. The total number of conflicts should be
minimal.

3. Well balanced student schedules. As explained in Section 1.1 we want here to
maximize the social satisfaction without penalizing significantly a few students.
The challenge is then that every student has a minimum comfortable space without
affecting the other students schedule too much. Two functions measuring the
quality of a session in those terms are given later in the Key Performance Indicators
section.

3.2 UCT-EPL: Timetabling formulation

From the administrative specifications given above it is also possible to define UCT-
EPL in the frame of the definitions given in Table 2.3 . This definition is the leading
point of the optimization models and graphs studies that we will compute in the next
chapters.

• Events
The events are the examinations, represented by their ID

• Times
These are the time slots, also represented by their ID

• Resources
Optimizing the room is not part of the main objective. It will be performed in a
post-processing phase so we will not consider it in the first place.

• Constraints
Constraints are defined

1. Hard constraints

(a) Examination Uniqueness
An examination takes place at one and only one time slot

(b) Oral exclusion
Two orals of the same course do not take place at a same time slot

(c) Fixed examinations
A priori fixed examinations take places at their given time slot

(d) Minor examinations
Minor examination take place at a time slot in the minor week
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(e) Major examinations
Major examination take place at a time slot in the major week

(f) Unavailabilities
Examinations are not scheduled at an unavailable time slot

2. Soft constraints

(a) Period Spread The quality of the schedule in terms of examinations spac-
ing, as defined in the next section, should be minimized.

From these elements, computed in practice via the data described in the inputs
requirements, it will possible to generate a schedule. Before presenting the KPI’s mea-
suring the period spread, we introduce here some very useful notations often found in
the rest of the Thesis.

If E is the set of all the examinations and T the set of time slots, a schedule will be
represented in the rest of the Thesis by a |E|-tuple s ∈ T |E| (for instance se = t indicates
that course the course e takes place at time slot t of the session). We can also generalize
the concept of schedule by introducing the notion of partial schedule for a subset of
courses Ẽ ⊆ E. That is a |Ẽ|-tuple s(Ẽ) ∈ T |Ẽ|. Remark that, s ≡ s(E). The set of all
feasible partial schedules, i.e. the ones respecting all the hard constraints for the subset
of courses Ẽ, will be denoted as S(Ẽ).

So in other words, UCT-EPL consists to find a schedule s∗ ∈ T |E| such that :

s∗ = argmin
s∈S

P (s)

for P a given penalty function measuring the period spread. The KPI’s described in
the following section provide this function and therefore complete the definition of
UCT-EPL.

One can also consider looking for an efficient partial schedule for a subset Ẽ ⊆ E of
the examinations. This case will be further referred as UCT-EPL(Ẽ).

s∗(Ẽ) = arg min
s(Ẽ)∈S(Ẽ)

P
(
s(Ẽ)

)

This problem will be used later on in methods whose purpose is to solve UCT-EPL in
a more efficient way. UCT-EPL(Ẽ) generalizes the UCT-EPL, in fact UCT-EPL(E) and
UCT-EPL are equivalent.

3.3 Key Performance Indicators

From the specifications given in Section 3.2, we extract two series of KPI’s that will
allow us to evaluate the quality of a schedule, namely the period spread. This notion
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is hard to define but crucial if one wants to fully assess what a good schedule is. The
two series correspond to two different, but quite related, ways to consider the period
spread.

Defining KPI’s often link mathematical definitions and arbitrary design choices and
might be subject to discussion and criticisms. However the goal here is to propose new
ways to define the period spread considered as relevant to our problem, while some
other definitions exist in the literature and might be more appropriate in other cases.

3.3.1 First approach : Gaps distribution

We first need to introduce a simple notion to measure the distance in time between
two examinations: the Gapgt,gd

.

DEFINITION 18. In examinations schedule, a Gapgt,gd is a case where one student has
to take two examinations separated by gt time slots indexes and gd days indexes.

For instance, if we consider 2 time slots per day, a situation where a student has
enrolled to two examinations, one taking place on a Wednesday afternoon and the other
on the following Friday morning, is referred as a Gap4,2 (gt denotes the distance in time
slots and gd the distance in days). Note that a Gap0,0 is actually a conflict as it denotes a
situation where two examinations are scheduled at a same time slot. For brevity, we
will use the Gap0,0 notation to stand for a conflict in the rest of this Thesis. Also note
that a Gapgt,gd

is not defined for every pairs (gt, gd). A Gap0,3 does not make sense in a
session with 2 time slots per day for example.

The survey realized among EPL students revealed that the ideal minimum time
between two examinations is 3 days. Therefore we consider an approach where the
number of Gapgt,gd

for all possible (gt, gd) ∈ SUGAP ⊆ {0, ..., 6} × {0, ..., 3}, with SUGAP

the subset of well defined unwanted gaps, are the KPI’s as there are 2 time slots per day
in a session. These numbers are denoted for a schedule s as nGapgt,gd

(s). Considering
this framework, the goal of an algorithm is then to minimize these gaps.

Since we are dealing with multiple KPI’s, we have to decide how to compare different
schedules between them. Indeed, if one schedule is not Pareto dominating, i.e. does
not have smaller gaps than all the other schedules considered, the choice of the best
schedule depends on which KPI’s are dominating the others. There are two ways to
deal with this consideration :

1. Lexicographic optimization We put an order of importance on each KPI. When
comparing two solutions, the one with the best KPI that strictly dominates the
same KPI of the other solution is winning.
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2. Weighted objective In a case with n KPI’s denoted as KPIi, a weight wi is at-
tributed to each KPIi and we compute an objective function f = ∑n

i=1 wiKPIi. This
function can then be used to compare solutions.

We have chosen the second approach. Even if the Gapgt,gd
for small lexicographical

pairs (gt, gd) are more penalizing than the ones for large lexicographical pairs of (gt, gd),
we cannot say that one Gap1,0 is always worse than one hundred Gap2,1 for instance.
Therefore we have chosen to attribute weights to each gap and to consider the weighted
sum as a penalty function measuring the quality of a schedule according to these KPI’s.
:

PGD(s) =
∑

(gt,gd)∈SUGAP

nGapgt,gd
(s) pengt,gd

with pengt,gd
as chosen penalty.

The weights were determined such that a schedule is exponentially penalized by
its number of Gapgt,gd

, i.e. if (gt, gd) are decreasing lexicographically then the penalty
grows exponentially. Therefore we arbitrarily defined pengt,gd

as :

pengt,gd
= 2(6−gt)(3−gd)

Figure 3.1 below shows that the penalty function with these arbitrary weights determine
the good schedules, i.e the ones with nGapgt,gd

(s) decreasing exponentially when (gt, gd)
decreases lexicographically.
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Figure 3.1: Examples of sessions gap distributions

Now that we have an adequate penalty function, we can complete the definition
of UCT-EPL(Ẽ). This problem, defined in the sense of the penalty function PGD, is
denoted as UCT-EPL-GD(Ẽ):

s∗ = arg min
s(Ẽ)∈S(Ẽ)

PGD(s)(Ẽ)
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By looking to the optimal schedule of UCT-EPL-GD(E), one could expect to find a
schedule where the distances between conflicting examinations are large. However, it
is possible that the unwanted gaps focus on a particular subset of the students. It is
therefore possible to obtain a schedule where the KPI’s on the global session are good
despite the fact that a small group of students will end up with 4 examinations in 5 days
for instance. So if a schedule have largeGapgt,gd

for small lexicographical pairs of (gt, gd),
we can declare that a session is not efficient. On the other hand, small KPI’s may not
absolutely guarantee that a session is good. This does not match our initial philosophy,
which was to generate schedules with the best spacings between examinations without
penalizing a particular subset of the students. For this reason, we decided to build
another KPI measuring the percentage of "bad schedules", as it will be defined in the
next section.

3.3.2 Second approach : Bad schedules rate

As explained before, even if the gaps numbers are low for small lexicographical pair
(gt, gd), some students might end up with a large number of examinations in a short
amount of time, which can be considered as a bad individual schedule.

Another approach to tackle the question of the period spread is then to define a
series of rules that define a bad individual period spread when violated and to check the
percentage of students actually ending up with this bad schedule configuration. A bad
period spread is here defined by a series of rules established in the following way : for
any given time slots window we reported the minimum number of examinations that
will make a schedule not satisfactory. These limits are depicted on Table 3.1. For instance,
if a student has 3 or more examinations in 3 days, his schedule can be considered as
bad. We consider here students with a maximum of 8 examinations (as 9 examinations
or more are extremely rare cases).

Days window 1 2-4 5-6 7-8 9-11 12-13 more than 14

# examinations 2 3 4 5 6 7 8

Table 3.1: Critical number of examinations per days window

We can then define the Bad Schedule Rate as another KPI, which indicates if a
schedule s is bad :

BSR(s) =
∑K

i=1 Ii −Kf

K −Kf

withK being the number of students,Kf the number of students with fixed bad schedule
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and

Ii :

 1 if student i as a bad schedule
0 else

By looking for the schedule that minimizes this KPI, one could expect to obtain a
perfect schedule in the sense of the rules defined above if the value of BSR is zero. On
the other hand, if at least one student has an unacceptable session, it is hard to quantify
how bad is the schedule. For example a situation where a student has 2 examinations in
one day is not the same as having 4 examinations planed at the same time slot, even
if two are considered as a bad configuration. Therefore there is also a need to build a
penalty function matching with this unique KPI and reporting if an individual session
is completely calamitous.

We first define two matrices representing the number of examinations at each time
slot and for each student for a given schedule s.

Nit(s) = Number of examinations taking place time slot t for which student i has enrolled

N f
it(s) = Number of fixed examinations taking place time slot t for which student i has enrolled

Using these two parameters, we decided to define the quality of a session using four
matrices :

Ait(s) =
6∏

k=0
(α6−k)Nit+k(s) Af

it(s) =
6∏

k=0
(α6−k)Nf

it+k
(s)

ALin
it (s) =

6∑
k=0

(α6−k)Nit+k(s) Af,Lin
it (s) =

6∑
k=0

(α6−k)Nf
it+k

(s)

The first matrices represent the workload of a student i at a given time slot t. Exponen-
tial weights are attributed at each time slot depending on how close this time slot is
from an examination, using a 6 time slots horizon as more than 3 days between two
examination is considered as satisfactory.

It is then possible to define a penalty function as

PBSR(s) =
∑
i∈S

∑
t∈T

[(Ait(s)− ALin
it (s))− (Af

it(s)− A
f,Lin
it (s))]

One can easily observe that even if only one student cumulates several examinations in
a small time frame, the function will exponentially explodes. So by using this function
as objective, one can expect to avoid that the inevitable bad schedules will be disastrous.
On the other hand, it will also enlarge the spacing between examinations, similarly to
the PGD function.

Similarly than in the first approach, we can define a second variant of UCT-EPL.
UCT-EPL(Ẽ) defined in the sense of the penalty function PBSR is expressed as UCT-
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EPL-BSR(Ẽ) :
s∗(Ẽ) = arg min

s(Ẽ)∈S(Ẽ)
BSR(s)

To convince ourselves that this function matches the BSR behavior, we conducted a
small experiment with α = 1.4 depicted on Example 3.3.2.

EXAMPLE 2. We generated 50 schedules randomly with varying quality (from the
24 data sets described in Section 6.1). We decided to rank them according to BSR
and PBSR and to check the absolute and maximum distances between rankings. For
the two rankings rBSR and rP BSR , the absolute distance and the maximum distances
are respectively defined as :

d1 =
50∑

i=1
|rBSR

i − rP BSR

i |

d∞ = max
i
|rBSR

i − rP BSR

i |

We observed that d1 = 12, d∞ = 3. It shows that this penalty function matches
well the BSR and can be used to approximate this KPI.

So in addition to nicely approximate the BSR , this function appears as a good
quantifier for our initial goal, which is to provide a good session for all students in terms
of distance between examinations, without ending up with a few students extremely
penalized for the social welfare.

3.4 Summary

The present chapter formalized UCT-EPL and its specifications. It shows two differ-
ent ways to work on the question of the period spread. The first approach consider the
gaps distribution as the measure of quality and the second one the rate of bad students.
From these approaches we can extract corresponding KPI, the gaps numbers nGapgt,gd

(s)
in the first case and the BSR in the other, as well as two penalty functions quantitatively
measuring the quality of a schedule. The KPI’s serve as an easy-to-visualize assessment
of the quality of a session while the corresponding penalty functions serve as metrics
measuring this quality. For this reason, we use the penalty functions for parameters tun-
ning and performance assessments, while the KPI’s will emphasize well the efficiency
compared to a real schedule made by hand.

As shown in Section 3.3.2, the second approach is the one which better responds
to our philosophy and we therefore consider PBSR as the official metric for the period
spread and UCT-EPL-BSR as the problem we want to solve. However, the first approach
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is still relevant because, as it will be shown in the next chapter, an efficient linear
formulation can easily be found.
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CHAPTER 4

MATHEMATICAL ANALYSIS OF

UCT-EPL

An essential step when working on a combinatorial problem such as UCT-EPL is
to study its fundamental mathematical properties. It gives a better overview, allows
to speed up its resolution and gives bounds on what we can hope to achieve in terms
of the KPI’s defined. The first part of this chapter is dedicated to the modeling of
UCT-EPL. We will describe all the parameters related to it and formalize the notion of
partial schedule and its characteristics. We will also define how to divide a complete
schedule into partial schedules and how to recover this complete schedule from its
decomposition. We will finally give the two different optimization models considered
for solving the two variants of UCT-EPL. In the second part, we will show how these
models, their associated primal constraint graph and conflict graph are useful tools to
perform the following improvements :

1. Derive decomposition methods allowing to apply the resolution on partial sched-
ules rather than the complete one.

2. Elaborate symmetry breaking constraint to solve the problem in a more efficient
way.

3. Compute invariants of the gap distribution and illustrate the performance limits.

4. Introduce interesting properties of a particular instance of UCT-EPL.

4.1 Parameters description

This section gives the parameters attached to UCT-EPL and their notation for the
rest of the Thesis. These parameters belong to 4 categories. First we specify the data set
input parameters, mathematically representing all the requirements specified in Section
3.1. After that we present the design parameters arbitrarily adjustable. Thirdly, we
give the notations of some useful parameters meant to model our problem in a more
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convenient way. Finally we show how to compute parameters relative to a subset Ẽ
from the original set of courses E.

1. Data set input parameters

• Examinations set E := {1, · · · , nE}

• Major examinations set EMaj ⊆ E

• Minor examinations set EMin ⊆ E

• Fixed examinations set EF ix ⊆ E

• Time slots set T := {1, · · · , nT}

• Minor week time slots set TMin ⊆ T

• Students set V := {1, · · · , nV }

• A time slots index vector I ∈ N|T | :

It = index of time slot t ∀t ∈ T

• A time slots day vector D ∈ N|T | :

Dt = day of time slot t ∀i ∈ T

• An enrollment matrix En ∈ {0, 1}|V |×|E| defined as :

Env,e =

 1 if student v enrolled for examination e
0 else

∀(e, t) ∈ V × E

• Unavailability matrix U ∈ {0, 1}|E|×|T | defined as :

Ue,t =

 1 if examination e may not be scheduled at time slot t
0 else

∀(e, t) ∈ E×T

• Fixation matrix F ∈ {0, 1}|E|×|T | defined as :

Fe,t =

 1 if examination e is fixed at time slot t
0 else

∀(e, t) ∈ E × T

• Exclusion matrix Excl ∈ {0, 1}|E|×|E| defined as :

Excle1,e2 =

 1 if examination e1 and e2 may not be scheduled at the same time slot
0 else

∀(e1, e2) ∈ E × E

2. Design parameters.
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• maxgt is the maximum separation of time slot indexes for conflict pairs of
examinations that we want to avoid as introduced in Section 3.3.1.

• maxgd
is the maximum separation of day indexes for conflict pairs of exami-

nations that we want to avoid as introduced in Section 3.3.1 .

3. Useful parameters.

• Conflict matrix C ∈ N|E|×|E| defined as :

Ce1,e2 = number of students taking examinations e1 and e2 ∀(e1, e2) ∈ E×E

• An allowed placement matrix AP ∈ {0, 1}|E|×|T | defined as:

APet =



0 if at least one of the following conditions is met:
• Uet = 1
• e ∈ Emaj ∧ t ∈ Tmin

• e ∈ Emin ∧ t ∈ T \ Tmin

• e ∈ Efix ∧ Fet = 0
1 else

∀(e, t) ∈ E×T

• Conflict examination pairs set SC := {(e1, e2) ∈ E×E| e1 < e2∧Ce1,e2 > 0} ⊆
E × E

• Unwanted Gaps set: SUGAP := {(gt, gd) ∈ {0, · · · ,maxgt} × {0, · · · ,maxgd
}|

∃(t1, t2) ∈ T × T st. |It1 − It2 | = gt ∧ |Dt1 −Dt2 | = gd}

• Unwanted Gaps lexicographical interval subset: Sa−b
UGAP := {(gt, gd) ∈ SUGAP | a, b ∈

SUGAP ∧ a ≤lex (gt, gd) ≤lex b}with a ≤lex b. For brevity, Sc
UGAP is equivalent

to S(0,0)−c
UGAP .

• Conflict pairs generating unwanted gaps set SUC := {(e1, e2, t1, t2) ∈ SC ×
T × T | (|It1 − It2|, |Dt1 −Dt2 |) ∈ SUGAP}

• Excluded pairs of courses set: SEX := {(e1, e2) ∈ E × E| e1 < e2 ∧ Excle1,e2 =
1}

4. Parameters for subset of examinations Ẽ :

• Major examinations set EMaj(Ẽ) = EMaj ∩ Ẽ ⊆ E

• Minor examinations set EMin(Ẽ) = EMin ∩ Ẽ ⊆ E

• Fixed examinations set EF ix(Ẽ) = EF ix ∩ Ẽ ⊆ E

• Conflict examination pairs set SC(Ẽ) := {(e1, e2) ∈ Ẽ×Ẽ| e1 < e2∧Ce1,e2 > 0}

• Conflict pairs generating unwanted gaps set SUC(Ẽ) := {(e1, e2, t1, t2) ∈
SC(Ẽ)× T × T | (|It1 − It2|, |Dt1 −Dt2|) ∈ SUGAP}

• Excluded pairs of courses set: SEX(Ẽ) := {(e1, e2) ∈ Ẽ × Ẽ| e1 < e2 ∧
Excle1,e2 = 1}
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4.2 Schedule formalization

After specifying the notations of the parameters, we can formalize the notion of
partial schedule for the subset of courses Ẽ ⊆ E and how to mathematically define the
parameters used in the penalty functions. We remind here that the concept of partial
schedule generalizes the one of schedule for the set of all examinations E. All the theory
that is presented for a partial schedule also applies to a complete one. A partial schedule
of UCT-EPL(Ẽ) is defined as a tuple s(Ẽ) ∈ T |Ẽ| :

se(Ẽ) = time slot t ∈ T at which examination e is scheduled ∀e ∈ Ẽ

A feasible partial schedule s(Ẽ) is a schedule where the courses in Ẽ verifies the
hard constraint given in Section 3.2. This is a schedule s(Ẽ) s.t:

• Oral exclusion:
∀(e1, e2) ∈ SEX(Ẽ) : se1(Ẽ) 6= se2(Ẽ)

• Fixed examinations:

∀e ∈ Efix(Ẽ) ∀t ∈ T s.t Fe,t = 1 : se(Ẽ) = Fe,t

• Minor examinations:
∀e ∈ Emin(Ẽ) : se(Ẽ) ∈ Tmin

• Major examinations:

∀e ∈ Emaj(Ẽ) : se(Ẽ) ∈ T \ Tmin

• Unavailabilities:

If Ue,t = 1 for (e, t) ∈ Ẽ × T then: se(Ẽ) 6= t

S(Ẽ) is the set of feasible partial schedules for the subset Ẽ of examinations.

We now define two operations on partial schedules further used by the decomposi-
tion methods. We can merge two partial schedules for distinct set of courses Ẽ1, Ẽ2 ⊂ E

such that Ẽ1 ∩ Ẽ2 = ∅. Let s(Ẽ1), s(Ẽ2) be respectively the partial schedules for Ẽ1 and
Ẽ2 and Ẽm = Ẽ1 ∪ Ẽ2. If we merge these partial schedules we obtain another schedule
s(Ẽm) for Em with:

se(Em) =

 se(Ẽ1) if e ∈ E1

se(Ẽ2) if e ∈ E2
∀e ∈ Ẽm

We can also extract a partial schedule s(Eex) from another partial schedule s(Einit) with

Université Catholique de Louvain 32



CHAPTER 4. MATHEMATICAL ANALYSIS OF UCT-EPL 4.3. Models of UCT-EPL(Ẽ)

Eex ⊂ Einit.
se(Eex) = se(Einit) ∀e ∈ Eex

We now formalize characteristics earlier introduced in Section 3.3 used in the penalty
functions to measure the quality of a partial schedule.

• nGapgt,gd

(
s(Ẽ)

)
, the number of Gapgt,gd

of a partial schedule s(Ẽ):

nGapgt,gd

(
s(Ẽ)

)
=

∑
(e1,e2)∈Q(s(Ẽ),gt,gd)

Ce1,e2

where Q
(
s(Ẽ), gt, gd

)
= {(e1, e2) ∈ SC(Ẽ) ∧ |Ise1 (Ẽ) − Ise2 (Ẽ)| = gt ∧ |Dse1 (Ẽ) −

Dse2 (Ẽ)| = gd}.

• The number of examinations taking place at time slot t for which student v has
enrolled: Nv,t

(
s(Ẽ)

)
.

Nv,t

(
s(Ẽ)

)
= |{e ∈ Ẽ|Env,e = 1 ∧ se(Ẽ) = t}|

• The number of fixed examinations taking place at time slot t for which student v
has enrolled: N f

v,t

(
s(Ẽ)

)
.

N f
v,t

(
s(Ẽ)

)
= |{e ∈ Efix(Ẽ)|Env,e = 1 ∧ se(Ẽ) = t}|

4.3 Models of UCT-EPL(Ẽ)
In this section we will present two different optimization models whose purpose is

to generate an efficient partial schedule s(Ẽ) of UCT-EPL(Ẽ). We recall that UCT-EPL-
BSR(Ẽ) has been chosen to be the main problem to solve. However we also present a
model for UCT-EPL-GD(Ẽ) because a solver combining the two approaches is the most
efficient, as we will show in the test chapter.

We will first present an ILP modeling UCT-EPL-GD(Ẽ), built because there exist
efficient solvers for ILP models. In counterpart we loose a degree of freedom in the mod-
eling of constraints and objective function to respect linearity. After that we introduce a
second INP modeling UCT-EPL-BSR(Ẽ), that has the advantage to allow freedom in
the modeling but whose resolution is much more complicated.

4.3.1 Linear integer program model: MILP−GD(Ẽ, s(Ebasis))
The first model we give is a linear binary program using PGD as an objective function.

This choice is considered because it would be very fastidious to build a linear integer
program meant to find a partial schedule that minimizes PBSR. In fact, it would imply
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using a huge number of binary dummy variables to make the penalty function PBSR

linear. We sketch here the number of variables needed in the worst case to show that
such a model would be intractable:

• # Binary variables to model the schedule: |Ẽ| × |T |

• # Binary variables to count the number of examinations for each student at each
time slot: |V | × |T | × nmax

exam−stud where nmax
exam−stud is the number of examinations of

the student that has the most enrollments for this session.

• # Binary variable for each time slot and each student to notice in which config-
uration are the examinations in the 6 time slots after the considered time slot:
|V | × |T | × (nmax

exam−stud)6

For a classical UCT-EPL instance, with 2000 students, 30 time slot and nmax
exam−stud = 8 we

would have 1, 57× 1010 binary variables.

Instead, we will focus here to solve UCT-EPL-GD(Ẽ) because the penalty function
PGD can be modeled with a linear function depending on a much more reasonable
number of binary variables. The number of variables we need can be sketched again :

• # Binary variables to model the schedule: |Ẽ| × |T |

• # Binary variables to notice if two conflict courses are scheduled generating an
unwanted gap: |SC(Ẽ)| × |SUGAP | ≤ |Ẽ|2

2 × (maxgt + 1)× (maxgd
+ 1).

For large instances of UCT-EPL, with 300 examinations, 30 time slots, 2000 pairs of
courses in conflict and 15 unwanted gaps, we would have a total number of 39000
binary variables which is much more tractable. One could argue on the utility of this
model since we explained in the previous chapter that an optimal partial schedule of
UCT-EPL-GD(Ẽ) could lead to unmanageable examination sessions for a minority of
students. Anyway we can consider this approach because finding a good gaps dis-
tribution also intuitively provides a good schedule in the sense of PBSR for smaller
time windows. Therefore we can hope that for a sufficient time duration, the use of
efficient off the shelf solvers applied to this model can lead to schedules that outperform
nonlinear models minimizing PBSR. It is actually often the case for classical instances
of UCT-EPL as we will see empirically later in Section 6.2 of the tests chapter.

The first step for modeling is the choice of how to represent a partial schedule
with integer decision variables. To stay in line with our previous definition , we could
model a partial schedule with |Ẽ| integer variables, each with a domain of size |T |.
However, for the ease of modeling linear constraints and objective functions in an ILP,
it is always easier to model decision variables with binary integer variables. We have
then: s(Ẽ) ∈ {0, 1}|Ẽ|×|T |:

se,t(Ẽ) =

 1 if exam e is assigned to time slot t
0 else

∀(e, t) ∈ Ẽ × T
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Additionally, since we search only for feasible partial schedules that respect the hard
constraints of UCT-EPL(Ẽ), we rewrite the formalization of a feasible partial schedule
with the introduced binary representation:

• Examination uniqueness:

∑
t∈T

se,t(Ẽ) = 1 ∀e ∈ Ẽ

• Oral exclusion:

∀(e1, e2) ∈ SEX(Ẽ) : se1,t(Ẽ) + se2,t(Ẽ) ≤ 1 ∀t ∈ T

• Fixed examinations:

∀e ∈ Efix(Ẽ) : se,t(Ẽ) = Fe,t ∀t ∈ T

• Minor examinations:

∀e ∈ Emin(Ẽ) : se,t(Ẽ) = 0 ∀t ∈ T \ Tmin

• Major examinations:

∀e ∈ Emaj(Ẽ) : se,t(Ẽ) = 0 ∀t ∈ Tmin

• Unavailabilities:

If Ue,t = 1 for (e, t) ∈ Ẽ × T then: se,t(Ẽ) = 0

All these constraints can be reduced to three constraints from the matrix AP :

•
∑
t∈T
se,t(Ẽ) = 1 ∀e ∈ Ẽ

• If APe,t = 0 for (e, t) ∈ Ẽ × T then: se,t(Ẽ) = 0

• ∀(e1, e2) ∈ SEX(Ẽ) : se1,t(Ẽ) + se2,t(Ẽ) ≤ 1 ∀t ∈ T

A subtlety we add to our model is the fact that we can build our partial schedule s(Ẽ)
on the basis of another partial schedule s(Ebasis) s.t Ebasis ⊆ Ẽ given as input. Suppose
that the partial schedule s(Ebasis) is given in a binary representation. In order to model
this we add the constraints:

se,t(Ẽ) = se,t(Ebasis) ∀(e, t) ∈ Ebasis × T

This feature will be the basis of algorithms solving UCT-EPL in a more efficient way.
If we do not use this feature, i.e Ebasis = ∅, we will shorten the model notation from
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MILP−GD(Ẽ, ∅) to MILP−GD(Ẽ). The next step is to build the objective function that
will compute PGD for s(Ẽ). For this we first need to be able to count the number of
Gapgt,gd

in the partial schedule nGapgt,gd

(
s(Ẽ)

)
we have for (gt, gd) ∈ SUGAP . To do this

we introduce the dummy variables c and a constraint to set it.

• c ∈ {0, 1}|SC(Ẽ)|×|SUGAP |:

ce1,e2,gt,gd
=


1 if the courses e1 and e2 that are in conflict take places at time slots

that are separated by gt time slot index(es) and gd day index(es)
0 else

∀(e1, e2, gt, gd) ∈ SC(Ẽ)× SUGAP

• Set the variable c:
∀(e1, e2, t1, t2) ∈ SUC(Ẽ)

se1,t1(Ẽ) + se2,t2(Ẽ) ≤ 1 + ce1,e2,|It1−It2 |,|Dt1−Dt2 |

s∗(Ẽ) = arg min
s,c

∑
(gt,gd)∈SUGAP

pengt,gd

∑
(e1,e2)∈SC(Ẽ)

ce1,e2,gt,gd
Ce1,e2

subject to
∑
t∈T

se,t(Ẽ) = 1 ∀e ∈ Ẽ,

∀ (e, t) ∈ Ẽ × T st APe,t = 0 : se,t(Ẽ) = 0,
∀(e1, e2) ∈ SEX(Ẽ) : se1,t(Ẽ) + se2,t(Ẽ) ≤ 1 ∀t ∈ T,
se,t(Ẽ) = se,t(Ebasis) ∀(e, t) ∈ Ebasis × T
∀(e1, e2, t1, t2) ∈ SUC(Ẽ) :
se1,t1(Ẽ) + se2,t2(Ẽ) ≤ 1 + ce1,e2,|It1−It2 ||Dt1−Dt2 |,

c ∈ {0, 1}|SC(Ẽ)|×|SUGAP |,

s(Ẽ) ∈ {0, 1}|Ẽ|×|T |.

Table 4.1: UCT-EPL(Ẽ) ILP model: MILP−GD(Ẽ, s(Ebasis))

The number of Gapgt,gd
: nGapgt,gd

for (gt, gd) ∈ SUGAP is then:

nGapgt,gd
=

∑
(e1,e2)∈SC(Ẽ)

ce1,e2,gt,gd
Ce1,e2

and now we can express our penalty function PGD as a linear objective function and
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minimize it in our model to find the optimal partial schedule s∗(Ẽ):

s∗(Ẽ) = arg min
s,c

∑
(gt,gd)∈SUGAP

nGapgt,gd
pengt,gd

where pen was introduced in Section 3.3.1. The whole model is summarized in Table
4.1.

4.3.2 Integer Nonlinear Program: MINP−BSR(Ẽ, s(Ebasis))

In parallel to the linear binary program, we build a INP modeling UCT-EPL-BSR(Ẽ).
Nonlinear programs allow more freedom in terms of modeling. For instance in this
case, we can use PBSR, which we established to be our main quantifier, as a nonlinear
objective. On the other hand, these models sometimes cannot be solved by off the shelf
solvers such as CPLEX© and require the use of heuristic methods.

Due to this freedom in modeling, the definition of s(Ẽ) and the constraints are
identical to their formulations in Section 4.2. The objective function to minimize is PBSR

defined in Section 3.3.2. The goal then is to find the optimal partial schedule s∗(Ẽ):

s∗(Ẽ) = arg min
s(Ẽ)∈S((Ẽ))

PBSR(s(Ẽ))

The complete model is given in Table 4.2.

min
s

∑
v∈V

∑
t∈T

[(Av,t(s(Ẽ))− ALin
v,t (s(Ẽ)))− (Af

v,t(s(Ẽ))− Af,Lin
v,t (s(Ẽ)))]

subject to ∀(e1, e2) ∈ SEX(Ẽ) : se1(Ẽ) 6= se2(Ẽ),
∀e ∈ Efix(Ẽ) ∀t ∈ T s.t Fe,t = 1 : se(Ẽ) = Fe,t,

∀e ∈ Emin(Ẽ) : se(Ẽ) ∈ Tmin,

∀e ∈ Emaj(Ẽ) : se(Ẽ) /∈ Tmin,

∀(e, t) ∈ Ẽ × T : se(Ẽ) 6= t if Ue,t = 1

s(Ẽ) ∈ T |Ẽ|.

Table 4.2: UCT-EPL(Ẽ) INP model: MINP−BSR(Ẽ, s(Ebasis))
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4.4 Problem decomposition

In order to obtain an optimal schedule of UCT-EPL-BSR we could solveMINP−BSR(E).
Since it is a INP, there is not much hope to find a suitable algorithm returning the opti-
mal schedule in a reasonable time. We could then resign ourselves to solve MILP−GD(E)
using a traditional solver. Still, additionally to the fact that an optimal schedule for this
model is not necessarily optimal for EPL-UCT-BSR, there is a risk that CPLEX© would
not find an optimal schedule within a satisfactory time.

We could workaround these running time uncertainties by decomposing the prob-
lem. This implies the creation of several auxiliary optimization subproblems of reduced
size from which it would be possible to generate the complete schedule. The auxiliary
subproblems would be much more easier to solve than the initial problem and we could
expect a gain in the running time.

We call decomposition methods schemes that are used to break down UCT-EPL into a
series of optimization subproblems. We present two decomposition methods an we ex-
plain how to use them on UCT-EPL-BSR (resp. UCT-EPL-GD). The first decomposition
method is general in the sense that it can be applied to any optimization model. On the
other hand the second decomposition method is specific to UCT-EPL, i.e. it is based on
his specific property.

4.4.1 Penalty avoidable courses decomposition method

Let us first introduce three observations that led to the idea of this decomposition
method.

Suppose we have an initial feasible schedule s(Ẽ). If we extract a partial schedule s( ˜Esub)
from this one then the penalty function can only decrease or stay the same, i.e PBSR(s( ˜Esub)) ≤
PBSR(s(Ẽ)) (resp. PGD(s( ˜Esub)) ≤ PGD(s(Ẽ))). Let s∗(Ẽ) be the optimal partial schedule
of UCT-EPL-BSR(Ẽ) (resp. ECT-UPL-GD(Ẽ)). By extracting s( ˜Esub) we obtain a partial
feasible schedule of UCT-EPL-BSR( ˜Esub) (resp. UCT-EPL-GD( ˜Esub)) and we observe thus that
PBSR(s∗(Ẽ)) ≥ PBSR(s( ˜Esub)) ≥ PBSR(s∗( ˜Esub)) with s∗( ˜Esub) being the optimal partial
schedule of UCT-EPL-BSR(Esub).

Suppose we have a partial feasible schedule s(Ẽ). If for this schedule, the courses in
a subset Esub ⊂ Ẽ are scheduled without generating any unwanted gaps, i.e Gapgt,gd

for
(gt, gd) ∈ SUGAP , then these courses have no impact on both penalty functions PGD and PBSR.

Suppose now there is one subset of courses Epa, for which no matter how the other courses
of the session in Eex = E \ Epa are scheduled, there is always a way of scheduling the courses
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in Epa afterwards without generating any unwanted gaps. This subset Epa is qualified as a
penalty avoidable subset of courses. Suppose we have s∗(Eex) being an optimal partial
schedule of UCT-EPL-BSR(Eex) (resp. UCT-EPL-GD(Eex)). Let s(Epa) be a partial schedule
for the courses in Epa built such that s(E), obtained by merging s∗(Eex) and s(Epa), is a feasible
schedule and the courses in Epa do not generated any unwanted gaps in this schedule. We know
that such a schedule exists since Epa is a penalty avoidable subset of courses. We deduce from the
previous observation that PBSR(s(E)) = PBSR(s∗(Eex)) (resp. PGD(s(E)) = PGD(s∗(Eex))
) and from the first observation it follows that s(E) is an optimal schedule of UCT-EPL-BSR(E)
(resp. UCT-EPL-GD(E)).

These observations basically suggest that, having a penalty avoidable subset of
courses Epa, we can first focus on finding an optimal partial schedule s∗(Eex) of UCT-
EPL-BSR(Eex) (resp. UCT-EPL-GD(Eex)) and afterwards schedule the courses in Epa

such that they do not generate any unwanted gaps and lead to a feasible merged sched-
ule.

We sketch now why using this decomposition might be interesting in our case. Solv-
ing the initial UCT-EPL-BSR(E) (resp. UCT-EPL-GD(E)) would require to look at |T |E

schedules using exhaustive search. Suppose now we have a penalty avoidable subset
of courses: Epa and let Eex be E \ Epa. The total number of schedules to look at for the
decomposition method to solve the UCT −EPL−BSR(Eex) and schedule the courses
in Epa afterwards is in the worst case: |T ||E|−|Epa| + |T ||Epa|. Now since 0 < |Epa| < |E|
and we make the assumption that |T | > 2 it follows that |T ||E|−|Epa| + |T |Epa ≤ |T |E as
proven in Appendix A. The minimum worst case complexity that can be achieved by
the decomposition method is accomplished when extracting a subset Epa of cardinality
|E|
2 as also shown in Appendix A. We will later explain how the algorithm that fixes the

courses of Epa afterwards has in practice much less partial schedules to enumerate for
classical UCT-EPL instances. Constructing a subset Epa with the greatest cardinality
leads in practice to the best performances.

Before presenting the steps of this decomposition method more into details we will
first:

• Define the notion of dependence examinations set of a course ex ∈ E: Sex
D , de-

pendence examinations set of subset of coursesEsub ⊂ E: SEsub
D and dependence

graph of a subset of courses Esub ⊂ E: GEsub
D . This will ease the tasks of finding a

penalty avoidable subset of courses and of scheduling the courses of this subset
afterwards without creating any unwanted gap.

• Explain how we can build the penalty avoidable subset of courses.

• Give the conditions that must be met so that a course of a penalty avoidable subset
of courses can be scheduled and show how we find a time slot where it can be
scheduled afterwards.
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DEFINITION 19. The dependence examinations set of a course ex ∈ E is defined as
the subset of course Sex

D = {e ∈ E| e 6= ex ∧ (Ce,ex > 0 ∨ Excle,ex = 1)} ⊂ E. The
organization of the courses in the dependence examinations set of courses of ex and
the particular administrative constraints on this course are the only constraints that
will determine the allowed time slots where the course ex can be scheduled without
generating unwanted gaps.

DEFINITION 20. The dependence examinations set of subset of courses Esub ⊂ E is
the extension of the dependence examinations set of a course concept to a subset of
courses. It is defined as SEsub

D = ⋃
ex∈Esub

Sex
D \ Esub

DEFINITION 21. The dependence graph of a subset of courses Esub ⊂ E: GEsub
D =

(A,B) is a graph where each courses in Esub has a corresponding vertex in A. For
each course e1 ∈ Esub and for each course e2 ∈ Se1

D there is an edge in B between
corresponding vertexes of e1 and e2.

We will now explain how to build a penalty avoidable subset of courses Epa. A
subset of courses Epa is penalty avoidable if for any feasible partial schedule s(Eex),
withEex = E \Epa we can find at least a partial schedule s(Epa) such that in the schedule
s(E) obtained by merging s(Eex) and s(Epa) there is no unwanted gaps. We have seen
theoretically that we have to find a subset Epa with cardinality close to |E|2 to have the
minimum worst case number of schedule to check using the decomposition method. In
the average case we will show that our algorithm that finds a partial feasible schedule
for Epa has a complexity that is much more reasonable than |T |Epa so we can make this
subset much larger if possible. Though we will see later that we could only find Epa

that are quite small relative to E for classical instances of UCT-EPL. Two intuitive but
very important properties of a penalty avoidable subset of courses that will helps us to
build a bigger penalty avoidable subsets are:

• Let Epa1 and Epa2 be two penalty avoidable subsets then Epa1 ∪ Epa2 is penalty
avoidable. But its reverse implication is not true: if E1 ∪ E2 is penalty avoidable
it does not necessarily imply that E1 and E2 are penalty avoidable subsets of
courses.

• Let E1 ∪ E2 be a penalty avoidable subsets. If SE1
D ∩ E2 = ∅ and symmetrically

SE2
D ∩ E1 = ∅ then E1 and E2 are penalty avoidable subsets.

A way to check if subset Esub ⊂ E is a penalty avoidable subset of courses, is to
verify that there is no feasible partial schedule s(SEsub

D ) such that we cannot find a partial
schedule for the courses in Esub. Let

• Sex,t1
UC = {(e, t2) ∈ Sex

D ×T | (e, ex, t2, t1) ∈ SUC ∨ (e, ex, t1, t2) ∈ SUC ∨ (ex, e, t2, t1) ∈
SUC ∨ (ex, e, t1, t2) ∈ SUC}

• Sex
EX = {e ∈ Sex

D | (ex, e) ∈ SEX ∨ (e, ex) ∈ SEX}
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• S
Epa

F S = {fs ∈ T |Epa|| ∀e ∈ Epa : APe,fse 6= 0∧∀(e1, e2) ∈ SC(Epa) : (|Ifse1
−Ifse2

| >
maxgt ∨ |Dfse1

−Dfse2
| > maxgd

) ∧ ∀(e1, e2) ∈ SEX(Epa) : fse1 6= fse2}

• s ∈ {0, 1}|Sex
D ∪{ex}|×|T |:

sex,t =


1 if exam ex can be assigned to time slot t

while respecting hard constraints and
without generating unwanted gaps

0 else

∀(ex, t) ∈ Epa × T

se,t =

 1 if exam e is assigned to time slot t
0 else

∀(e, t) ∈ SEpa

D × T

• x ∈ {0, 1}|S
Epa
F S |:

xfs =


1 if merging fs(Epa) and s(SEpa

D )
lead to a feasible schedule where courses inEpa

do not create unwanted gaps.
0 else

∀fs× SEpa

F S

The linear integer programming of Table 4.3 searches for a feasible partial schedule of
the courses in SEpa

D that minimizes the number of feasible partial schedules s(Epa) while
not generating unwanted gaps. If the optimal value, i.e the number of feasible partial
schedules s(Epa) that do not generate unwanted gaps, is greater than zero then the sub-
set Epa is penalty avoidable else it is not. Note that a solver like CPLEX© gives a lower
cut value and as soon as the lower cut is greater than zero we can stop the resolution
and deduct that this subset is not penalty avoidable. The worst case complexity of this
linear integer programming model solved by enumeration is not good. For example
there can be in the worst case |T |Epa binary variables x, leading to 2|T |Epa assignment
of theses. So we can only apply it to low cardinality Epa. For instance of UCT-EPL, it
works quite well for |Epa| ≤ 3 but it becomes intractable to solve in reasonable time for
bigger cardinality. Now, instead of testing if every subsets formed of k-combinations
of courses for k ∈ {1, · · · , 3} is penalty avoidable and building Epa incrementally by
merging the subsets, we use a smarter trick. For every subsets of courses Esub formed
from a k-combinations of courses we check that GEsub

D is connected. If it is not the case
and suppose Esub is a penalty avoidable subset of courses, the connected components of
this graph verify the condition of the second property of penalty avoidable subsets of
courses. Since the subset of courses in each connected component was already checked
for lower value of k we do not have to check this k-combination again since if the
subsets of the connected component are penalty avoidable they are already in Epa.
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min
x,s

∑
fs∈S

Epa
F S

xfs

subject to
∑
t∈T

se,t = 1 ∀e ∈ SEpa

D ,

∀(e, t) ∈ (SEpa

D ∪ Epa)× T st APe,t = 0 : se,t = 0,
∀(e1, e2, t) ∈ SEpa

D × T : se1,t + se2,t ≤ 1
∀(ex, t1) ∈ Epa × T : 1−

∑
(e,t2)∈S

ex,t1
UC

se,t2 −
∑

e∈Sex
EX

se,t1 − APex,t1 ≤ sex,t1

∀fs ∈ SEpa

F S : 1−
∑

ei∈Epa

(1− sei,fsei
) ≤ xfs

s ∈ {0, 1}|S
Epa
D ∪Epa|×|T |.

x ∈ {0, 1}|S
Epa
F S |.

Table 4.3: Linear integer programming model to identify penalty avoidable subset of
courses

Now we can move on the explanations of how we can schedule the courses in Epa

afterwards, based on a partial feasible schedule s(E \ Epa). In order to find a time slot
where a course e1 ∈ Epa can be scheduled afterwards without generating unwanted
gaps we only need to know a partial schedule s(Se1

D ). Since there can be other courses
e2 ∈ Epa ∩ Se1

D that are not already fixed, we need to fix these both courses together.
We can find the set of courses that need to be scheduled together as the courses whose
vertexes belong to the same connected components of the dependence graph G

Epa

D .
For each subset of courses Ek

pa corresponding to vertexes of the k-th found connected
component in the dependence graph we solve the constraint satisfaction problem of

Table 4.4 to find a partial schedule s(Ek
pa) using partial feasible s(SEk

ap

D ) extracted from
s(E \ Epa). Suppose we have n connected components. The total number of partial
schedule to look at in the worst case in order to find a feasible partial schedule for s(Epa)
went down from |T |Epa to n|T |E

q
pa where q is such that |Eq

pa| ≥ |Ek
pa| for all k = {1, · · · , n}.

In classical instance of the EPL-UCT problem the number of connected components is
quite big w.r.t to |Epa| and |Eq

pa| is small this is the reason why we should make Epa as
big as possible.
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min
s

0

subject to
∑
t∈T

sex,t = 1 ∀ex ∈ Ek
pa

∀ t ∈ T st APex,t = 0 : sex,t = 0, ∀ex ∈ Ek
pa

∀(t1, e, t2) ∈ T × Sex,t1
UC : sex,t1 ≤ 1− se,t2

∀e ∈ Sex
EX : sex,t1 ≤ 1− se,t1(Sex

D )

∀(e, t) ∈ SEk
pa

D × T : se,t = se,t(S
Ek

pa

D )

s ∈ {0, 1}(Ek
pa∪S

Ek
pa

D )×|T |.

Table 4.4: Constraint satisfaction problem to schedule the set of courses in Ek
pa

We have now all the tools to present the steps of the decomposition method. Firstly
we built a maximum cardinality penalty avoid subset of courses Epa with the earlier
described methodology. After transforming the UCT-EPL-BSR(E) (resp. UCT-EPL-
GD(E)) into two auxiliary subproblems that can be solved following those steps :

1. For Eex = Ẽ \ Epa. Find s∗(Eex), i.e the optimal schedule of UCT-EPL-BSR(Eex)
(resp. UCT-EPL-GD(E)) problem, by solvingMINP−BSR(Eex) (resp. MILP−GD(Eex)).

2. Obtain the different connected components of the dependence graph of Epa.
Let nCC be the number of obtained connected components. Solve for each
subset of courses Ek

pa corresponding to nodes of the k-th connected compo-
nent CCk the constraint satisfaction problem of Table 4.4 using partial feasible

schedule s∗(Eex ∩ S
Ek

pa

D ). Let sEk
pa

be the partial feasible schedule found for each
k ∈ {1, · · · , nCC} then by merging those partial schedules and s∗(Eex), we obtain
an optimal schedule to UCT-EPL-BSR(E) (resp. UCT-EPL-GD(E)).

4.4.2 Independent subproblems decomposition

This method is based on breaking down an optimization model in a series of inde-
pendent optimization sub-models. This method can be applied to linear and nonlinear
programs.

Let the following optimization model be as general as possible:

z = min
x

f(x)

subject to g(x) = 0

where
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• m is the number of constraints.

• n is the number of decision variables.

• x ∈ Rn is a vector of decision variables.

• f : Rn → R is a function (nonlinear or linear).

• g : Rn → Rm is a vector function (nonlinear or linear).

Suppose now we can rewrite it as:

z = min
x

q∑
k=1

fk(xik1 , · · · , xiknk
)

subject to g1(xi11 , · · · , xi1n1
) = 0
· · ·

gq(xiq1 , · · · , xiqnq
) = 0

(4.5)

where

• m is the number of constraints.

• n is the number of decision variables.

• x ∈ Rn is a vector of decision variables.

• – S = {1, · · · , n}.

– ∀k ∈ {1, · · · , q} : Sk 6= ∅.

– ∀k ∈ {1, · · · , q} : Sk ⊂ S.

–
q⋃

k=1
Sk = S

– ∀(k1, k2) ∈ {1, · · · , q}2, k1 6= k2 : Sk1 ∩ Sk2 = ∅.

– ∀(k, j) ∈ {1, · · · , q} × {1, · · ·nk} : ikj ∈ Sk.

• fk : Rnk → R is a function (nonlinear or linear)

• gk : Rnk → Rmk is a vector function (nonlinear or linear)

Then we can separate the initial problem in q subproblems and merge their optimal
solution to get the optimal solution of the initial problem. Formally we have:

z =
q∑

i=1
zk

with
zk = min

xik1 ,··· ,xiknk

fk(xik1 , · · · , xiknk
)

subject to gk(xik1 , · · · , xiknk
) = 0
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for k ∈ {1, · · · q}.

It is easy for a linear integer program such as MILP−GD given in Table 4.1 to be
rearranged like the optimization program 4.5. From the primal constraint graph we
extract the connected components. Let us suppose we have q connected components.
Let CCk be the set of vertexes corresponding to the k-th connected component for k ∈
{1, · · · , q}. We build Sk such that it contains the indexes of the variables corresponding
to the vertexes of CCk. Then to build gk we take all constraint where one of the variables
of indexes contained in Sk is present. We build fk from the terms of the objective
function containing a variable with index contained in Sk. This technique is illustrated
in Example 3.

EXAMPLE 3.
z = min

x1,x2,x3,x4
3x1 + 4x2 + x3 + 5x4

subject to x1 < 2x2,

x3 ≥ x4,

x1, x2, x3, x4 ∈ {0, 1}.

For this integer binary program, we have 2 connected components: CC1 = {x1, x2}
and CC2 = {x3, x4} and the initial problem can be transformed to:

z = z1 + z2

with
z1 = min

x1,x2
3x1 + 4x2

subject to x1 < 2x2,

x1, x2 ∈ {0, 1}.

and
z2 = min

x3,x4
x3 + 5x4

subject to x3 ≥ x4,

x3, x4 ∈ {0, 1}.

In Example 4, we sketch how this decomposition method can be important in term
of complexity reduction with a toy problem.
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EXAMPLE 4. Suppose we have a initial optimization model with n binary variables
and that our solving algorithm is simply an exhaustive search. If we consider that
generating a solution, checking if it is feasible and comparing it to the best feasible
solution obtained so far as a unique operation then our exhaustive search is O(2n).

Suppose now can decompose the original optimization subproblem in q = n
c

inde-
pendent optimization subproblems each of them containing c binary variables with
c ∈ N0. Then based on the same assumption as in the previous paragraph, finding
an optimal solution for each independent subproblem is at most O(2c) work. Hence
the total work to obtain a optimal solution of the initial model is O(n2c

c
) which is

linear in n. If an operation takes one nanosecond, one can observe in Table 4.8 the
effect on the complexity of the independent subproblems decomposition methods
for different pairs of values of c and n.

aaaaaaaaaaaa
n

c 1 5 20

20 0.001 sec 16 ·10−9 sec 2 ·10−9 sec

100 4 ·1013 years 0.001 sec 32 ·10−9 sec

500 1.03 ·10134 years 2 ·1014 years 0.67 sec

1000 3.4 ·10284 years 2.5 ·1044 years 0.7140 year

Table 4.5: Impact on the running time of the independent subproblems decomposi-
tion methods for different values of c and n.

4.4.3 Nested decomposition technique

The idea we will present in this subsection is that the two decomposition techniques
explained previously can be used jointly for UCT-EPL-BSR(E) problem or for UCT-EPL-
GD(E). We nest ideas of both methods in order to create subproblems whose resolution
is less complex than the initial problem.

We first apply the algorithm to find a penalty avoidable subset of courses Epa. Find
the subsets of courses Ek

pa for k ∈ {1, · · · , n} corresponding to the vertexes in the k-th
connected components. Then we solve for each of these subsets of courses Ek

pa the

constraint satisfaction problem of Table 4.4 as soon as all the courses in SEk
pa

D are sched-
uled. Note that these constraint satisfaction problem can be solved independently
and concurrently. Then we construct MINP−BSR(Eex) (resp. MILP−GD(Eex)) to solve
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UCT-EPL-BSR(Eex) (resp. UCT-EPL-GD(Eex)). We break this model using the indepen-
dent subproblems decomposition method and we can solve each of the models created
directly, independently and concurrently.

4.5 Invariants of the gaps distribution

In the first approach of the KPI’s, we characterized a good schedule as one that has a
gaps distribution with Gapgt,gd

as high as possible for large lexicographical pairs (gt, gd)
and then exponentially decreasing with (gt, gd) for (gt, gd) ∈ SUGAP . An interesting
question is: "What are the characteristics of the distribution that we cannot affect ?". For
UCT-EPL we will present two characteristics: the quantity of Gapgt,gd

that are forced
by administrative constraints for (gt, gd) ∈ SUGAP and the minimal sum of gaps for a
subset of SUGAP . We detail for each of them the motivations that led to their study and
how to compute them. For the second characteristic we will introduce a second weaker
technique to compute it based on the notion of cliques in a graph having the advantage
to be applicable to any UCT.

4.5.1 Minimal forced number of Gapgt,gd

Motivation Administrative specifications sometimes enforce unavoidable gaps. It
happens because of fixed courses, unavailabilities, oral duplicates that cannot be placed
at the same time slot and minor and major exams that are to be placed at special weeks.
We can learn from this characteristic that no matter how we schedule our examination
session, we will have this quantity of Gapgt,gd

for (gt, gd) ∈ SUGAP .

nmin
Gapgt,gd

= min
x,c

∑
(e1,e2)∈SC

ce1,e2,gt,gd
Ce1,e2

subject to
∑
t∈T

xe,t = 1 ∀e ∈ E,

∀ (e, t) ∈ E × T st APit = 0 : xit = 0,
∀(e1, e2) ∈ SEX : xe1,t + xe2,t ≤ 1 ∀t ∈ T,
∀(e1, e2, t1, t2) ∈ SUC : xe1,t1 + xe2,t2 ≤ 1 + ce1,e2,|It1−It2 ||Dt1−Dt2 |,

c ∈ {0, 1}|SC |×|SUGAP |,

x ∈ {0, 1}|E|×|T |.

Table 4.6: ILP model to compute the minimal forced quantity of Gapgt,gd
.
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Computation The model we solve to compute the quantity of minimal forced Gapgt,gd
:

nmin
Gapgt,gd

for (gt, gd) ∈ SUGAP is in Table 4.6.

4.5.2 Minimal quantity of gaps of a subset of SUGAP

Motivation The previous characteristic was the minimal forced quantity for each gap
individually. An extension of the first characteristic we are interested in is to compute
the forced quantity of gaps for a subset Ssub

UGAP ⊆ SUGAP : nmin
Ssub

UGAP
. This quantity is

computed as
nmin

Ssub
UGAP

= min
s∈S

∑
(gt,gd)∈Ssub

UGAP

nGapgt,gd
(s)

We deduce that any schedule will have at least this quantity of gaps for the subset.
By changing the weight of PGD, we will end up with at least this quantity of unwanted
gaps and we will only be able to shape a specific distribution on this subset.

Computation The model we solve to compute the forced quantity of gap numbers for
the subset Ssub

UGAP : nmin
Ssub

UGAP
is in Table 4.7.

nmin
Ssub

UGAP
= min

x,c

∑
(gt,gd)∈Ssub

UGAP

∑
(e1,e2)∈SC

ce1,e2,gt,gd
Ce1,e2

subject to
∑
t∈T

xe,t = 1 ∀e ∈ E,

∀ (e, t) ∈ E × T st APe,t = 0 : xe,t = 0,
∀(e1, e2) ∈ SEX : xe1,t + xe2,t ≤ 1 ∀t ∈ T,
∀(e1, e2, t1, t2) ∈ SUC : xe1,t1 + xe2,t2 ≤ 1 + ce1,e2,|It1−It2 ||Dt1−Dt2 |,

c ∈ {0, 1}|SC |×|SUGAP |,

x ∈ {0, 1}|E|×|T |.

Table 4.7: ILP model to compute the minimum quantity of gaps for a subset of SUGAP

4.5.3 Clique induced gaps

Motivation Based on cliques of courses found in the conflict graph, we can also
deduce the imposed quantity of gaps for a subset of SUGAP . The method we present
here only provides lower bounds on the minimal quantity of gaps achievable for the
subset while the previous model would exactly give this minimal quantity. The method
we introduce has the advantages that it can be applied to any UCT problem without
relying on a certain administrative system. It is also less heavy computationally if
finding cliques in the conflict graph of the UCT problem is easy. It is actually the case
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for standard instances of UCT-EPL where the maximal clique size is not that big and
the conflict matrix is quite sparse.

Computation To present the way we compute this lower bound on the gaps numbers,
we first introduce the procedure to build the conflict graph of UCT-EPL. We also in-
troduce an auxiliary problem to calculate the maximal clique size inducing no gaps in
S

(gmt,gmd)
UGAP . We denote it as MC(gmt, gmd).

The definition of conflict graph was introduced in the theoretical background chapter.
The procedure to obtain the conflict graph of the UCT-EPL(Ẽ) problem is the following:

Let G = (A,B) denotes the corresponding undirected conflict graph where A is the
set of nodes of the graph an B is the set of vertices. These two sets are build in the
following way from the parameters:

• For each course e ∈ Ẽ let us define a corresponding node e′ ∈ A. Let map : Ẽ → A

be the mapping function that makes the examination-node correspondence.

• For each (e1, e2) ∈ SC(Ẽ) and e
′
1 = map(e1), e′2 = map(e2), let us define a vertex

(e′1, e
′
2) ∈ B. We introduce also the weight function w : B → R as w(e′1, e

′
2) = Ce1,e2 .

We now introduce the MC(gmt, gmd) problem. Suppose we have a set of examina-
tions to schedule with any pair of distinct courses e1 and e2 in conflict, i.e Ci,j > 0. We
relax the hard constraints, meaning that the courses can be placed at any time slot. The
subgraph of the conflict graph G induced by the set of vertices corresponding to these
examinations is a clique. We search now for the maximum cardinality of such a set of
examinations, i.e. a clique size, such that we can assign courses to time slots in a way
that ensures nGapgt,gd

= 0 ∀ (gt, gd) ∈ S(gmt,gmd)
UGAP and such that increasing the size of the

set would create a Gapgt,gd
.

Now that the problem is well defined let see how to actually compute the induced
gaps. Suppose we have a clique Cl of size n. Let (sgt , sgd

) be the smallest lexicographical
pair in SUGAP such that the solution of the MC(gmt, gmd) problem is s∗MC with s∗MC < n.
We know that no matter how we schedule the courses of the clique we will end up with
at least a minimal quantity of

min{Ce1,e2 |(e1, e2) ∈ SC ∧map(e1),map(e2) ∈ Cl}

gaps in the subset S(sgt ,sgd
)

UGAP . This follows from the fact that we could in the best case
only schedule a clique of cardinality s∗MC without generating these gaps. Now suppose
we do not account anymore for the two courses that created the gaps. We can reiterate
the procedure since the subset created by removing these two courses forms a clique
of size n − 2 and it will also generate a forced quantity of gaps when they will be
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scheduled. Since we cannot presume precisely which two courses will generate the
gaps we continue with a size of clique n− 2 but we keep looking for

min{Ce1,e2 |(e1, e2) ∈ SC ∧map(e1),map(e2) ∈ Cl}

to give a quantity of gaps generated by this reduced clique.

Now suppose we want to apply the procedure to all the cliques of G to be able to
deduce a greater quantity of imposed gaps. We cannot apply the procedure to each
clique of G individually since two cliques can share pairs of courses and thus we would
count imposed gaps multiple times.

What we can do to solve the previous problem is to select a set of cliques where each
pair of cliques have at most one node in common. By doing this we assure that no pair of
courses in conflict will generate a quantity of imposed gap that are double counted. To
build the set of cliques we proceed greedily. We search for the maximal clique, compute
the quantity of imposed gaps, and carry on recursively with the next biggest clique
that has at most one node in common with the set of cliques already found until we
reach a minimal limit of clique size lim. Let s∗MC be the solution to MC(maxgt ,maxgd

),
then lim = s∗MC + 1. If there is more than one clique of the same size, then we select the
clique Cli that has the maximal min{Ce1,e2 |(e1, e2) ∈ SC ∧map(e1),map(e2) ∈ Cli}.

4.6 Symmetry breaking

Another method to reduce the size of the feasible solutions set of a combinatorial
problem is to break symmetries. We will not go into details of the symmetry theory.
Instead we will just give the intuition about how we can apply it to one of our earlier
presented model.

MILP−GD given in Table 4.1 contain what we call a variable symmetry. A variable
symmetry is the existence of permutations of the variables, i.e. a bijection of the variables
set on himself, that leads to the same optimal value for any solution of a model. Suppose
there exist two courses e1, e2 ∈ E that satisfy the following conditions:

• APe1,t = APe2,t ∀t ∈ T

• ∀e3 ∈ E, e3 6= e1, e2 : Excle1,e3 = Excle2,e3

• ∀e3 ∈ E, k 6= i, j : Ce1,e3 = Ce2,e3

Let s∗(E) be a solution to MILP−GD(E). It is clear that if we permute the variables of s
corresponding to courses e1 and e2 in the model for each time slot, i.e se1,t ↔ se2,t ∀t ∈ T
we would obtain the same optimum for this modified schedule.
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In order to break this symmetry between the two courses we can add a precedence
constraint between the two courses, i.e:

∀t1, t2 ∈ T with t1 > t2 : se1,t1 + se2,t2 ≤ 1

such that the course e1 is never scheduled after the course e2 in the examination session.

We can easily generalize this scheme to a set of courses where any pair of courses
satisfy the conditions. We could ask us by how much the symmetry breaking scheme
reduce the number of feasible schedules. To sketch it we momentarily omit all the
administrative constraints. Suppose we have a total of n courses where any pair of
courses satisfy the conditions. We would initially be able to form |T |n schedule. After
having introduce the precedence constraints, the number of schedule is equal to the total
number of n-combinations with repetitions, i.e the number of sequence of n elements
from T allowing for duplicates but disregarding different orderings (e.g. (3,5,5) = (5,3,5)
). This number can be computed as (n|T |−1)!

n! (|T |−1)! . The ratio of the number of schedules
before symmetry breaking is given for different values of n and |T |. We can observe
that when n and/or |T | increase(s) the ratio also increases. Table 4.8 shows the ratio
of the numbers for different values of n and |T |. These are given under the form:
# of schedules before decomposition
# of schedules after decomposition = Ratio. All the numbers are rounded with only

one decimal in scientific representation.

aaaaaaaaaaaa
n

|T| 5 10

10 9.7·107

1001 = 9.7 · 103 1·1010

92378 = 1.1 · 105

20 9.5·1013

10626 = 9 · 109 1·1020

1·107 = 1 · 1013

40 9.1·1027

135751 = 6.7 · 1022 1·1040

2.1·109 = 4.9 · 1030

Table 4.8: Numbers of schedules before and after symmetry breaking

4.7 Extra instance properties

In this section we present other properties that characterize an instance of UCT-EPL.

4.7.1 Maximal general gap under non fixed courses

Motivation We define the maximal general gap under non fixed courses maxgen
gap as the

maximal lexicographical gap that can be assured between any conflict pair of non-fixed
examinations. More formally, (m∗gt

,m∗gd
) = maxgen

gap = maxlex(gt, gd) ∈ SUGAP such that
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there exists a feasible schedule s that satisfies :

nmin

S
(m∗gt

,m∗gd
)

UGAP

−
∑

(gt,gd)∈S
(m∗gt

,m∗gd
)

UGAP

nmin
Gapgt,gd

= 0

If we can find a maximal general gap that is lexicographically close or greater than
(maxgt ,maxgd

) we know then that we will be able to build a good session for every
student quite easily. In this case, it is likely that an optimal partial schedule of UCT-EPL-
GD(Ẽ) will be optimal or near optimal to UCT-EPL-BSR(Ẽ). In other words, in this
case it can be smarter to solve MILP−GD(Ẽ) that will find very good partial schedules to
UCT-EPL-BSR(Ẽ).

Computation It can be computed using the model of Table 4.7. We iteratively increase
the subset by the next lexicographical gap beginning from (0, 0) and we subtract the
sum of the minimal forced number of gaps for each Gapgt,gd

of this subset until the
result is not zero. The maximal lexicographical gap that can be assured is then the gap
added in the last step.

4.7.2 Lexicographical optimization on Gapgt,gd

nlex
Gapgt,gd

= min
s,c

∑
(e1,e2)∈SC

ce1,e2,gt,gd
Ce1,e2

subject to
∑
t∈T

se,t = 1 ∀i ∈ E,

∀ (e, t) ∈ E × T st APe,t = 0 : se,t = 0,
∀(e1, e2) ∈ SEX : se1,t + xe2,t ≤ 1 ∀t ∈ T,
∀(e1, e2, t1, t2) ∈ SUC :
se1,t1 + se2,t2 ≤ 1 + ce1,e2,|It1−It2 |,|Dt1−Dt2 |,

∀(m,n) ∈ SUGAP s.t (m,n) <
lex

(gt, gd) :∑
(e1,e2)∈SC

ce1,e2,m,n Ce1,e2 = nlex
Gapm,n

c ∈ {0, 1}|SC |×|SUGAP , s ∈ {0, 1}|E|×|T |.

Table 4.9: Linear integer program to optimize lexicographically the number of Gapgt,gd

for (gt, gd) ∈ SUGAP

Motivation In Section 3.3 , we presented different approaches to compare schedules
based on gap’s KPI. We justified the choice of a weighted objective for the first approach.
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Here instead of weighting the gaps, we will study the impact of a lexicographical
optimization of them on the distribution of the gaps.

Computation The model we solve to obtain the number of Gapgt,gd
: nlex

Gapgt,gd
when we

minimize lexicographically the number of Gapgt,gd
for (gt, gd) ∈ SUGAP is in Table 4.9.

4.8 Summary

Considering that we are able to fully model UCT-EPL in two distinct ways, we
can elaborate algorithms solving those models and combine them to produce a solver.
Moreover the decomposition methods and invariants given in this chapter may be used
to better assess or to improve the performances. Note that when the models computing
the invariants are not solved to optimality, they can still provide interesting lower
bounds.
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CHAPTER 5

SOLVER DESCRIPTION

The general architecture of our solver combines three distinguishable main steps
from data acquisition to the final schedule generation. The first one is the pre-optimization
phase during which the pre-processing of the oral courses is performed. The following
step is the optimization phase, involving successively three algorithms, to finish with a
small post-optimization phase refining the solution.

These 3 phases and their respective algorithms are fully described in the present
chapter. At the end, a section gives the full definition of our solver by explaining how
the different algorithms successively interact with each other.

5.1 Pre-optimization phase

The 2 steps of the pre-processing are described below.

5.1.1 Oral examination duplication and optimal students assignments

Duplication Each oral examination is given with the capacity of students that can
be interrogated during a time slot. As explained in the problem statement, for the
convenience of the teacher, each oral examination is duplicated a minimum number of
times such that all the enrolled students can take it. Mathematically, let cape denote the
capacity of a course e and #stude being the number of students enrolled in this course.
The number of duplicates for exam e is then

⌈
#stude

cape

⌉
.

Assignment of students to duplicates We chose to assign students to a duplicate be-
fore the optimization. If this assignment had to be made within the general optimization
model, the size of the problem would grow significantly and it would became even
more intractable for our methods to solve it. We assign students to oral duplicates by
minimizing the total number of conflicting pairs of courses. A pair of courses is said
in conflict when at least one student follows both courses. By doing so we hope to
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reduce the number of variables for UCT-EPL(Ẽ) models, in comparison of a random
assignment to orals. For example in model of Table 4.1, each removed conflicting pair
of courses will reduce the size of SC and thus the number of variables counting the
conflicts (variables c in the model).

5.2 Optimization phase

In this section, we will explain the optimization algorithms we developed to solve
the models of Section 4.3. The first two try to solve the MILP−GD using CPLEX© with
a maximal given time. One algorithm is designed to solve MILP−GD(E) at once while
the other apply a fix and solve method with several iterations. The last and third is
designed to solve MINP−BSR(E) using meta-heuristics. The optimization phase will
combine these three algorithms in the finest possible proportions in order to generate
the best possible schedule of UCT-EPL-BSR.

5.2.1 First algorithm: CPLEX© on Integer Linear Programming model

The first algorithm is quite simple. It solves MILP−GD(E) presented in Table 4.1
using CPLEX©. It is also possible to feed the algorithm with a good initial solution,
given as MIP start to CPLEX©, that can speed up the resolution considerably. We add
a maximal time stopping criterion since it is possible that CPLEX© could not find the
optimal solution in a reasonable time because of the size of the model. This algorithm
will be further referred as the CPLEX© on Integer Linear Programming model (CILP).

We will in fact show in the test chapter that this algorithm does not even reach a solu-
tion with small relative MIP gap value in a reasonable time, even for little sub-instances
of real UCT-EPL data sets. This is why we came up with a second algorithm built on
the same model but that tries to solve it by tackling subproblems of smaller size in a
intelligent and adaptive way.

5.2.2 Second algorithm: Fix And Solve

Since MILP−GD(Ẽ) is highly combinatorial even for small complicated sub-instances
(see test in Section 6.4) there is almost no hope to solve it to optimality using the first
algorithm. This is due to the fact that the search tree produced by the Branch & Bound
is too dense and there is no chance to visit some parts of the tree.

Suppose we have a schedule s. We could consider keeping part of this schedule
unchanged for a set of courses called the fragment (denoted frag) and we optimized
the rest of the courses that did not belong to this set with MILP−GD(E, s(frag)) of Table
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4.1, where s(frag) is extracted from s, with CPLEX©. This procedure would have the
following implications:

• The size of the model (number of variables) is reduced since the courses of the
fragment are fixed.

• Suppose s∗ is the optimal schedule to MILP−GD(E, s(frag)), then PGD(s∗) ≤
PGD(s).

• If the courses of the fragment are not scheduled as in an optimal solution of
MILP−GD(E) then the optimal value of MILP−GD(E, s(frag)) is not a global mini-
mum of MILP−GD(E).

This means that if we find a size of fragment such that the reduced model can be solved
in a reasonable time then we can build an iterative process that leads to better and better
schedules of UCT-EPL-GD(E). The downside is that the schedule obtained at the end of
the iteration process can be suboptimal.

We will call the iterative algorithm based on the idea of the previous paragraph: Fix
And Solve (FAS) in the scope of this Thesis. This iterative method consists of selecting a
set of variables, called the fragment, that are fixed to their value in the current solution
and optimize again with a reduced size model to built an improved new solution.
We designed the FAS algorithm to solve linear integer programming based on ideas
taken from Large Neighborhood Search algorithm that solve constraint programming
problems [Bes07].

We first introduce the parameters of the FAS algorithm and then explain the reasons
that led to the final design of these ones:

• time is the total time allowed to the algorithm

• initial schedule s0

• fragsize
k is the % of initially non-fixed courses that will be part of the fragment, i.e

that will be fixed at their value in the current solution at a given iteration

• The fragment selection heuristic choosing the courses that will be part of the
fragment

• timeiter is the time limit for an iteration of FAS

Initial schedule The initial schedule s0 is either a user input or an initial schedule
built such that it respects all the administrative constraints.
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Fragment selection heuristic The fragment selection can be random, specific to a
problem, generic or a combination. A good heuristic is one that:

• would keep important variables, which are more likely to improve the objective,
out of the fragment

• would keep related variables, which more likely allows variable to be assigned
differently out of the fragment

• would fix variables when they are equal or near their value in the optimal solution
of the initial optimization problem

Since all these aspects are hard to quantify, a random selection is often preferred. Ran-
dom selection heuristic leads to surprisingly good results in general, has the advantage
to be totally generic and provide an excellent diversification. These are the reasons why
we choose this selection heuristic.

Total time The total time: time allowed to the algorithm is an input. It can be chosen
freely by the user depending on the time he disposes to generate a schedule.

Maximal time of an iteration The maximal time limit: timeiter for an iteration of FAS
is also a user input. It can be chosen depending on the minimal number of iterations
he wants to ensure. The only condition is that timeiter < time. The minimal number of
iterations can be computed as:

⌊
time

timeiter

⌋
.

Fragment size Fragment size and maximal iteration time are strongly linked parame-
ters. A rule of thumb is that an iteration of FAS should never be stopped by the time
limit: timeiter. If the fragment size or the time limit are too small, neighborhoods are too
sparsely explored and consequently FAS might discard promising neighborhoods or
miss improving solutions. We could fix the size of the fragment to a constant value for
each iteration but then we should have to set a big size to be sure that an iteration would
not be stopped by the time limit. We consider here a smarter approach: let the size of
the fragment adapt itself based on the output of CPLEX© at each iteration. If CPLEX© is
stopped by the time limit at an iteration then we increase the fragment size. If, on the
other hand, CPLEX© found the optimal solution then we decrease the fragment size. It
follows that the maximal time of an iteration should not be too large or else we would
not perform enough iterations but not too small either since we would have too large
fragments.

Now we will detail our FAS algorithm using CPLEX©, with pseudo-code given by
Algorithm 4, solvingMILP−GD(E). This algorithm will adjust a number of courses of the
fragment in an adaptive way in order to be able to do any iteration within the maximal
time of timeiter and improving the final schedule in the sense of PGD.
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In order to control the duration of the steps of the algorithm we introduce times-
tamping. A timestamp is a value denoting the time at which certain event occurred.
The practice of recording timestamps in a consistent manner along with actual data is
called timestamping. We actually record when FAS begins and when it has to stop in
order to control if we launch new iterations and in if so to supervise the duration of
each iteration. Time.currentMillis() will help us in this task. This function returns the
difference, measured in milliseconds, between the current time and midnight, January
1, 1970 which is the Coordinated Universal Time (CUT).

Let us now introduce the auxiliary function: iterFAS that actually performs an
iteration of FAS. This function returns a boolean value based on the CPLEX© output
indicating if the fragment size must be increased (false) or decreased (true) and possibly
update the best schedule. iterFAS takes 5 arguments:

• sinput is an object representing the best schedule at current iteration

• frag the fragment of courses, i.e the set of courses whose corresponding variables
in s must be fixed at their current time slot in the schedule sinput

• timeiter is the maximum time allowed to CPLEX© to solve the program

• bestObjective is an object containing PGD(s)

• endT ime is the timestamp at which FAS has to end

iterFAS does the following operations at each iteration, in order:

1. It extracts the partial schedule sinput(frag) from the schedule sinput and builds the
MILP−GD(E, sinput(frag)) model of Table 4.1.

2. It solves the model using CPLEX© with the maximal time stopping criterion of
min

{
timeiter,

⌊
endT ime−T ime.currentMillis()

1000

⌋}
seconds, i.e if the total time left for the

algorithm is less than the maximal time for an iteration then the we run CPLEX©

for the total time left. FAS also gives an initial solution as MIP start to CPLEX©

built from the schedule s which once again aims to speed up the resolution.

3. Upon problem resolution or if the maximal time is up, iterFAS does the following:

(a) If an optimal schedule s∗ is found then it follows that PGD(s∗) ≤ PGD(sinput).
Consequently:

• We replace the current schedule sinput by s∗.

• We update bestObjective with the PGD(s∗).

• We return the boolean true.

(b) Else if time is up then let s′ be the feasible schedule obtained

i. If the relative MIP gap is less or equal to 5% and PGD(s′) ≤ PGD(sinput)
then as result:
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• We replace the current schedule sinput by s′.

• We update bestObjective with the PGD(s′).

• We return the boolean true.

ii. Else If PGD(s′) ≤ PGD(sinput) then as result:

• We replace the current schedule sinput by s′.

• We update bestObjective with the PGD(s′).

• We return the boolean false.

iii. In any other case we return the boolean false and do nothing else.

Another mechanism of the FAS algorithm is that it works in two different modes
to adapt the size of the fragment. The algorithm begins in a fast start mode in order to
obtain rapidly a fragment size such that CPLEX© would approximately timeiter seconds
to find the optimal solution. We are in this mode when fastStart is set to true and we
exit it the first time iterFas returns false. In the second mode, when fastStart is set
to false, we still adapt the fragment size but since we make the assumption that we
are near to the threshold where CPLEX© would approximately timeiter seconds to find
the optimal solution we do it in a more smoother way. In the first mode, fragsize

k is
decreased by 3 percent at each iteration while in the second mode, it is increased or
decreased by 1 percent.

Finally, the iteration mechanism of the FAS algorithm works as follows. While
we have at least half the maximal time of an iteration left we make an iteration
of FAS calling the auxiliary function: iterFAS with the fragment, frag built with⌊

fragsize
k

100 (|E| − |Efix|)
⌋

courses taken fromE\Efix randomly without replacement. In the

special case where the fragment contains no courses, iterFAS would solveMILP−GD(E).
In this special case if it returns true we know that we have the best schedule with a
maximum relative MIP gap of 5% and we can stop the FAS algorithm.

To summarize, the main advantages of this method is that the problem size is
reduced and it will be possible to obtain good schedules of UCT-EPL-GD(E) faster. The
counterpart is that the schedule obtained with this method is often a local minimum of
the penalty function PGD.

5.2.3 Third algorithm: Iterated Variable Neighborhood Search

The main reason we chose to test meta-heuristics on UCT-EPL is because it is the
most studied solving method nowadays. Most of the papers of the past 20 years that
deal with UCT are comparisons between a new heuristic method and previous ones.
Good results were often obtained and presented at the PATAT conference [QBML08].
Another advantage is that it can deal with non linear objective functions and constraints.
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Algorithm 4 FAS(time: int, timeiter: int, s0: Schedule): Schedule s

1: function FAS(time: int, timeiter: int, s0: Schedule)
2: s← s0
3: bestObjective← new Long(Long.MAX_VALUE)
4: k ← 1
5: beginT ime← Time.currentMillis()
6: endT ime← beginT ime+ 1000 ∗ time
7: fragSizek ← 99
8: fastStart← true
9: while (endT ime− Time.currentMillis()) > timeiter

2 ∗ 1000 do

10: fragLengthk =
⌊

fragsize
k

100 (|E| − |Efix|)
⌋

11: frag ← randomArray(fragLengthk)
12: if iterFAS(frag, s, bestObjective, timeiter, endT ime) && fragsize

k = 0 then
13: break
14: else if ¬ iterFAS(frag, s, bestObjective, timeiter, endT ime) then
15: fragSizek ← fragSizek > 98 ? 99 : fragSizek + 1
16: if fastStart then
17: fastStart← false

18: else
19: fragSizek ← fastStart ? fragsize

k − 3 : fragsize
k − 1

20: fragSizek ← fragsize
k < 0 ? 0 : fragSizek

21: k ← k + 1
22: return s0
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We chose to implement a method known in the literature as the Iterated Variable
Neighborhood Search (IVNS) [RDSB+02]. We will first present the pseudo-code of the
meta-heuristic with its main philosophy then study the proper algorithm that applies
this framework to our problem.

General algorithm

The Iterated Variable Neighborhood Search, similarly to the Hill-Climber, iteratively
checks the neighborhood of a current solution and selects the best feasible neighbor. The
difference here is that the definition of the neighborhood probabilistically varies from an
iteration to another and the local search can restart when the solution does not improve
for a certain amount of iterations. The pseudo-code is given below in Algorithm 5:

Algorithm 5 IVNS(time : int, Prob : list) : Solution x

1: function IVNS(time : int, Prob : list)
2: x∗ ← getInitialSolution()
3: x′ ← x∗

4: blocked← false
5: while runningT ime < time do
6: i← selectNeighborhood(Prob)
7: x̃← min{f(x)|x ∈ Ni(x′) ⊆ X}
8: if f(x̃) ≤ f(x′) then
9: x′ ← x̃

10: Update blocked
11: if blocked then
12: if f(x′) < f(x∗) then
13: x∗ ← x′

14: x′ ← disturb(x∗)
15: Return x∗

The algorithm takes two parameters as input: a running time time and a probability
distribution Prob. It initializes itself by generating an initial solution x0. Then it sets
the global best solution x∗ to x0 and the locally best solution x′ to x0 as well. While a
chosen blocking criterion is not met, the algorithm iteratively improves x′ by selecting
a neighborhood definition at each iteration according to Prob and looking for the best
neighbor. Once the algorithm is blocked, it updates the global best solution if necessary
and checks for a new starting point for the local search by slightly modifying x∗ using a
disturb() function.

The IVNS explores a large subset of the solution space by using multiple neighbor-
hoods and avoids being stuck on a local solution. One flaw is that due to the randomness
of the search it does not guarantee to find a solution close to the optimum, as in all
meta-heuristics.
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Problem specific algorithm

We designed an IVNS algorithm meant to solve MINP−BSR. The IVNS applied to
our problem, with pseudo-code given by Algorithm 6 has the same architecture as the
general algorithm.

Algorithm 6 IVNS

1: function IVNSUCT−EP L(time: int, blocked1: boolean, blocked2: boolean, ratio: dou-
ble, (s0: Schedule))

2: s∗ ← getInitialSol() OR s∗ ← s0
3: s′ ← s∗

4: b1 ← 0
5: b2 ← 0
6: while runningT ime < time do
7: i← selectMove()
8: s̃← applyMethod(i, s′)
9: if PBSR(s̃) ≤ PBSR(s′) then

10: s′ ← s̃
11: b1 ← 0
12: else
13: b1 ← b1 + 1
14: if b1 = blocked1 then
15: if PBSR(s′) < PBSR(s∗) then
16: b2 ← 0
17: else
18: b2 ← b2 + 1
19: if b2 = blocked2 then
20: s′ ← disturb(s∗, α)
21: else
22: s′ ← disturb(s′, α)

Return s∗

As observed we need to define 4 sub methods in order to have a complete pseudo-
code : getInitialSol(), selectMove(), applyMove(i, s) and disturb(α, s). These sub meth-
ods are described in small texts below.

• getInitialSol()
This method generates a greedy initial schedule. It first assigns all the examina-
tions with fixed time slots. Then it uses a method rankedExaminations() that
returns the list L of the non fixed examinations ranked in a decreasing order
according to number of conflicts they create C̄i = ∑n

j=1 Cij . Since it is easy to move
a course that does not create a lot of conflicts, it adds successively each element in
list L to the schedule and assigns it to the time slot that minimizes the objective
function of the current schedule. It also checks that the time slot assigned produce
a feasible a schedule. The algorithm can take an initial solution as input and do
not need to use this function if it is the case.
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• selectMove()
In our case, the neighborhoods are defined by the set of schedules obtained by
applying certain move we on the current schedule, such as switching the time
slots of two examinations. The method selectMove() returns the move to use at
each iteration. We chose to use a uniform distribution for picking one of the three
moves. So each move has a probability 1/3 to be chosen at each iteration.

• applyMove(i, s)
This method applies move i to schedule s. The three possible moves are the
following:

1. select a random course and swap its time slot with the time slot of the course
that decreases the most the objective function.

2. select a random course and set its time slot as the one that that decreases the
most the objective function.

3. select 4 courses and take the permutation of the respective time slots that
decreases the most the objective function.

• disturb(α, s)
This method simply selects a list of dαnEe random courses (nE being the total
number of courses) and attributes them a random feasible time slot. One may
argue that it could have been a good idea to select the time slots in a greedy
approach that minimize the objective at each iteration. However, selecting random
time slots allows to diversify the search when a greedy approach would intensify
the search in the local neighborhood.

During the local search, if the algorithm did not find any better solution during
blocked1 iterations, it will do the following :

1. it checks if the current schedule is better than the global best one and :

• if it is the case, b2 is reset to 0

• else it will increase b2 by one unit

2. if b2 is equal to blocked2, it restarts on a new iterate obtained by disturbing the
global best solution

3. else it starts on the disturbed current solution

We arbitrarily set blocked2 to 5 in our case. So our IVNS takes 2 parameters which
are alpha, further referred as the ratio, and blocked1, further referred as the blocked
parameter.
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5.3 Post-optimization

As it is explained in the problem statement, the inscription of a student to a major
(resp. minor) examination can be switched to a minor (resp. major) inscription if it
improves PBSR. We can also consider to switch two students taking the same oral
examination in different duplicates. The post-optimization is a heuristic algorithm
that minimizes PBSR by modifying students enrollments as described above. In the
first step, it runs through all the students and checks if it is better to switch their
major/minor inscriptions. Then it will randomly picks two students following the
same oral examination but different duplicates and checks if an enrollments switch is
advantageous.

5.4 Solver

From the pre-processing, the post-processing and the 3 main optimization methods,
it is possible to define a series of solvers, that we will be able to compare in the next
chapter.

A solver is defined by first applying the pre-processing. When this is achieved, it
applies the FAS algorithm for x % of the given time. The solutions obtained are used
as an initial solution for the CILP algorithm running for y % of the given time. Then
we use the IVNS algorithm to affine the solution obtained for z % of the time limit,
after which the post-processing algorithm is performed. A graphical representation of a
solver is given on Figure 5.1.

Figure 5.1: Solver architecture

This solver architecture has been chosen for two main reasons. First, since we are
trying to find a schedule minimizing PBSR, the IVNS algorithm must come after FAS
and CILP, which are minimizing PGD. These last two algorithms provide strong so-
lutions due to the efficiency of CPLEX© and are then send to the IVNS for refining.
On the other hand the resolution of MLIN−GD(E) using CILP is fasten if a good initial
solution is provided. Since FAS produces good solutions in a short amount of time (as it
will be observed in the tests chapter), a solver of this form seems to be an efficient choice.

We arbitrarily chose 25 different proportions of x, y and z, leading to 25 solvers that
will be tested. The proportions were chosen in a way that we would end up with the
most diversified set of solvers. We wanted to test the three algorithms on their own,
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mix the three of them with different proportions and also show the impact of assigning
a small percentage of the time to the IVNS. Solvers and their ID numbers are given in
Table 5.1

Solvers ID % FAS % CILP % IVNS
1 0 0 100
2 0 100 0
3 0 25 75
4 0 50 50
5 0 75 25
6 0 94 6
7 100 0 0
8 10 15 75
9 10 40 50

10 10 65 25
11 10 84 6
12 22 72 6

Solvers ID % FAS % CILP % IVNS
13 25 0 75
14 25 25 50
15 25 50 25
16 25 75 0
17 47 47 6
18 50 0 50
19 50 25 25
20 50 50 0
21 5 0 95
22 72 22 6
23 75 0 25
24 75 25 0
25 94 0 6

Table 5.1: Solvers

The parameters for a given solver are the timeiter of the FAS algorithm and the
blocked and ratio for the IVNS.

5.5 Summary

Now that we have defined the complete solver and provided the full description of its
algorithms we can run numerous tests on it. The chapter that follows determines which
of the {timeiter, blocked,ratio} combinations are the best for the 25 x/y/z proportions
defined for several time windows and then selects a default time window and the best
solver for this one.
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TESTS

This chapter contains all the tests that have been conducted. They are separated into
three main categories that are shortly introduced below.

Parameters tuning & time setting

As explained in the previous chapter, two out of the three main optimization algo-
rithms have parameters that can be adjusted. The goal here is to find the best parameters
configuration for each solver. Since we do not have any constraining time limit, we
will run the different solvers for increasing reasonable time windows chosen arbitrar-
ily. Once we reach a time window where there is no significant improvement in the
performances, we will set this time window as default.

Solvers comparison

Once the best parameters and the default time have been set, we compare the solvers
between each other to determine which one is the best among them.

Complementary tests

In this last test batch we will explore additional features that might be interesting
for EPL. While the two preceding tests have been designed to produce a solver that
responds to the initial demand, we test here some modifications to the administrative
specifications or the solver process that may lead to better results.

Tests have been implemented in Java 8 because we observed empirical good per-
formances with the CPLEX© Java API. Due to their large number, these tests ran on
the CISM clusters of UCL, and more precisely using the Manneback Cluster. The tests
ran on an AMD CPU named Bulldozer Opteron 6276. It has a frequency of 2.3 GHz,
contains 16 cores and has 16 MB of memory cache. We imposed a limit of 4 cores in
order to use the efficiency of CPLEX© multi-threading 1, each using at most 8 MB of

1See IBM support
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memory cache. This corresponds to 32 MB of memory, which is the standard Random
Access Memory for a good desktop computer.

As explained in Chapter 3, PBSR(s) serves as a standard penalty function for any
schedule. Therefore this function is used in this chapter as quality metric to evaluate
every schedule and to compare the schedules between each other.

The large amount of tests do not allow to report the full numerical results in the
Thesis. They can be found in a repository via the the following URL :

https://github.com/adbrogniet/UCT-EPL-tests

6.1 Data sets

Before presenting the tests, we provide a description of the data sets used and the
methodology chosen to adapt them to the specifications.

6.1.1 Methodology

We received from Mr. Glineur, Vice dean at EPL and supervisor of this Thesis, 12
data sets regrouping examination sessions for the academic years that begin in 2014,
2015 and 2016 and 2017. We have inscriptions for EPL courses and additionally courses
from other faculties, denoted as ex-EPL courses, for the years 2014 and 2017. For each
year, we have the 3 sessions of January, June and August, that we will respectively
denoted by Q1, Q2 and Q3. For each session of 2014 and 2017 we generate 2 sets. The
first one where only the ex-EPL courses are given with their time slot fixed beforehand.
Then a second one with, in addition to the ex-EPL courses, the bachelor courses fixed as
the person in a way that minimizes the unwanted gaps. Since for the years 2015 and
2016 we do not have ex-EPL courses inscriptions, we generate again 2 sets per session
but no courses are fixed in the first one while in the second, only the bachelor courses
are fixed.

However, data sets were not complete regarding the specifications given in Chapter
3 and we had to manually perform some improvements on the data sets. We were
missing the following information :

Examination formats

Since the data sets did not specify whether an examination is oral or written, we had
to manually set this characteristic. To perform this, information was gathered from the
UCL website. As the information was sometimes missing, we do not guarantee that
the oral courses in the data sets perfectly correspond to reality. Nevertheless, we can
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assume that the data sets are quite representative of the true cases and that the solver
behavior will not be impacted too much by this approximation.

Major/minor examinations

The information on which minor/major curriculum a course belongs is clearly
available on the UCL website, so it was directly added to the data sets.

Unavailabilities

As this information is a new feature added to the current ways examination sessions
are created at EPL, this information does not exist at all. So we randomly created some
unavailabilities, at a reasonable level, so that it does not alter the solver behavior.

Student major and minor options

The major and minor options of each student was not given with the initial data.
Since we knew their courses enrollments and whether a course belongs to a major or
minor option, we were able to recover this information. As some courses are present in
multiple options, we dot guarantee that the computed information are entirely exact,
but regarding the large number of students, we can assume it is strongly representative
of a real case.

Fixed examinations

The information on examinations schedules from other faculties was not available.
Therefore we set this input in random but realistic way, such that there are no conflicts
between two examinations from the same faculty.

6.1.2 Description

The sets are listed and indexed for later reference in the Tables 6.1,6.2,6.3 and 6.4.
Note that the features are defined by the acronyms EF and BF. They respectively denote
the cases where ex-EPL courses are available and bachelor courses are fixed.
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Data sets ID 1 2 3 4 5 6

Session 2014 Q1 2014 Q1 2014 Q2 2014 Q2 2014 Q3 2014 Q3

Features EF EF+BF EF EF+BF EF EF +BF

# Courses 223 223 289 289 256 256

# Students 1741 1741 1740 1740 986 986

# Time slots 38 38 48 48 36 36

# Fixed courses 89 100 57 69 38 59

# Major/Minor examinations 16 16 27 27 0 0

# Oral examinations 13 13 12 12 3 3

# Unavailabilities 3 3 12 12 4 4

Table 6.1: Data sets 1-6

Data sets ID 7 8 9 10 11 12

Session 2015 Q1 2015 Q1 2015 Q2 2015 Q2 2015 Q3 2015 Q3

Features BF BF BF

# Courses 173 173 181 181 269 269

# Students 2116 2116 1976 1976 1290 1290

# Time slots 32 32 46 46 32 32

# Fixed courses 0 22 0 19 0 27

# Major/Minor examinations 25 25 26 26 0 0

# Oral examinations 9 9 9 9 8 8

# Unavailabilities 4 4 5 5 3 3

Table 6.2: Data sets 7-12
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Data sets ID 13 14 15 16 17 18

Session 2016 Q1 2016 Q1 2016 Q2 2016 Q2 2016 Q3 2016 Q3

Features BF BF BF

# Courses 146 146 164 164 262 262

# Students 2258 2258 2156 2156 1453 1453

# Time slots 38 38 46 46 36 36

# Fixed courses 0 19 0 13 0 25

# Major/Minor examinations 15 15 29 29 0 0

# Oral examinations 6 6 7 7 8 8

# Unavailabilities 5 5 2 2 4 4

Table 6.3: Data sets 13-18

Data sets ID 19 20 21 22 23 24

Session 2017 Q1 2017 Q1 2017 Q2 2017 Q2 2017 Q3 2017 Q3

Features EF EF + BF EF EF + BF EF EF + BF

# Courses 223 223 267 267 268 268

# Students 1990 1990 1974 1974 1203 1203

# Time slots 38 38 44 44 36 36

# Fixed courses 78 89 85 97 75

# Major/Minor examinations 15 15 27 27 0 0

# Oral examinations 6 6 6 6 3 3

# Unavailabilities 5 5 6 6 0 0

Table 6.4: Data sets 19-24
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6.2 Parameters tuning

6.2.1 Methodology

For given training data sets, we will study for each of the 25 solvers and for increasing
time limit, which {timeiter, blocked,ratio} combination provides the best examinations
schedule. Since each solver is stochastic, multiple runs should be performed for each
test configuration and a statistical measure should be defined. To compute the best
parameters of a solver, we will use a mean-variance approach based on PBSR. This
approach consists of measuring the the quality of a parameters combination as the mean
of the sample of PBSR obtained from the multiple runs. The variance will account for a
measure of dispersion of the sample. The criterion for a combination to be chosen as
the best one is that his mean is the lowest, provided that his variance is not excessive
compared to other combinations.

The two most popular measures when comparing stochastic algorithms are usually
the mean and the median as a measure of quality, the variance and the interquartile
range as a measure of dispersion. We choose to go for the mean for one reason. Since
we are running a large amount of tests, we do not have the opportunity to perform
numerous runs. Therefore, the mean seems to be the right fit, since if a run results in a
very bad solution, it will be reflected in the mean.

On the other hand, the median-IQR approach provides good visual support, via the
use of box plots. For this reason we will refer to box plots for determining if a solver is
not relevant or if the pre-processing is efficient, as explained in the following paragraph.

Besides the main willingness to compute the best parameters configurations, these
tests purchase three other subsidiary goals :

1. Validating the efficiency of the pre-processing
We replicated the first round of tests without pre-processing, where students are
randomly assigned to an oral examination slot.

2. Deleting irrelevant solvers
While the rigorous comparison between solver performances is performed in the
second batch of tests, it is already possible using box plots to assess whether a
solver is completely irrelevant or not.

3. Determining the default time
Each round of tests correspond to a time limit. Whenever a time is reached for
which the solvers do not progress anymore in terms of PBSR this time window
will be selected.
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We will report here considerations on the three goals described above and some addi-
tional remarks on the solvers behaviors, rather than simply enunciate the best set of
parameters for each solver.

6.2.2 Test configuration

Time configuration We choose the following reasonable time windows arbitrarily: 30
min - 1h - 3h

Data sets used We used the following diversified sets (see Subsection 6.1 to recall the
features of each set): 2 - 9 - 10

Parameters

• timeiter : 2% - 5% - 10% - 20% of the FAS running time

• blocked : 10 - 20 - 30

• ratio : 5% - 10% - 20%

Runs We run every test 5 times.

6.2.3 Results

6.2.3.1 Round 1 - 30 min

Figures 6.1, 6.2 and 6.3 depict the box plots obtained in terms of PBSR for each of the
25 solvers, at their best parameters configuration.

The first major observation that we can make is that solvers 1 to 6 seem to be less
efficient than the other ones. These solvers correspond to the case where 0 % of the
running time is assigned to the FAS algorithm. This is not surprising since this algorithm
provides good solutions quite fast, contrarily to the CILP and IVNS algorithm. Indeed
solvers 1 and 2 correspond respectively to the 100 % IVNS solver and 100 % CILP solver.
We observe that the solutions obtained are quite bad, while solver 7, corresponding to
100 % FAS, provides one of the best results. From this consideration, we could expect
to consider only solvers applying FAS in the future. However, we will still consider
solvers 1 to 6 in the second round of 1 hour, to prevent from early considerations.

Another consideration that should be noted is the fact that the less examinations
are fixed, the better are the solutions. The most constrained data set is set 2, containing
fixed ex-EPL courses, and all objectives lie within 45000 and 75000. Then comes data
set 10, with only bachelor courses fixed, with objectives contained between 20000 and
40000. For data set 9 with no fixed courses, objectives are between 10000 and 40000
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(except for solver 6). This result was expected to happen, as fixed courses sometimes
impose short times between examinations.

In addition to the loss in term of overall quality, fixing courses also seems to increase
the dispersion of the solution quality. As observed on Figures 6.1, 6.2 and 6.3, the
Interquartile Ranges increases as a data set has more fixed courses.
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Figure 6.1: Parameters tuning - 30 min - Data set 2: solvers with their best configurations
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Figure 6.2: Parameters tuning - 30 min - Data set 9: solvers with their best configurations
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Figure 6.3: Parameters tuning - 30 min - Data set 10: solvers with their best configura-
tions

As stated before, we decide to apply this round of tests for identical solvers and
parameters combination but where the pre-processing step has been replaced by a
random assignments of student in oral examinations. All the solutions from this round
have been compared to all the solutions of the same round but with the random
assignment instead of the pre-processing on Figures 6.4, 6.5 and 6.6. These Figures show
the undeniable benefit of the pre-processing step, as no solutions generated using the
regular solvers are worst than the ones from random assignment (except two outliers in
data set 9).
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Figure 6.4: Parameters tuning - 30 min - Data set 2: pre-processing performance
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Figure 6.5: Parameters tuning - 30 min - Data set 9: pre-processing performance
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Figure 6.6: Parameters tuning - 30 min - Data set 10: pre-processing performance

6.2.3.2 Round 2 - 1h

Results for this round are depicted on Figures 6.7, 6.8 and 6.9.

As for the precedent round, solvers 1 to 6 are way worst than the others. For the
reason enunciated in the previous section, we decide to discard these solvers, as they
will not provide efficient solutions in comparison with solvers 7 to 25.
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Figure 6.7: Parameters tuning - 1 hour - Data set 2: solvers with their best configurations
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Figure 6.8: Parameters tuning - 1 hour - Data set 9: solvers with their best configurations
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Figure 6.9: Parameters tuning - 1 hour - Data set 10: solvers with their best configurations

6.2.3.3 Round 3 - 3h

The box plots for this round are given on Figures 6.10, 6.11 and 6.12. While they do
not allow us to distinguish a solver that outperforms the other, one other interesting
observation can be made. Since the CILP and the FAS are not minimizing PBSR, we
observe that is it always more efficient to refine the schedules with a small duration
of IVNS. Indeed, even if the solvers not using the IVNS algorithm, i.e. solvers 7, 16,20
and 24, are not necessarily the worst, they are never the best ones and often lead to bad
schedules. For this reason we will not consider theses 4 solvers anymore for the solvers
comparison.
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Figure 6.10: Parameters tuning - 3 hours - Data set 2: solvers with their best configura-
tions
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Figure 6.11: Parameters tuning - 3 hours - Data set 9: solvers with their best configura-
tions
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Figure 6.12: Parameters tuning - 3 hours - Data set 10: solvers with their best configura-
tions

Wee see that increasing the time window has not led to major decreases of objective
function with respect to the previous run. In fact we can observe that when running the
solvers for 12h, objectives are practically identical. Therefore we can consider 3 hours
as the default running time of the solver.
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6.3 Solvers comparison

6.3.1 Methodology

This batch of tests compares the performances of the 15 remaining solvers for the
standard time window, which is 3 hours, given their best parameters combination.
Ideally, we want to distinguish which solver is the most robust and which one leads to
better objective function values on average.

Comparison between solvers will be assessed via the use of performance profiles.
Performance profiles, introduced in 2001 by Elizabeth D. Dolan and Jorge J. Moré
[DM01b], are more and more popular when it comes to benchmarking optimization.
This concept is introduced in the following subsection.

6.3.1.1 Performance profiles

Performance profiles answer the following question:

Given a set of solvers and a set of data sets, what is the probability that a particular solver
will win over the other solvers on the basis of a performance measure ?

To achieve this, we define the following:

• a set of solvers S

• a set of data D

• a performance measure m : S × D → R such that ms,d gives the performance of
solver s on data set d.

From these we can deduce the performance ratios:

rs,d = ms,d

min
s∈S

ms,d

which gives the performance of a solver compared to the best solver for a given data set.
It is then possible to define the performance profile of a solver s ∈ S denoted by ρs as
the cumulative distribution function of the performance according to a ratio :

ρs : [1, τmax]→ [0, 1] : ρs(τ)→ 1
|D|
|{d ∈ D s.t. rs,d ≤ τ}|

with τmax = max
s∈S,d∈D

rs,d. So ρs(τ) is the probability for solver s that a performance ratio

rs,d is within a factor τ of the best possible ratio. For any given given ratio τ , the highest
the ρs(τ) is, the better the solver is. The probability ρs(1) is the probability that solver
s outperforms all the other solvers. ρs(τ) for large values of τ is the probability that s
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wins given that we tolerate the solution to be within a factor τ of the best solution. This
might be used to assess the solver robustness.

Note that performance profiles are defined for deterministic algorithms, as the
measure ms,d is supposed to be unique. Since we are interested here in comparing
stochastic solvers, we need to adapt performance profiles to this extent. Since we
considered the mean as our selection criterion in the first batch, we do the same here
and consider ms,d as the mean of the sample of PBSR values obtain using solver s on
data set d. The criterion to chose a solver among all the others is to be the one with the
highest ρs(1), as we are interested to the probability to provide the best schedule.

6.3.2 Test configuration

Time configuration The time duration is the default time: 3 hours

Data sets used We used the 24 data sets available

Parameters Parameters for each solver have been set to their best configuration, ac-
cording to the results of the previous batch.

Runs We run every test 20 times.

6.3.3 Results

The performance profiles of the five best solvers, i.e. the ones with the largest ρs(1),
are given in Figure 6.13
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Figure 6.13: Performances profiles of the five best solvers
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We observe that solver 25/0/75 has 50 % chance to provide the best solution among
the 15 solvers. It is also the most robust as it is always the one with the highest
probability to be within any given ratio. The optimal solver is then solver 25/0/75
running with timeiter = 2%, blocked = 30 and ratio = 5%.

6.4 Complementary tests

This section presents additional tests performed after we computed the optimal
solver. We want here to achieve the three following goals :

1. Illustrate why using CPLEX© for solving MILP−GD, as in CILP, is not efficient

2. Check if realistic modifications on the administrative constraints may improve the
quality of the examinations schedule:

• We investigate whether scheduling only one examination instead of two for
major/minor courses brings a real benefit

• We observe the evolution of PBSR when we add/suppress days to/of the
examination session

3. Test to observe a decrease in PGD when we use the nested decomposition on
MILP−GD for a given time window.

6.4.1 Inefficiency of CPLEX© on MILP−GD(Ẽ)

6.4.1.1 Methodology

As specified multiple times in the report, the Branch and Bound tree is too dense for
regular instances of UCT-EPL, so that CPLEX© is not able to provide any viable solution
of MILP−GD, even for large time limits. We ran CPLEX© for 24 hours on MILP−GD(Cl)
where Cl is the set of the courses belonging to the maximal clique in the conflict graph of
data set 9. We showed that even for this sub-instance, CPLEX© cannot obtain a solution
with a reasonable (5 %) relative MIP gap.

6.4.1.2 Results

At the end of the running time, the Branch and Bound algorithm explored a solution
tree with a size of 35 GB without converging. In fact, the best solution found in terms of
PGD has a relative MIP gap of 57.36 %. This shows why using CPLEX© on UCT-EPL-GD
has no guarantee of optimality and produces suboptimal solutions. Actually, providing
a good schedule for a number of courses equivalent to this clique size, which is 12,
might be done manually while in this case CPLEX© does not return an optimal schedule.
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6.4.2 Suppressing minor/major duplicates

6.4.2.1 Methodology

We performed on the data sets of the January and June sessions the same tests as
in Section 6.3, except that we considered major/minor examinations as normal ones
that can only be scheduled once. Note that since students inscriptions from outside
EPL have not been taken into account, this may lead to conflict situations in real case.
However the goal here is to find out if this modification is already impracticable when
only considering EPL students.

We run the optimal solver 20 times on the 16 data sets initially containing major/mi-
nor examinations and study the performances compared to the results obtained in
Section 6.3 for these data sets.

6.4.2.2 Results
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Figure 6.14: Effects of suppressing major/minor duplicates

Figure 6.14 compares the sample mean of the PBSR values obtained for each data set.
We observe that suppressing the major/minor duplicates is not efficient, even when
only considering the EPL students. This is due to the post-processing phase allowing
student to be placed at the best possibility. We can assume that if this post-processing
operation is authorized, there is no gain, at least for students, to have only one choice of
examination instead of two.
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6.4.3 Evolution when adding or deleting time slots

6.4.3.1 Methodology

The goal of this test is to visualize the evolution of PBSR with the number of days in
a session. We performed this test by running 20 times the optimal solver on 2 data sets.
We observed on these 2 data sets the evolution when adding and deleting up to 4 days.

The data sets chosen where sets 7 and 17 because they do not have any fixed courses
that may be scheduled at one of the deleted time slots. Set 7 contains minor/major
examinations while set 17 do not.

6.4.3.2 Results
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Figure 6.15: Impact of adding/deleting time slots in a session - Data sets 7 and 17

We naturally observe on Figure 6.15 that the value of PBSR is decreasing less and less
when the number of time slots is increasing. One could have expected a considerable
drop at some point, which is not the case. This mainly shows that the gain obtained
when adding a time slot is less important than the loss of deleting one time slot. So
adding one day does is particularly worthy but deleting one is dreadful.

6.4.4 Impact of the decomposition method

6.4.4.1 Methodology

In this test, we study the nested decomposition method defined in Section 4.4 on an
artificial instance created for this purpose. The primal constraint graph of this instance
is composed of two large connected components so that the decomposition method
leads to two subproblems of almost equal size. For the sake of simplicity, we applied
only this method on CILP because we can actually compute subproblems for this linear
program, as we did not compute any method to extract the connected components for a
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nonlinear program.

Note that the pre-processing builds a better instance for decomposition methods.
By minimizing the number of conflicting pairs of courses we will sparse the conflict
matrix C. There will be less interactions between the courses and we hope to create
more connected components in the primal constraint graph and to make more courses
penalty avoidable.

6.4.4.2 Results

When running for 3 hours on the two subproblems and then merging the solutions
we obtained a value PGD = 2880, while solving the complete problem leaded to PGD =
3564. We can observe that this decomposition method is useful to minimize PGD if the
primal graph contains multiple connected components.

6.5 Comparison with a real schedule

In this section, we compare how our solver performs with respect to a real schedule.
We will directly use the two KPI’s approaches defined in Chapter 3 and some of the
properties defined in Chapter 4 to visualize by how much we can outperform a schedule
done manually.

6.5.1 Methodology

We compared the solution produced by the optimal solver against the schedule
proposed by the secretary for the session of June 2017. In this case, we use a data set
that almost perfectly corresponds to reality, in comparison of the limits enunciated in
Section 6.1 for the previous data sets :

1. The examinations formats and the capacity limits of orals are respected.

2. Examinations that are not proposed by EPL are scheduled at their real fixed time
slot.

3. Unavailabilities are not considered, as it was not in use for this session.

The only source of divergence with reality is the fact that we do not know at which
oral duplicates or major/minor examination students were enrolled. For this reason we
applied the post-processing step to the real schedule to smooth the impact of this lack
of information.

We believe then that the example that follows reflects properly the efficiency of the
solver developed in this Thesis.
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6.5.2 Results

We observe on Figure 6.16 that the real schedule produces much more low lexico-
graphical gaps than the one generated by the optimal solver. The distribution of the
gaps is appropriate as it matches the definition we provided in Section 3.3.1. This shows
that the solver avoids to schedule examinations with many students in common in a
short time frame and performs better than the manual schedule.
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Figure 6.16: Comparison of the gaps distribution

We can also evaluate how well the solver performed by comparing the quantity of
unwanted gaps with invariants defined in Section 4.5. On Figure 6.17 we observe that
the sum of gaps for a subset of gaps of the schedule returned by the solver and the
minimal quantity of gaps for the same subset are almost identical for small subset of
gaps.
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Figure 6.17: Comparison of the sum of gaps on subset of gaps with the minimum
quantity of gaps on the same subset for different subset of gaps

Bad student rate

The solver produces a schedule with BSR = 0,4 %, while the real schedule has a bad
student rate of 36 %. This shows that approximatively one third of the students had to
deal with one of the bad situations defined in Section 3.3.2, while it only concerns less
than 1 student over a hundred if the schedule is computed using the solver.

6.6 Summary

This chapter shows that the solver, when parameters are rightly adjusted, is effi-
cient for solving UCT-EPL on regular instances. We conclude in the next chapter by
summarizing the achievements of the Thesis and we provide tracks of improvements.
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CONCLUSION

The Thesis main purpose has been set on a highly practical ambition: create an
automated system generating efficient examinations schedules that can be used by the
EPL administrative support. As illustrated in the tests chapter, the solver developed
produces satisfying results on representative instances. It generates a timetable respect-
ing the current administrative constraints and is satisfactory in the sense of the key
performance indicators defined.

In addition to this, we ensure that the two initial subsidiary goals have been fulfilled.
We explored some modifications on the administrative constraints that may offer im-
proved schedules. Furthermore, we developed a prototype of the tool implementing
the solver and granting practical graphical interface. This prototype allows to load
easily the data requirements using Excel© sheets and generates schedules that can be
visualized in an HTML format and saved in XML. Anyone who wishes to have access
to this prototype can contact the authors 1.

Besides its essential down-to-earth goals, this Thesis also presents interesting tracks
to explore in further researches in university timetabling. Whereas most of the papers
nowadays are getting away from integer linear programming in favor of heuristics, the
FAS algorithm applied on an ILP model is one of the decisive steps of the solver. We
also developed decomposition and invariants computing methods that may be easily
generalized to other timetabling problems. Finally we showed once more the good
results obtained when using meta-heuristic methods by the mean of the IVNS algorithm.

We isolated two main improvement tracks from the current state of work. First, the
specifications and models have been defined only considering the examinations and
time slots in the UCT-EPL. A model taking the rooms into account can be implemented
to ease even more the task of the schedule planners. Moreover, based on the good results
obtained in the complementary tests Section 6.4, the nested decomposition method

1charles.ninane@student.uclouvain.be & adrien.brogniet@student.uclouvain.be
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might be added to the current solver to increase the performances.

The overall aspiration of this Thesis is to convince that automated scheduling tools
are worthy today, especially if the schedules are currently made by hand. It saves a
considerable amount of time and may generate much more satisfactory schedules for
students.
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APPENDIX A

MATHEMATICAL PROOFS

A.1 Penalty avoidable decomposition method

In this section we prove that the gain in worst case complexity of this decomposition
method 0 < |Epa| < |E| and |T | > 2 it follows that |T ||E|−|Epa| + |T |Epa ≤ |T |E and the
minimum of this complexity for |Epa|.

Let us first introduce the geometric formula:

|E|−1∑
i=0
|T |i = 1− |T ||E|

1− |T |

It is easily noticed that for 0 < |Ea| < |E|:

|E|−1∑
i=0
|T |i ≥ |T ||Epa| + |T ||E|−|Epa|

Now consider that
∑|E|−1

i=0 |T |i = 1−|T ||E|
1−|T | ≤ |T |

E for |T | > 2 which will conclude the
proof. Rearranging the terms and distributing we obtain:

|T |E(|T | − 2) ≥ 1

which is always verified for |T | > 2.

Now let us search for the minimum worst case complexity as a function of Ea. Let
f(x) be a two times continuously differentiable function of x ∈ R. A sufficient condition
for x∗ to the unique optimal solution for the unconstrained optimization problem:

minimize
x∈Rn

f(x)

is that f ′(x∗) = 0 and f ′′(x∗) > 0. Suppose now that we add constraints to the problem
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and that x∗ verifies the constraint. Then it is clear that in this very particular case, x∗

stay optimal to the constrained optimization problem. Let us prove now that this apply
to our constrained optimization problem:

minimize
|Epa|

|T ||E|−|Epa| + |T |Epa

subject to 0 < |Epa| < |E|

We have:
f ′(|Epa|) = ln(|T |) (|T ||Epa| − |T ||E|−|Epa|)

which leads to f ′(|Epa|) = 0 when |Epa| = |E|
2 . and

f ′′(|Epa|) = |T |−|Epa ln2(|T |) (|T |E + |T |2|Epa|)

and thus f ′′
(
|E|
2

)
> 0 and since |E|2 verifies the constraint, i.e 0 < |E|

2 < |E| it is the
unique optimal solution of the unconstrained optimization problem.

• Contact information :
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