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Abstract

The information age is seeing an increasing number of embedded applications,
ranging from sensor networks to distributed control systems, not forgetting
the IoT. What all these environments share in common is the use of connected
devices in constrained environments to transmit information that may be
sensitive while offering easy access to the physical device.

Current NIST standards can be implented to fit these applications at the
cost of being sub-optimal and not meeting the security challenges coming
from a deployed environment. For these reasons a lightweight cryptographic
competition was launched in 2016 and the winner is expected to be revealed
in late 2022. Among the criteria stated by the NIST is security against
side-channel attacks. In this thesis, we explore the leakage resistance of 9 of
the 10 candidates in two steps.

First, we use evaluate the high-level leakage properties of the candidates’
modes of operations. This high-level analysis allows us to observe that 6
candidates can mostly rely on implementation-level countermeasures. By
contrast, 3 candidates (Ascon, ISAP and Romulus-T) have leakage-resistant
features enabling efficient implementations, where different parts of the mode
require different implementation-level countermeasures.

Second, we investigate the hardware performances of these 3 leakage-
resistant modes of operation and evaluate their leveled implementation. For
Ascon and Romulus-T, we protect crucial parts of the design against Differ-
ential Power Analysis (DPA) with Hardware Private Circuits (HPC), a state-
of-the-art masking scheme that jointly provides resistance against physical
defaults and composability. For ISAP, these parts are based on a leakage-
resilient PRF that embeds a fresh re-keying mechanism such that they only
require security against Simple Power Analysis (SPA). The latter is natively
obtained thanks to parallelism in hardware.

We conclude that if quantitative comparison of the finalists is an interesting
discussion, the main criteria that should guide the NIST in selecting a leakage-
resistant lightweight cryptography standard are qualitative. The limited
relevance of quantitative comparisons at this stage of the competition follows
from two facts. For ciphers that rely on comparable countermeasures (like
Ascon and Romulus-T), the performance gap is limited and predictable from
simple proxies such as the number of and gates or the latency per round of
execution. For ciphers that rely on different countermeasures (like ISAP), we
currently lack tools that would allow a definitive comparison.
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Introduction

At the Information Age and in a world that is constantly seeking technolog-
ical improvements, there are many emerging applications where numerous
constrained devices interact with each other. These new fields include, but
are not limited to : the internet of things, the smart grid, digital control
systems, etc.

Securing communications in these applications often wears strategic im-
portance, with sensitive datas being transmitted about crucial sectors such
as about critical sectors such as energy, medicine or logistics, medical. In
the same time ressource allocation for cryptographic functionnality is usually
more scarce than for desktop or servers eventhough the environment is more
hostile since physical acces is usually easy to such devices.

For all these reasons, NIST has launched a competition to design a new
standard optimised for these constraints. In this optimization corner, NIST
wants to find the best compromise between performance and cost [37]. They
claim to consider the safety of the candidate as their primary argument.
Afterwards they look at performance and finally consider other criteria such
as certain attacks specific to the lightweight universe and among them, physical
attacks. Their competition has now gone through two rounds and the ten
finalists are known, with their final choice expected in December 2022.

Motivation In order to have a clear view on the proposed algorithms, an
extensive hardware and software benchmarking exercise was carried out [29].
This initiative in conjunction with cryptanalysis results from the scientific
community should allow some answers to the security and performance
achievable by the candidates.

However, such benchmarking is a complex task and the results are often
debated: which metrics are relevant? why consider this design choice? on
which platform to develop the applications? Add to this the side-channel
resistance criterion for the task to become colossal [17].

This led us to ask the following question: which candidates present
interesting properties in relation to side-channel security and how can we
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provide a fair comparison between the most promising candidates?

Contribution of the thesis We will answer this question twofold. At
first, we give a high-level analysis of the candidates by analyzing the mode
of operation from the framework of [10]. We observe that a binary classifi-
cation allows discriminating between candidates offering mode-level counter-
measures (namely Ascon, ISAP and Romulus-T) and candidates requiring
implementation-level masking. The first set of candidates allows for optimized
implementation through leveling: the use of highly protected primitive and
unprotected primitive in concert to take the best of both worlds.

As a follow-up to this work, we will implement the primitives, they are
the permutation Ascon and the tweakable block cipher Skinny. We perform
protected implementation with the help of a state of the art masking scheme
that provides jointly resistance against physical defaults and composability
[14]. We observe that classical digital electronic method such as serialisation
can be applied to provide interesting results such as : reduction by a factor four
of the number of and gates, reduction of a third in randomness consumption
without additional cost, we even observe that our implementation takes half
as much latency as the one announced by the designers [28].

These primitives will be used in the design of the proposed cryptographic
modes. The purpose of these implementations is to allow a quantitative
discussion of the results obtained and the performance of the algorithms.
However, the results correspond to our expectations and we wonder if our
efforts are not in vain? Wouldn’t it be more useful to discuss some qualitative
points in order to avoid an arduous design task, to avoid design artefacts
and to provide an argued discussion whose conclusions are close to synthesis
results ?

Structure of the thesis Chapter 1 is backing all the concepts that will
follow. From black box cryptography to leakage-resilient cryptography, we
will detail all what the reader needs to know to fully grasp the content of
our work. Chapter 2 takes ten out of eleven of the proposed candidates
to propose a leakage resilient analysis of them. Chapter 3 will takes the
two primitives allowing for implementing the three more resilient mode and
implement them with and without protection. Chapter 4 is a description of
the mode implementation and a discussion on the result, we will conclude on
a discussion on proxies.



Chapter 1

Background

In this chapter, we tackle the task of presenting the concepts required to
ensure an understanding of the work done during this year. We build step by
step the definitions of cryptographic primitives (permutation, block cipher,
etc.) then we assemble them to detail the modes of operation.

Based on these definitions we then add a new aspect to them by considering
that concrete primitives implementation can offer information about the
manipulated variables. We detail two famous attacks based on this leakage,
which allows the reader to have a good understanding of the subject as well
as an intuition of a famous countermeasure: masking.

We conclude this section by bridging both worlds through a framework for
leakage resilient analysis of Authenticated Encryption schemes. By following
the work of [10] we will be able to draw some definitions that will latter allow
us to see caracteristics of the modes as well as their assets in term of security.

1.1 Symmetric cryptography in the black box

model

In order to provide readability, we will use the convention described in
Figure 1.1 in the denomination of cryptographic primitives. S denotes the
input state while the output is written p(S) with p being the concerned
primitive.

3
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the use of a tweak that is

not represented.

Figure 1.1: Primitives representation

1.1.1 Primitives

Cryptographic permutation

A cryptographic permutation is a one to one mapping : π : {0, 1}s → {0, 1}s
which must be efficiently computable, as much for π as for π−1, its inverse.
This means that there exists an algorithm in polynomial time with respect to
the parameter s which calculates π (respectively π−1). It directly follows that
a permutation per se does not incorporate any notion of security, knowing
the input or output anyone can go backward or forward in the state.

The required properties are the following :

• Bijectivity : for any π ∈ Π, π is a bijection over F∗2(it directly follows
for π−1).

• Efficient computation : for any π ∈ Π and its inverse π−1, π (resp. π−1)
can be evaluated in polynomial-time in the size of its inputs.

Block cipher

A block cipher is defined as a family of permutations. By choosing a per-
mutation from among all those possible and keeping this choice secret, it is
possible to transform a message into a secret vector.

Since that proposition is based on the previously introduced permutation,
a block cipher inherits of the permutation’s properties. Of course the security
proposition we did is fully heuristic and is not theoretically satisfactory. Usual
design translates ”π is secretely choosen” by the selection of a secret key1 :

1Hence the name secret key cryptography or symmetric cryptography, from the fact that
the common secret is known by both party.
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k
$←− {0, 1}k and indexing the permutation selection through that key selection,

given a keyed permutation, F : {0, 1}s × {0, 1}k → {0, 1}s. A usual security
notion is the one of strong pseudorandom permutation :

Definition 1.1.1 (Strong PRF). (from [27]) Let F : {0, 1}∗ × {0, 1}∗ →
{0, 1}∗ be an efficient, keyed permutation. F is a strong pseudorandom permu-
tation if for all probabilistic polynomial-time dinstinguishers D, there exists a
negligible function negl such that :

|Pr[DFk(·),F−1
k (·)(1n) = 1]− Pr[Df(·),f−1(·)(1n) = 1] ≤ negl(n) (1.1)

where the first probability is taken over uniform choice of k ∈ {0, 1}n and
the randomness of D, and the second probability is taken over uniform choice
of f ∈ Permn, and the randomness of D.

Intuitively that definition instructs that since a keyed permutation is not
distinguishable from a random permutation, we cannot build any link between
its input and its output or recover the secret selection of the key.

A block cipher is a computationally secure instance of a pseudo random
permutation as we previously described and can be written :

F : {0, 1}k × {0, 1}s → {0, 1}s (1.2)

where it operates in polynomial time with respect to the parameters s and k
while its security is exponential with respect to the security parameter k.

Substitution Permutation Network

Since we are looking for a bijection set, we could store all of them as a lookup
table, select one according to the key and use the table taking input from
{0, 1}s and outputing in {0, 1}s. This proposition requires to store an array
of n · 2n · 2s bits, which is highly inefficient and unrealistic.

A common design to ensure security and feasability properties is the
Substitution Permutation Network. It consists of the following layers and is
represent in Figure 1.2.

• Key addition layer : a key is incorporated in the design through certain
operations (here a XOR). It allows to secretly move from one permutation
to another, one bit change in the key will cascade in the following layers
and through their properties totally change the output.

• Substitution layer : a smaller bijection than the full state is chosen
and applied in parallel to the entire state. According to the confusion
diffusion paradigm [41], that layer creates the confusion.
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Linear diffusion layer

SBOX

SBOX

SBOX

SBOX

SBOX

SBOX

SBOX

SBOX

k1

k2

Figure 1.2: Two rounds of a toy SPN

• Linear diffusion layer : linear operations are applied to tie the modifi-
cations of the previous layers and spread them on the full state. It is
commonly made of bit shuffles and XOR. That layer is responsible for
the diffusion.

Tweakable block cipher

A tweakable block cipher is an instance of a block cipher with an additional
input, the tweak. The tweak has the same effect as the key but is public:

F : {0, 1}k × {0, 1}t × {0, 1}s → {0, 1}s (1.3)

The advantage brought by this vector is the variability [31]. Changing the
tweak brings another family of permutation and must be inexpensive, while a
key change can be costly. The block cipher must remain secure even in the
presence of an adversary who can control the tweak.

Another interesting point of tweakable block cipher is the theoretical
framework existing in litterature.

1.1.2 Mode

Authenticated encryption

So far we have established primitives working on {0, 1}s only the practical use
of a cryptographic system often involves working with entries of indeterminate
size (which we will denote {0, 1}∗) and guaranteeing more complex security
definitions.
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In order to deal with this situation it is common to assemble primitives
in the form of a mode. It is a three-tuple Π = (KGen,Enc,Dec) being a
private-key encryption scheme. If it satisfies the following 3 properties, we
can qualify it as an Authenticated Encryption scheme :

Definition 1.1.2 (Correctness). The encryption and decryption functions
are inverses of each other:

c = Enck(m)⇔ m = Deck(c)

This property is essentially guaranteed by the fact that the mode is often
constituted by an assembly of bijections, itself forming a larger bijection.

Definition 1.1.3 (Confidentiality). A private-key encryption scheme Π
has indistinguishable encryptions (as defined in algorithm 1.1) under a chosen-
ciphertext attack if for all probabilistic polynomial-time adversaries A there is
a negligible function negl(n) such that :

Pr
[
PrivKcca

A,Π(n) = 1
]
≤ 1

2
+ negl(n)

Which can be informally understood as follows : no one can tell two
plaintexts apart by looking at their ciphertext

Definition 1.1.4 (Integrity). A private-key encryption scheme Π is un-
forgeable (see algorithm 1.2) if for all probabilistic polynomial-time adversaries
A, there is a negligible function negl(n) such that :

Pr
[
Enc− ForgeA,Π(n)

]
= 1 ≤ negl(n)

Which can be informally understood as follows : no one can forge a valid C.

Algorithm 1.1: CCA indistinguishability experiment (PrivKcca
A,Π(n))

1: Run KGen(1n) : K
$←− K

2: Adversary A is given input 1n and access to the oracle Enck(.) and
decK(.). It outputs a pair of messages M0, M1 with same length.

3: A bit is uniformly drawn b
$←− {0, 1} and a ciphertext c← EncK(Mb) is

computed and given to A.
4: A has access to the oracles EncK(.) and DecK(.), but cannot query on

the challenge. A outputs a bit b′.
5: The output of the experiment is defined to be 1 if b′ = b and 0 otherwise.
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Algorithm 1.2: Unforgeable encryption experiment
(Enc− ForgeA,Π(n))

1: Run KGen(1n) : K
$←− K

2: Adversary A is given input 1n and access to the oracle EncK(.). A
outputs c

3: Let M ← DecK(C) and let Q denote the set of all queries that A asked
to the oracle. The output of the experiment is 1 if and only if M 6=⊥
and M /∈ Q

Authenticated encryption with associated data

With the development of the internet and the increasing exchange of data, it
can be useful to transmit non-sensitive information that is still authenticated.
In practice this means that the ciphertext will be calculated according to
the associated datas but can be transmitted without being encrypted. Typi-
cally in the case of embedded device connections, a header can be useful to
limit computational costs while transmitting information contributing to the
authenticity of the protocol such as timing values, positions, protocols etc.

It is a tedious tasj to present a formal reduction of the security of an
AEAD to that of its corresponding AE as the designs are varied and involve
complex proofs. Yet this can be done [40] but is not really practical.

We take the option of analysing the security of the AE, so we can conclude
that by compromising the AE we are also attacking the AEAD because
the level of security is not positively impacted by the addition of the Ads.
However, by failing to compromise the EA, we will not be able to say that
the AEAD is also secure.

1.2 Leakage of the primitives

1.2.1 A general introduction to side-channel attacks

So far, we have considered cryptographic systems as mathematical abstractions
allowing to express the security notions to be satisfied. These properties
are necessary but not sufficient conditions to guarantee the security of the
considered system.

Indeed, an adversary tired of playing our security games could use his
ears [1], a laser [43] or more classically an oscilloscope [30] to break down
the scheme. Indeed, exploiting various physical emanations of the system
implementing the cryptographic function can compromise internal values and
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ActivePassive

Invasive

Non-invasive

Circuit
modification

Fault injection

Probing attack

Power analysis

Figure 1.3: A common classification of auxiliary channel attacks: the
horizontal axis represents the need to actively interact with the device.

On the vertical axis we find the need to probe in the functionality.

in some cases the security of the system. The nature of these attacks makes
it a rich field that exploits a wide variety of techniques and medium.

Physical attacks exploit a link between a sensitive variable and information
leaked through different propagation media. This information will be referred
to as ”physical leakage”. This denomination has the advantage of abstracting
the cause of the attack from its environment, note that we keep it at an
informal and quantitative level but some work has been to quantify this
physical leakage [6].

As represented in Figure 1.3, we can fin a wide range range of attacks
: attacks analysing the power consumed by the application, the calculation
time, the electromagnetic emissions or the noise emitted, directly probing
the key bus, etc. In this work, we are particularly interested in hardware
implementations of the candidates presented to NIST. Therefore, some attacks
may not apply (timing attacks), some are unavoidable (probing attacks) and
some are likely to be exploited while countermeasures are possible. In this
last category we find the power analysis attacks which constitute a dangerous
threat because they are non-invasive, do not require ’exceptional’ equipment
and are relatively simple to implement 2.

2All these arguments are of course qualitative, but we consider that a 2,000$ os-
cilloscope and an engineer using SCALib (Side-Channel Analysis Library, which is an
open-source library that provides all the tools needed to run some attacks, hosted at
https://github.com/simple-crypto/SCALib) constitute a realistic threat in the deployment
environment targeted by LWC22.
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Simple Power Analysis in an idealized setup

The attack we present here is an oversimplified version of an existing attack
against AES [32]. A first simplification we make is not to consider key
scheduling in AES (so the xoring key will always take the same key as input).
Our second simplification is to consider the leakage function as leaking in
full the manipulated values : L1(p(v)) = v. Our last simplification will be to
assume that our attacks take place on the SPN of Figure 1.2 instead of AES
and that is it executing its operation on a 4 bits width (therefore making key
xoring of 4 bits one after another, one SBOX at a time, etc.).

Algorithm 1.3: Attack on Figure 1.2 with L1

1: Run K
$←− {0, 1}k,M $←− {0, 1}m and run SPN(M,K)

2: Get (C, L1) from execution
3: Isolate L1′(S(M ⊕K)) = S(M ⊕K) the first SBOX output
4: Compute k = S−1(S(M ⊕K))⊕M

Our attack is described in algorithm 1.3, it consists in recovering the
intermediate value after the first SBOX, invert that operation to xor the
value with the message. That final computation is the key. One can feel that
it is really powerfull to recover the key through the observation of a single
execution.

Simple power analysis

The previous relaxtion on the leakage function is a bit simplistic, in reality no
physical implementation leaks on the exact value of the variables. Firstly, it
is more likely to observe algorithmic noise that does not allow the exact value
to be recovered, but L1(p(m, v)) = (m, v) + n. Secondly, leakage represents a
link between a physical function and the manipulated variable and a hardware
implementation works on F∗2where our variables are in base 10.

For these two reasons it is more consistent to assume leakage in haming
weight : L2(p(V,K)) = HW(p(V,K)). One can already sense that an attack
gets harder to implement however it is still possible(algorithm 1.4).

This attack consists in a divide and conquier since it aims at a single key
xoring which happens on a subspace way smaller that the whole key space.
That subspace is observed through the leakage, since we get the hamming
of the operations : V ⊕K. We know V for the first round since it is M and
V ⊕K for the last round since it is C.
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Algorithm 1.4: Attack on Figure 1.2 with L2

1: Run K
$←− {0, 1}k,M $←− {0, 1}m and run SPN(M,K)

2: Get (C, L2) from execution
3: Isolate points of interest in time : L2 when V ⊕K are computed.
4: Collect the points of interest in a vector of 11 rounds times 16 hamming

weight.
5: Compute a set of possible keys : K′ << {0, 1}k discriminated over the

Hamming Weight.
6: Iterate on that small subspace K′ untill the key trial yields C.
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Figure 1.4: SPA leakage and data complexity across rounds
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Differential Power Analysis in an idealized setup

The discussion in an idealized setup is rather simple. Assuming the same
leakage function as L2, a differential setup allows the user to control the
message input. Therefore one can observe HW(M ⊕K) for any user selected
M , leading to an easy space reduction.

Differential Power Analysis in a practical setup

A more common implementation of the DPA is the following [30], which has
more tolerance to noise. We denote by V an intermediate value inside of the
SPN.

1. Isolate points of interest in time

2. Obtain the leakage for different plaintexts under the same key

3. Compute the intermediate value : SBOX(V ⊕ K) and model it with
Hamming Weight : HW(SBOX(V ⊕ K)).

4. Perform a classification iterating on each key byte for one point of
interest:

(a) Determine some Hamming Weight threshold, ideally in between
the biggest and the smallest Hamming Weight observed.

(b) From the model, classify the observed leakage between above and
below the threshold.

5. For each of the key possible value compute the difference of mean of
the two sets. We can be in two situation :

(a) Wrong key value : in that situation we misclassify all leakage value
with p = 1

2
. Therefore it is likely that the mean of both sets will

be close

(b) Correct key value : in that sitation we manage to correctly classify
the leakages, the set above threshold is indeed consuming more
that the one below threshold. This is due to correlation between
the modelized set and the physical one. Concretely we observe a
bigger difference of mean.

From practical result we observe that the model characterization, the
point of interest selection and the distinguishing criteria are key elements for
the success of the attack. Indeed these 3 parameters ensure a good statistical
correlation and in the end a correct classification.
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Figure 1.5: Template attack : the upper figure represents the offline
phase where an advesary will model the leakage of the functionnality

while having full access to the parameters. The bottom figure
represents the online phase where being exposed to an unknown key k,

the adversary performs statistics to compute his best guess k′

Differential Power Analysis with profiling

In a real scenario it is interesting to note that these elements can be improved
and lead to a more realistic adversary. This ’template’ attack consists of a
characterisation of the physical leakage function for all possible subkey values.
This modelling replaces the Hamming Weight model by another function,
typically a Gaussian curve Figure 1.4. The statistical test used can also be
improved to use Bayes, multivariate or higher order statistics. We model this
adversary generically as having access to the inputs of f and to the leakage
(upper part of Figure 1.5), he can model the functionnality behaviour to
confront it with the leakage of an unknown key during the online phase (lower
part of Figure 1.5).

An interesting result of these template attacks comes from their analysis
through the information theory spectrum. First it is shown that DPAs are
equivalent to each other under certain conditions, another result shows that
template attacks are the most powerful attack possible in the sense of the
information theory [33]. This last result is interesting for the protection of a
circuit, it implies that separating the statistical orders of the physical leakage
from the model characterizing it allows to protect a circuit against attacks by
power analysis.
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Figure 1.6: Same functionality CL in unmasked setting and masked
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decomposition

1.2.2 Countermeasures against side-channel attacks

Intuition behind masking

We have seen previously that in order to perform a power analysis on a
physical system handling sensitive data it is necessary to establish a link
between statistical moments. A logical countermeasure is to break this link
between the model and the modelled statistical moment, hence all differences
of mean for any keys become close to zero.

A common proposal is called Boolean masking [44], it consists in dividing
a value s into a randomized sharing (s0, . . . , sd−1) such that s = s0⊕· · ·⊕sd−1.
In the case where d = 2 and assuming that the decomposition of s is the
result of a uniform and perfectly independent draw, we can observe that the
mean vector of the Boolean representation of s is

(
1
2
, 1

2

)
whatever the value

of s.

We can notice, however, that the variance of these two distributions (in
the cases s = 1 and s = 0) is not the same. An adversary could use the
second-order statistical moment to classify s and perform attacks on the
protected system at order one. This attack is powerful and can be generalised
to all statistical orders, so the need for a generic masking scheme for all orders
is clear.

Implementation of masking

It has been proven that under noisy condition, masking is a sound countermea-
sure against leakage [23]. A first path is to make analysis on a cryptographic
function fully masked, make reduction and allow for a theoretic proof in
some given model [38]. Finally we obtain some probably secure cryptographic



1.2. LEAKAGE OF THE PRIMITIVES 15

function such as [39]. While this work is tedious and the model can diverge
from reality [36], verification of such a work is a computationally expensive
task.

Another reasoning for constructing a secure circuit that is easily verifiable
is to compose it of small secure circuits (gadgets) and to guarantee that a
composition of such gadgets is itself secure [5]. Thus the masking of a given
functionnality can be defined as a set of small transforms rather than a large
composition requiring costly verifications.

Explicitely : we represent a circuit as a directed acyclic graph, each
node represents an operation and each edge a wire. A hidden circuit is the
result of a mapping from this initial graph to a graph implementing the same
functionality through different gadgets. These gadgets aim to guarantee the
leakage resistance of the global circuit and can be formally defined, we can
see on Figure 1.6 that some requires randomness usage $ and all of them
works on shares.

We define here these submappings in the case of linear and non-linear
gadgets.

Masking linear gadgets

Any linear gadget can be implemented trivially by applying the function
on each share: zi,∗ = f(xi,∗, yi,∗) for i = (0, . . . , d − 1). Note that a binary
inverter (NOT) can be optimized in the following manner : y0,∗ = v0,∗, keeping
the correctness and reducing complexity.

Masking non-linear gadget
Although linear gadgets are easily transposed to a secure circuit, it is more
difficult to secure a AND gate. This can be shown through a decomposition
in cofactor of the binary multiplication (represented in the black part of
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Equation 1.2.2).

c =


c1

...

cd−1

cd

 =


a1b1 . . . a1bd−1 a1bd

...
. . .

...
...

ad−1b1 . . . ad−1bd−1 ad−1bd

adb1 . . . adbd−1 adbd



+


0 . . . r1,d−1 r1,d

...
. . .

...
...

−rd−1,1 . . . 0 rd−1,d

−rd,1 . . . −rd,d−1 0

 (1.4)

The simple fact of probing ci for i ∈ {0, . . . , d} allows to observe directly
the sensitive variable b, indeed: ci = a1 × b = 1 =⇒ b = 1 and ai = 1. In
order to avoid this inconvenience while maintaining the accuracy of the gadget
it is necessary to ”refresh” the shares. The ri,j have the effect of removing
the previous bias provided they are drawn uniformly and independently.

Indeed, if there is a correlation between one or more shares, then finding
one share corresponds to finding several. From then on, the construction
presented is no longer (d-1)-probing secure but (d-i)-probing secure. This
constitutes a first challenge in the construction of a masked AND gate: limit
its cost in randomness.

Glitches impact

A glitch in digital electronics is defined as the erroneous value(s) that a
signal takes before stabilising at its correct value. This effect comes from
different calculation times within the combinatorial logic. This effect can play
havoc with classic masking schemes and requires special treatment.

We recall from the paragraph 1.2.1 where we concluded that a DPA
consists in exploiting the statistical link between a theoretical value and a
physical execution. The practical implementation of a AND gate allows us to
easily understand the link that a glitch can create between an input or output
value of the gate and its energy consumption.

On the Figure 1.7 we represent a circuit that is likely to be compromised
because of glitches. We write the signals with glitch G and the signals without
glitch GF. Firstly, in the case without glitch we know that DPA security
is maintained because we observe on average the same energy consumption
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Figure 1.8: Glitch on
AND gate

whatever the sensitive values entered in the masked function (in all cases
of input signal changes, we observe a single transition E0→1 or E1→0) or no
transitions.

In the case that takes glitches into account (and models more credibly the
physical situation of a CMOS implementation), we can see that the signals
are delayed by the combinational logic calculation. Depending on the input
signals of the CL block, the outputs a and b will change more or less times
and the changes on the output q will be different. It can therefore be seen
that there is a link between the changes of state (which are energy consuming)
and the sensitive input values.

For example, if the b value stabilised directly at 0 we would not observe
any changes on q whereas with a delay we observe slippage on InG

A. This
asymmetry in energy consumption then allows us to set up a CCA.

In [34] it is shown that the trivial linear function implementation is
resistant to glitches. To prevent the non-linear parts from being attacked, it
is proposed to switch from a CMOS implementation to another style that
is not sensitive to glitches (pumped). However, this solution creates a lower
performance than a fully CMOS designed circuit.

A glitch-resistant higher-order masking scheme : HPC2

A solution proposed by [15] to tackle the issues of glitch default and
providing higher-order is to implement each share of an AND gate as described
in Figure 1.9. This solution allows to limit the costs in randomness, ensures
the glitch resistance and is composable. This essentially means that an HPC2
gadget composition maintains the security claims of the individual gadget.

In this work we will implement all non-linear functions with an HPC2
gadget and all linear functions trivially.
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Figure 1.9: HPC2 implementation of AND gate

Gate GE cost Gate GE cost

INV 0.5 XOR 4

NOR 1 MUX 4

NAND 1 REG 6

AND 1.5

Table 1.1: Gate equivalent cost of standard gates

On the gate equivalent cost of the gates

Masking as we have presented it implies multiplying the gates tenfold
according to the masking order (d) and their cost therefore increases in O(d).
For the gand gates which are now represented by HPC2 gates, we observe an
overhead whose cost is in O(d2) (see Figure 1.10b).

This dynamic is interesting: an SBOX design requires a certain number
of AND gates in order to satisfy certain security properties [35], these are less
expensive than XOR gates (see Table 1.1) and therefore designers might be
more inclined to use them. However, the above reasoning illustrates the high
cost of masking them and the interest of using XOR gates.

Full Verification

Another contribution made by [15] is an automatic verification tool called
”Full Verification”. It takes a netlist as input and simulates it with a test
bench. The software performs logic checks on the execution of the simulated
circuit in order to verify that the composition rules are properly applied.

All the masked primitives that we propose are ”full-verified” with the
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Figure 1.10: Gate equivalent cost of usual masked gates

proposed software 3.

1.3 Leakage of the modes

At this point we introduced the objective of the competition, i.e. to design an
AEAD optimized for constrained systems, after which we presented a class of
power analysis attacks and a way to prevent them. It seems important to us
to link these concepts thanks to a leakage-resilient mode analysis.

The approach we take in our analysis is to provide necessary but not
sufficient conditions to maintain the security of a circuit. More simply, if it is
possible to mount an attack against a mode then it is not considered secure.
We would then raise the security level of the primitives requiring it in order
for the mode to reach the desired security.

To provide accurate definition we define here the security properties that
are expected on the mode. Afterwards we will define the security game on a
primitive in order to formalize DPA and SPA protections.

Security properties of an AE

We define integrity with leakage of an AE in the same manner as [10].
Essentially we build around the definition of unforgeability but with different
adversarial acces. Adversary observes a number of request (encrypion and
decryption) as well as the corresponding leakage of these operations. If
any adversary fail in the algorithm 1.2 while being provided leakage, the
implementation is considered secure.

3Which is available here : https://github.com/cassiersg/fullverif
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We introduce some subtleties regarding the accesses the adversary has. If
the adversary has full control over the nonce (nonce misuse scenario) we will
denote this with a M variable, succeeding in scenarios with full nonce control
is called ”misuse resistance”.

The adversary may also have access to the leaking device only in the
encryption or decryption phases. In this case, we will score 1 for access to
the simple encryption and 2 for access to both phases. The scenario where
the adversary has access to the leakage in encryption without nonce misuse is
denoted CIL1, with nonce misuse and decryption is CIML2, etc.

Confidentiality with leakage of an AE ([10]) can be summed up as playing
the algorithm 1.1 on Chosen Ciphertext Attack while being provided leakage.

We introduce a new variation in the game, considering nonce misuse will
only be made in nonce resilient setup. This means that the nonce can be
reused during offline phase but for the challenge query the nonce must be
fresh. We denote for example the confidentiality with leakage in encryption
and misuse resilience : CCAmL1.

That relaxation is necessary since in nonce resistant setup an adversary
could generate the same bit stream, take two different messages generating
different power consumption and operate a difference of mean. This attack is
powerfull since any point of the leakage trace is containing information, we
call this setup ”message comparison” and do not aim at tackling this issue.

Security properties of the primitive

We now consider intuitively the security of the implementation of a
primitive. We model the primitives P as functions taking as input some
input data x ∈ X and some secret data s ∈ S, and outputting y ∈ Y. The

computation of P produces the leakage l
$←− LP(·,·). Some primitives we will

consider are block ciphers (with, e.g., the key as s, the input as x and the
output as y), permutations (with, e.g., in a sponge construction the rate as x
and the capacity as s or a simple XOR operation (with x and s as the two
inputs).

We say that P is (D, k)-leakage-resistant if Pr
[

LKRD,kA (P) = 1
]

is small

for any A4. We are interested in three particular cases: the simple power
analysis (SPA), the SPA with averaging (avSPA) and the differential power
analysis (DPA). For an SPA attack, D is the uniform distribution over X and

4We do not give concrete bounds in this paper, although for most of the modes we

study, the security of the mode is bounded by bPr
[
LKRD,k = 1

]
where b is the number of

primitive evaluations in the mode for which the considered attack can be mounted.



1.3. LEAKAGE OF THE MODES 21

Algorithm 1.5: Key recovery with leakage (LKR) security game

1: A is given oracle access to LP(·,·)

2: s
$←− S

3: xi
D←− X for i = 1, . . . , k

4: Send
(
xi,P(xi, s), LP(xi,s)

)
i∈{1,...,k} to A. . Variation: do not send xi

and/or P(xi, s).
5: A outputs s′.
6: Define LKRD,kA (P) := 1 iff s = s′.

k = η, where η is a (typically small) constant which does not depend on the
number of AEAD computations or AEAD message size. This is the weakest
attack, and protecting against it does typically not require very expensive
countermeasures. The weakly protected part of a leveled implementation is
typically robust to SPA.

The avSPA is a variant of the SPA where the adversary can observe many
leakage traces for each input value. Formally, D is the uniform distribution
over a subset of X of size η, and k � η (typically k is bounded by the number
of AEAD computations or message size). In such an attack, the adversary
can average the leakage trace of multiple computations for the same input,
thereby defeating countermeasures based on input-independent (e.g. physical)
noise.

Finally for the DPA, D is uniform over X and k is a large value (typically
k is bounded by the number of AEAD computations or message size). This
is the most powerful attack we consider, and protecting against it requires
expensive countermeasures. This corresponds to the high-security part of
leveled implementations.
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Chapter 2

Analysis of the candidates

In this section, we propose to analyze each candidate according to the frame-
work given in [10]. Since they are nine candidates, we will adopt the following
structure to preserve readability: the main candidate will be discussed for
each grade, and through them, we will highlight the interesting cryptographic
features. The others algorithm will also be analyzed but the figures are de-
tailed in Appendix A. The reader is not yet familiar with the grade notation
but each of them will be described before analyzes are conducted.

Our analyses consist in describing the mode to ensure good understanding,
whereupon we decompose the mode according to [10], integrity analyze follows
these clarifications and we close the discussion on confidentiality requirements.

We finally advise our reader that he will find a summary table of our
analysis in Appendix B.

2.1 Grade 0

The grade 0 candidates do not provide mode-level security against leakage,
due to the constant manipulation of the long-term key in the primitives. As a
result, all the primitives require protection if side-channel resistance is desired.

2.1.1 Romulus-N

Description Romulus-N [45] is using a block cipher in the COFB mode [16]
with the particularity that it is TBC-based (see Figure 2.1). The tweakable
block cipher in use is similar for all Romulus variants and is Skinny-128-384+.
The flow of encryption alternates between the ρ function to incorporate
the message while generating ciphertext chunks and block cipher round to
maintain the flow security. The function ρ is made of xor operations and bits

23
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Ẽ

N

ρ

M [2]

C[2]

Ẽ
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Figure 2.2: Decomposition of Romulus-N

shifting. Such operations does not offer any protection against side-channel
attacks. The TBC is feeded with the long term key without any key evolution.

Decomposition From now on and for all subsequent candidates, we will
propose a decomposition following [10], it considers 3 parts in the mode : a
key generation function (KGF) that derive a vector from the long term key, a
bulk to process the message and create the ciphertext and a tag generation
function (TGF) to compute the final value ensuring authenticity.

Our decomposition is indicated on the Figure 2.2, we observe that the
KDF consists in the unity function since the long term-key is used for each
primitive instance. The bulk processing is made of the successive calls to
Skinny and the ρ function. To conclude the stream, a last call to the tweakable
block cipher is made to generate the tag, this is the TGF.

Integrity We can observe that the tweakable block cipher uses the long-term
key along with the nonce and taking for input ρ(m). A general remark stands
: the manipulation of secret value along with public input is a setup leading
to DPA attacks. Additionally from the composition of the ρ function, the
input and output value of the TBC can be known, simplifying the adversary’s
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Figure 2.4: Confidentiality of Romulus-N : CCAmL1 - CCAmL2

task.
The tag generation also makes use of the TBC in the same setting than

the message processing part, therefore the full mode requires DPA-protection
countermeasures. This discussion stands for integrity (CIL1, CIML1 and
CIML2) and confidentiality (CCAL1, CCAmL1 and CCAmL2) since the first
leakage resistance feature (CIL1) already requires a full-protected mode.

Confidentiality It is an obvious statement that the key must remain
protected so we encompass here at least the same security level than for
integrity. Additionnaly we can observe that without any nonce misuse, the
bulk processing require SPA protection since it sees a fresh state at all
encryption. In case of nonce misuse it is possible to attack the ρ function to
caracterise the message.

2.1.2 Other algorithms

We denote here the algorithms that offer the same security guarantees as
Romulus-N. They do not provide any protected key scheduling and requires
full DPA protection on all the primitive’s instantiations.

• GIFT-COFB [3]:

Description It operates in the same fashion as Romulus-N by itera-
tion on a primitive, a difference is the use of a block cipher instead of
a tweakable block cipher. Another feature is the extraction of 64 bits
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from the first encryption which is reincorporated in the design after the
message absorption.

Security : In the bulk of encryption, the state depends on both the
message and the nonce, implying that performing a DPA is possible.
The generation of the L value also needs to be protected : if recovered
it leads to tag forgery in the following form : for two identical length
encryption, one may change the last block of the first message such that
the tag is equal to the tag of the second message. Since L is manipulated
independantly of any public input, one can at best perform an SPA.
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Figure 2.5: Decomposition of Gift-Cofb

• Tiny Jambu [47] :

Description TinyJambu is based on a keyed permutation (see Fig-
ure 2.6) This permutation is first used with input 0 to initialize a 128-bit
state, which is then updated byalternating a XOR of 32-bit of nonce in
the state and an application of the keyed permutation. The plaintext
is then processed in blocks of 32-bit, alternating with a permutation.
The processing of a plaintext block consists in updating 32 bits of the
state by XORing them to the plaintext, and generating a ciphertext
block as the XOR between 32 other bits of the state and the plaintext.
Finally, the 64-bit tag is generated two repetitions of the application of
the keyed permutation to the state followed by the output of 32 bits of
state.

Security Since the permutations manipulate the key along with ma-
nipulable inputs, they have to be protected against DPA. The first two
permutations are exceptions and can only be avSPA-secure since they
are not subject to such control from the adversary in the form of nonce
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or message input. The reader can grasp the idea in ??. In addition
to this, the state update with the plaintext has to be protected in the
CIML1 and CIML2 settings, since knowing this state would allow to
control it through the plaintext, and reduce the state collision attack to
a 96 bit space (hence complexity of 248 to find a collision).

Under confidentialy attack, all manipulatons of the plaintext have to
be protected : SPA security under CCAL1 and CCAmL1 and DPA
security for CCAmL2 scenario. This sums up in full DPA-protection on
the bulk processing, SPA-av on the key generation and full protection
for the tag generation.
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Figure 2.6: Decomposition of Tiny Jambu

• Elephant [13] :

Description The Elephant AEAD (Figure 2.7) is based on a 160-bit
permutation π. It derives two keystreams ((Ke

i )i for encryption, (Ka
i )i

for authentication) using first one π call, then using LFSRs. Theses
keystreams depend only on the long-term key. This KGF is thus constant
for all messages (except fo its length which depends on the message
length) and therefore it is subject to an avSPA (and not to a DPA since
it is constant). Furthremore, due to the invertibility of the LFSRs and
of π, the long-term key can be trivially recovered from any key from a
keystrem.

Next, for each message block Mi, a ciphertext block Ci is computed
as Ci = Mi ⊕Ke

i ⊕ π(N ⊕Ke
i ) and a block tag is computed as Ti =
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Ka
i ⊕π(Ci⊕Ka

i ). By changing the nonce, a DPA exploiting the leakage
of the XORs and π can be mounted to recover the key Ke

i or Ka
i .

Finally, the tag is computed from the XOR of the nonce and all the
Ti’s. This value is then processed by a key-dependent function, which
is thus subject to a DPA by varying the nonce.

Security In all the considered security models (from CIL1 to CCAmL2),
the DPA against the bulk and TGF can be mounted since they only
require to control the nonce. Furthremore, as discussed previously, the
KDF is always subject the the avSPA, but never to a DPA.
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Figure 2.7: Decomposition of Elephant

2.2 Grade 1

2.2.1 Sparkle, or rekeying using the duplex sponge

Decomposition The bulk of the Sparkle [7] cipher is made of a duplex
sponge [12]. The first permutation is initiated by the concatenation of
the nonce along with the key. Once the permutation is done, the state is
divided between a secret part (the capacity) and a public one (the rate),
the first is directly sent to the next permutation while the second one is
used to generate the ciphertext. That first permutation constitutes the
Key Derivation Function. Afterwards, each block of cipher text is absorbed
between each permutation to regenarate a secret state. The Tag Generation
Function consists in a final permutation that sees its output being xored with
the long term key. The tag is the output truncated on 128 bits.
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Figure 2.8: Decomposition of Sparkle
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Figure 2.10: Sparkle : CIML1 -
CIML2

We can see that the final key xor creates an important security flaw in
the scenario of an adversary recovering the intermediate state. Indeed, since
the tag is public he would be able to recover the key at no further cost.

We observe a new feature from the Sparkle architecture which is rekeying [2]
: the now-called ’long term key’ is used only on few occasion while the bulk
generate from permutation to permutation a secret state that splits up in a
public and private parts. This secret state can be considered as an ephemeral
key and denoted K∗. This vector provides the cryptographic advantage to be
determined by the long term key while being unattackable from the leakage
point of view since it is manipulated in a protected primitive.

Integrity In the CIL1 case, the intermediate state will be observed few
times by the adversary and the latter could set up a SPA against it. The
first and last permutations manipulate the long key with a value known to
the adversary. The final xor manipulates the key to create a public value.
These scenarios can lead to a DPA and these primitives must guard against
this. The required levels of protection are shown in figures Figure 2.9 and
Figure 2.10.
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Figure 2.13: Decomposition of the two others grade 1 candidates

Confidentiality Sparkle confidentiality follows the general point about
message comparison and the trivial need to protect the key. The requirements
are shown in figures Figure 2.11, Figure 2.12.

• Photon-Beetle [4]:

Decomposition PHOTON-Beetle is structured as a duplex sponge,
where the initial state is derived from the nonce and the key (see
Figure 2.13a). The rate part of the sponge state is updated by XORing
blocks of plaintext, and each ciphertext block is derived from a plaintext
block and the rate part of the sponge state using a linear function. The
tag is the rate part of the final sponge state.

Security Leaking any sponge state in full allows both to prolong
the sponge and thus forge a valid tag, and to rewind the sponge to
recover the key, since all sponge state update are invertible. The first
permutation call is always subject to a DPA that allows key recovery
(by changing the nonce). The remaining part of the sponge needs only
SPA protection to achieve CIL1 security, since the output of the first
permutation is unique when nonces are not repeated. In the CIML1
and CIML2 settings, however, the adversary can mount a DPA attack
on the sponge state at any point (using the plaintext or ciphertext).
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Figure 2.14: Decomposition of Ascon

To ensure confidentiality, the update of the rate part of the state and
the computation of the ciphertext have to be protected. Therefore,
in addition to CIL1 countermeasures, CCAL1 security requires SPA
protection of these functions. For CCAmL1, SPA protection of these
plaintext-processing functions is also sufficient, in addition to CIML1
countermeasures. Finally, full DPA protection is required to achieve
CCAmL2 protection, since the adversary may mount DPA everywhere
using the decryption oracle.

• Xoodyak [18] :

Decomposition Xoodyak follows the same framework as Photon, we
observe a striking similarity between the Figure 2.13b and Figure 2.13a.
It is also a duplex sponge with the difference that the initial state is
defined as the null state and is xored with the key and the nonce. The
tag is finally computed with the last permutation call.

Security In term of security the same remarks as for Photon holds.
Any intermediate state recovery would reveal the long term key and
levelled implementation is only possible in misuse respecting settings.
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2.3 Grade 2

2.3.1 Ascon , or the duplex sponge making thoughtful
xor placement

Description The initial sponge state of Ascon [20] is computed by the
KDF, which works as follows: first the key is concatenated with the nonce
and the initialization vector, the permutation is then applied to this state
and the key is finally XORed to the capacity part of this new state. The
bulk of the Ascon cipher is a duplex sponge (see Figure 2.14) where the rate
generates the ciphertext and absorb the plaintext while the capacity ensure
security. The computation of the tag (TGF) starts from the final state of
the sponge. The key is XORed to the capacity part, then the permutation
is applied to the state. Finally, the tag is obtained by XORing the key to
128 bits extracted from the state.

The same remark about rekeying that has been made to Sparkle still holds
for Ascon but in a slightly different flavor on the architecture that lead to an
important difference in security. The first key xoring (in KDF) protects the
long term key by making the last πa not inversible to an adversary having
recovered the intermediate state. On the Tag Generation Function the same
remark holds for the first key xoring. The last one creates integrity for the
tag.

Furthermore, we can see that the KDF and TGF XOR (or input) the key
both at the input and at the output of a permutation, which makes them
similar to an Even-Mansour block cipher [24].

Integrity Both the KDF and TGF are subject to a DPA, as shown in
Figure 2.15. Thanks to the strong KDF and TGF constructions, the sponge
state may leak in full: this does not help in recovering the key, and it is still
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Figure 2.17: Ascon :
CCAmL2

infeasible to find collisions on the sponge state.

Confidentiality In addition to the attacks against CIL1, the adversary
may detect which message is being encrypted in the challenge phase by means
of an SPA on the sponge state. This leads to the protection requirements
highlighted in Figure 2.16.

In the case where decryption leaks are granted to the adversary, it can
query the decryption oracle with slightly modified versions of the challenge
ciphertext to recover part of the sponge state with a DPA. Therefore, DPA
protection is required on all the primitives of the mode (see Figure 2.17).

2.4 Grade 3

2.4.1 ISAP, or the use of a leakage resistant pseudo
random function

Description The ISAP [19] cipher is based on the Encrypth-then-MAC
paradigm [9]. That is, it first encrypts the plaintext using the nonce and the
key, then it produces a tag based on the nonce, the ciphertext and the key
(as depicted in Figure 2.18).

Both encrypt and MAC algorithms use the ISAP re-keying function
(denoted as KGF). This function is a leakage resistant PRF [8] which is based
on a sponge construction. The initial sponge state contains the long-term key,
then the sponge absorbs the input of the re-keying function by chunks of a
single bit. The output of the function is a part of the final sponge state. This
construction makes the function robust to DPA: since after a few permutation
rounds the divide-and-conquier strategy for side-channel attacks does not
work (all the key bits are well-mixed), a side-channel adversary is limited to
attack only a few first permutation calls, at which point only a few bits of
the input have been absorbed. Since these bits can take few distinct values
(2k, where k is the number of such bits, in practice, the side-channel attack is
reduced to an avSPA.)
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Figure 2.18: Decomposition of ISAP

The Encrypt function is a duplex sponge absorbing the plaintext and
outputting the ciphertext whose initial state is the nonce concatenated to the
output of the re-keying function applied to the nonce. The MAC function is
a sponge whose initial state is derived from the nonce and which absorbs the
ciphertext. After ciphertext absorbtion, the rate of the sponge is updated
using the re-keying function and, after a last permutation, the tag is taken as
the rate of the sponge.

Integrity For integrity (see Figure 2.19), the long-term key has to be pro-
tected, hence both calls to the re-keying function must have avSPA protection,
as discussed before. Furthermore, since both re-keying function calls are in-
dependent, the confidentiality of the Encrypt sponge does not have to be
protected, and neither does the state of MAC sponge, since it does not dep-
dent on any secret. The final permutation of the MAC sponge does not need
protection either, as the output of the re-keying function does not enable
long-term key recovery and knowing this part of the state does suffice to find
a collision in the sponge state.
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Figure 2.19: ISAP : CIL1 - CIML1 - CIML2
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Figure 2.20: ISAP : CCAL1 -
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Figure 2.21: ISAP :
CCAmL2

Confidentiality In addition to the integrity countermeasures, the Encryp-
tion sponge has to be protected against SPA to achieve confidentiality (see
Figure 2.20). Indeed, leakage on the message from the Encryption sponge
originates only from the encryption that produces the challenge ciphertext.
Let us assume that the decryption operates in two passes by first checking the
tag, then decrypting the message only if the tag is valid. Then, even leakage
in decryption (CCAmL2) does not allow do get leakage on the plaintext since
the adversary is not able to forge valid ciphertexts, and can thus only get
leakage for the decryption of the challenge ciphertext. The Encryption sponge
therefore needs avSPA countermeasures (see Figure 2.21).
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Tag verification [22] From what we have already explained, one can sense
that the tag verification operation is particularly at risk of leaking crucial
informations. Directly comparing bit per bit the received tag T ∗ with the

correct tag T : T
?
= T ∗ would typically leak on the tag. That scenario usually

accepts many different requests since putting in memory the previous received
value to discard a potential attack is unpractical.

Previous works in the litterature consider the use of a protected (tweakable)
block cipher to compute T ′ = ẼK(T ) and leaking T ′ through the value
comparison does not reveal any information about the original tag.

Such a proposition solves the issue but at the cost of heavy material. What
some authors of ISAP have been proposed is a method to allow the use of
an unprotected primitive in the value comparison. In a simplified way, their
proposition is to compute (T ′, S ′) = π(T, S) with S being a salt that can be
publicly known. By burning the capacity S ′ and performing the comparison
on T ′, even recovering T ′ does not allow to invert π and recover T .

2.4.2 Romulus-T, or security in a convenient theoret-
ical framework

Description Romulus-T [45] is an instantiation of the TEDT mode [11]
with the tweakable block cipher Skinny (see Figure 2.22). The TEDT is based
on the Encrypt-then-MAC technique, where the encryption uses internal
re-keying, and the MAC has an hash-then-Encrypt structure. The long-term
key is used only twice: once to derive the initial value of the encryption
keystream, and once to generate the tag.

Integrity The two Skinny calls that use the long-term key have to be
protected against DPA, and no other leakage countermeasure is required, as
shown in Figure 2.23.

Confidentiality Without any leakage in decryption (CCAL1, CCAmL1),
an adversary could at most observe one leakage trace of a challenge encryption,
therefore protection of the encryption function against SPA (in addition to
ensuring integrity) is enough (see Figure 2.24. If decryption is performed in
two passes (first checking the MAC, then computation of the plaintext only
if the MAC is valid), leakage in decryption (CCAmL2) is of limited interest
to the adversary: since it cannot forge ciphertexts, it may only get leakage of
the decryption of the challenge ciphertext, which allows to mount an avSPA
against the decryption function, as shown in Figure 2.25. We finally remark
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ẼN

K

128

128

ẼN
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that the hash function never needs leakage countermeasures, since it processes
only non-sensitive data.
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Chapter 3

Implementation of the
primitives

The previous chapter has made the reader aware of the need to protect
carefully chosen primitives. Therefore the next logical step is to implement
the permutation Ascon [20] and the tweakable block cipher Skinny [7] in
unmasked and masked setting.

We start by giving the exact specifications of each primitive in order to
make the design explicit. Then we present in detail our unmasked imple-
mentation. Afterwards, the masked version is easily built on the unmasked
implementation. We end this chapter with the presentation and discussion of
our results

The following chapter adopts some convetions for the sake of clarity.
Specifications are given in big-endian convetion (while our implementations are
using the little-endian convention). Figures describing masked and unmasked
designs can be redundant, therefore we will denote in black signals common to
both implementation, in blue randomness and in red the signals that require
masking in protected implementation.

3.1 Skinny : tweakable block cipher

3.1.1 Specifications

Skinny follows a round-based structure in the tweakey framework [26]. Skinny-
128-384+, consists of Skinny with the tweakey size set at 384 bits and 40
rounds (the original design uses 56 rounds).

The Skinny permutation takes for parameters a 128 bits state along with

39
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Figure 3.1: One round of Skinny. Bottom row represents the state
evolution while top row describes the tweak evolution

a tweakey of size 384, decomposed in 3 tweak of 128 bits each. The state or a
single tweak can be represented as an array of 4 bytes on 4 bytes as represented
on Figure 3.1. We write the internal state as ISi,j where i describes the row
and j the column.

Initialization
The cipher receives a plaintext m = m0||m1|| . . . ||m15 and a tweak tk =
tk0||tk1|| . . . ||tk47 to perform the trivial mappings described in Equation 3.1.1
and Equation 3.1.1 to formate the received vectors in the square shape used
in the design.

IS =


m0 m1 m2 m3

m4 m5 m6 m7

m8 m9 m10 m11

m12 m13 m14 m15

 (3.1)

TKi =


tk16·i tk16·i+1 tk16·i+2 tk16·i+3

tk16·i+4 tk16·i+5 tk16·i+6 tk16·i+7

tk16·i+8 tk16·i+9 tk16·i+10 tk16·i+11

tk16·i+12 tk16·i+13 tk16·i+14 tk16·i+15

 (3.2)

Round function
One round of Skinny consists of five operations in the order shown in the
Figure 3.1 : SubCells (SC), AddConstant (AC), AddRoundTweak (ART),

ShiftRows (SR) and finally MixColumns (MC). The tweak evolution is
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depicted on the top row and consists in one permutation PT followed by two
LFSR counts (note that the tweak is used by ART in between the two updates).

• SubCells(SC)
The Skinny’s SBOX (S8) is an 8-bits bijection applied on each cell of
the internal state. It is made of eight NOR and eight XOR operations (as
shown in Figure 3.2). It is interesting to notice that the structure is
made of 4 layers each made of two XOR and two NOR repeated four times.

Figure 3.2: Gate level representation of Skinny’s substitution layer
(S-BOX)

• AddConstant

A 6 bits LFSR is used and incremented at each round, its state is used
to generate round constants. The counter is initialized to 06 and is
updated before being used in the round. Its update function is defined
in Table 3.1.

• AddRoundTweaky

The first and second rows of all tweaky arrays are extracted to be
xored to the internal state according to the array positionning. This
is formally written : ISi,j ⊕ TK1i,j ⊕ TK2i,j ⊕ TK3i,j, ∀i ∈ 0, 1 and
∀j ∈ 0, 1, 2, 3

• ShiftRows

The rows of the cipher are rotated to the right according to the mapping
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Input Update function

Round constant (rc5|rc4|rc3|rc2|rc1|rc0)→ (rc4|rc3|rc2|rc1|rc0|rc5 ⊕ rc4 ⊕ 1)

TK2 (x7|x6|x5|x4|x3|x2|x1|x0)→ (x6|x5|x4|x3|x2|x1|x0|x7 ⊕ x5)

TK3 (x7|x6|x5|x4|x3|x2|x1|x0)→ (x0 ⊕ x6|x7|x6|x5|x4|x3|x2|x1)

Table 3.1: Summary of LFSRs used in skinny

: ISi ← ISP[i] with P defined the following way :

P = [0, 1, 2, 3, 7, 4, 5, 6, 10, 11, 8, 9, 13, 14, 15, 12]

• MixColumns

Each column of the state is multiplied by the matrix M : IS ′ = IS ×M
with M defined the following way :

M =


1 0 1 1

1 0 0 0

0 1 1 0

1 0 1 0


• Permutation of the tweak : PT

The permutation of the tweak is applied on all the tweaks array TK∗i ←
TK∗P[i] with P defined :

P = [9, 15, 8, 13, 10, 14, 12, 11, 0, 1, 2, 3, 4, 5, 6, 7]

• LFSRs

Afterwards two LFSRs are applied on every cell of the first and second
rows of TK2 and TK3 (in substance : TK2i,j for i ∈ 0, 1 and j ∈
0, 1, 2, 3). The update functions of the given LFSRs are listed on
Table 3.1.

3.1.2 Unmasked implementation choices

Our implementation of Skinny is ”round-based”, meaning that we are perform-
ing all the combinatorial operations of one round in a clock cycle. This choice
is motivated by the low operational complexity of the elements constituting a
round : mostly rewiring, xoring and then the SBOX which offers a little more
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(a) Skinny : high level representation
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(b) Unmasked Skinny : signals for one
execution of Skinny (40 rounds)

Figure 3.3: High level and signal representation of Skinny

depth. Note that it should be expected that practical implementations of
Skinny would process more than one round in a clock cycle for performance
improvement.

The Figure 3.3a shows our high-level implementation: the FSM translates
the signals from the master to control the datapath. A typical execution is
represented in Figure 3.3.

Control logic The FSM is represented here Figure 3.4a, its states are the
following :

• IDLE : This is the state in which the design is initialised after a logic
1 on reset. It is a wait state that allows the design to directly start
operating when the values arrive

• COMPUTE :During this state the design loops the rounds until the
counter reaches 38 which means that all 40 rounds are completed. This
offset is due to the way we initialise the counter.

Datapath

Our datapath consists of serial combinatorial logic layers, taking as input
the round constant and the tweakey. Finally the state is synchronised by
the register to go back into the mux and either calculate the next round or
initialise the input state.
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3.1.3 Masked implementation choices

In the masking of Skinny it is necessary to break down the whole internal state
in d shares. Instead of working on a 128 bits vector, we now have of 128 · d
bits. The control logic follows the outline of the previous implementation
except that a round now takes six cycles. The datapath requires masking at
most of the steps, let’s detail the differences layer per layer.

Linear layers
The state therefore grows to be 128 · d, as explained earlier the linear layers
(AC, ART, MCand SR) allow for a trivial share by share implementation.

The round constant and the first and second tweaks do not handle sensitive
values and their calculation can be unprotected without compromising the
security. When incorporated with the masked flow, these are broken down
into shares.

Substitution layer

We implement the SBOX in the following way : the XORs can be imple-
mented in a trivial way while the NORs are replaced by ANDs with the inputs
inverted: (a⊕ b) ⇐⇒ (a� b) with a, b ∈ F2.

However, the use of HPC2 gates creates two paradigm shifts compared
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Figure 3.7: Skinny SBOX with delays (blue) and critical path (red)

to a conventional gate. An asymmetric delay of 2 cycles for one input and 1
cycle for the other. The arrangement of the gates gives us the timing results
of Figure 3.7 where the critical path is represented in red and we observe a
delay of 6 cycles to calculate an SBOX.

The second shift is the randomness consumption of d · d−1
2

bits per gate
ANDHPC2, leading to 8d · d−1

2
bits to implement the full SBOX.

Improved substitution layer
We can notice on the set of output delays (visible on Figure 3.7) a great
disparity between the delays, ranging from 2 cycles to 6. This observation
leads us to the following question: would it be possible to serialize one or
more ANDHPC2 gate(s) in order to reduce the cost of the primitive by avoiding
as much as possible to impact the primitive’s delay ?

The attentive reader will notice that it is in the ”Improved SBOX” section
and that it is indeed possible to propose such an improvement :

• One AND gate : By serialising a single gate, we obtain a cost of 12
cycles The execution of the 8 outputs will take 8 bits with 2 cycles of
”bootstrapping” and 2 cycles of ”finalisation” for a naive estimate of
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Figure 3.9: In / Out
signals for serializing one

layer of Skinny SBOX

S S+

INV 14 4

MUX 0 18

REG 16 0

REGEN 10 16

XOR 8 2

HPC2 8 2

Table 3.2: Latency of the implemented primitives

cost reduction of factor 5. This solution does offer an improvement in
the use of the gate, but with a doubling of delay.

• Two AND gates : Using two gates allows us to implement a whole layer,
with the use of this hardware as indicated in Figure 3.8 we can obtain
the same number of cycles as before for a naive gain of a factor of four
in hardware area. The signals required to maintain the accuracy of the
SBOX are described in Figure 3.9 and we observe that the gates are
used half of the time instead of roughly an eighth.
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Figure 3.10: Ascon : full state and layers

3.2 Permutation : Ascon

3.2.1 Unmasked specifications

In the mode Ascon, the main component is a permutation π that is declined
in two flavours : πa and πb which denotes only by the applied number of
rounds (a = 12 and b = 6).

The permutation is applied iteratively and consists of a substitution
permutation network without the addition of secret hardware. This network
takes as input state a 320-bit vector which can be seen as five 64-bit rows
: S = x0|x1|x2|x3|x4. We will also use here a less logical but more practical
division for our implementation which is a division into columns of dimension
16× 5 (80 bits in total): S = b0|b1|b2|b3.

Round constant addition (πr) :
The constant addition layer adds through xoring a round constant rc to the
state S at indexes [128 : 136] :

S[128 : 136]← S[128 : 136]⊕ rc

The round constant is generated with two counter going in reverse, being
initialized at f0 (resp. 96) for the π12 (resp. π6), the first byte decreasing by
one and the second increasing by one at each round execution :

Substitution layer (πs) :
The substitution layer operates on the whole state in a ”vertical” way, 64 par-
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π12 π6 rc π12 π6 rc

0 f0 6 0 96

1 e1 7 1 87

2 d2 8 2 78

3 c3 9 3 69

4 b4 10 4 5a

5 a5 11 5 4b

Table 3.3: Round constant in Ascon according to the round number

allel applications of the SBOX are performed through the circuit represented
in Figure 3.11.

Linear diffusion layer (πl) :
The linear diffusion layer aims to diffuse the output of the SBOX through
the state. It applies a linear function Σi(xi) on each xi line of the state:

x0 ← Σ0(x0) = x0 ⊕ (x0 ≫ 19)⊕ (x0 ≫ 28)

x1 ← Σ1(x1) = x1 ⊕ (x1 ≫ 61)⊕ (x1 ≫ 39)

x2 ← Σ2(x2) = x2 ⊕ (x2 ≫ 1)⊕ (x2 ≫ 6)

x3 ← Σ3(x3) = x3 ⊕ (x3 ≫ 10)⊕ (x3 ≫ 17)

x4 ← Σ4(x4) = x4 ⊕ (x4 ≫ 7)⊕ (x4 ≫ 41)

3.2.2 Unmasked round-based implementation

We first propose a round-based implementation where the 320-bit state is
calculated in one clock stroke. All layers can be implemented in a trivial way.
Our implementation is similar to Skinny’s, we find it handy to have the same
interface for future design integration.

Our design is represented at a high level on Figure 3.14, the FSM is the
control logic allowing to control the datapath (see Figure 4.2).

3.2.3 Masked implementation
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Figure 3.11: Gate level representation of Ascon’s substitution layer
(S-BOX)
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Figure 3.12: Ascon : datapath

A masked version of Ascon requires increasing the 320 bits state to a
320 · d bits state. As this would require too many resources, mainly in the
implementation of 320 gates and, we choose to serialise the design by 4.The
masked version of Ascon that we implemented is serialized on 80 bits, we
split the state into 4 blocks which are each a column of S = b0|b1|b2|b3. The
rationale behind this choice is to achieve the same latency on a round of
the primitive as for Skinny, i.e. 6 cycles. Another reason is to ensure the
possibility to implement the design in a lightweight environment, this choice
will become clearer in the following paragraphs when we detail the SBOX.

Linear layers

All these layers benefit from the trivial implementation that we have
already detailed before.
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Figure 3.14: Ascon : control
logic

Substitution layer
We can observe from Figure 3.11 that Ascon’s SBOX structure is radically

different from Skinny’s (see Figure 3.2). We have one layer of AND gates in
parrallel all input bits pass through it without depending on the output of
other gates.

This choice allows a small logical depth and a less expensive implemen-
tation. Note that this design choice is motivated as much by limiting cost
in the unmasked implementation than offering protection against auxiliary
channel attacks [25].SBOX with

delays, doubt
about formula-
tion up

We can observe that an execution of SBOX will take 2 cycles, so an
implementation of 64 SBOX (in order to take all the state) implies to use one
gate per bit, that is to say 320 AND each costing in quadratic relation.

This is a reason to serialise the design. We chose a factor of 4 because it
allows for a realistic implementation, in addition to setting the state to 80
bits which is comparable to Skinny and finally a round will take 6 cycles to
be executed.

3.3 Implementation results and discussion

3.3.1 Unmasked

As the reader will have understood, we do not aim here to propose ultra-
optimised implementations. We limit ourselves to intelligent design choices
that allow us to limit ourselves to the strictly necessary hardware, but this
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Ascon Skinny

Litterature x 4268

Our implementation 6 1

Table 3.4: Main features of round-based implementations

bias does not allow us to compete with the latest results published in the
literature.

The latter are more efficient, more complete and certainly more reliable.
However, our work has the following advantages:

• First, to allow the same degree of optimization between unmasked
primitives for a fairer discussion of the merits of each mode.

• Secondly, we ask the kind reader to trust us, as later the ability to
design our primitives may prove useful in our comparison effort.

The table Table 3.4 shows our implementation results compared to the
published designs with the lowest area consumption taking the round-based
approach.

3.3.2 Masked

Our implementation results in terms of area are summarised on the Figure 3.15.
It seems to us that the following points are interesting to discuss:

• Firstly, we observe that for d = 2, the implementations are quite similar,
which confirms our choice to implement Ascon through a serialized
implementation.

• Secondly, we observe that the share of the design dedicated to doors
is quite substantial and follows the trend in O(d2). We also observe a
nice consistency, Skinny and Ascon have 4 and 2.5 times more area
dedicated to AND gates than Skinny+.

• Finally we can notice another difference in the remaining area between
Skinny and Skinny+, which comes from an underlying modification to
the serialization. Indeed, by reducing the SBOX to a single layer we
go from 8 XOR gates to 2. Moreover, the overhead in terms of control
logic is not huge because we have tried to use a minimum of MUXs in
our design.
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Figure 3.15: Total area cost of each primitive according to the masking
order. Decomposition is proposed between allocation in AND gates and

remaining area.

Ascon Skinny

# rounds 12 40

cycle / round 6 6

# cycle masked 72 240

# cycle unmasked 12 40

Table 3.5: Latency of the implemented primitives
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Chapter 4

Implementation of the modes

In this section we will assemble the previous work to produce protected
implementation of the three selected candidates. This will be made through
leveled implementations for Ascon and Romulus-T while the algorithmic noise
due to parrallel computation should be sufficient to maintain ISAP’s security.

In term of structure we follow the same path than for the primitives :
we start by describing the specifications, then we implement and finally we
discuss our results.

4.1 Ascon

4.1.1 Specifications

In the previous chapter we presented Ascon from a cryptographic and high-
level point of view. Here we will get down to an exact description of the mode
specifications. The mode is based on the heponym primitive and is described
in the Figure 4.1.

Initialization

The 320-bit initial state of Ascon is formed by the secret key K of 128 bits
and nonce N of 128 bits, as well as an initialization vector (IV) written as
follow (where letters denote the size of the bus written on one byte):

IVk,r,a,b ← k||r||a||b||0160−k = 80800c0800000000

These values are order to build the initial state :

S ← IVk,r,a,b||K||N

55
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Figure 4.1: Levelled Ascon mode in order to reach CCAmL1 and CIML2
security levels

It is afterwards used in thes permutation with 12 rounds and part of the
state is key xored : S ← π12(S)⊕ (0192||K).

Processing plaintext

Ascon processes the plaintext M in blocks of 64 bits. The padding process
appends a single 1 and the smallest number of 0s to the plaintext M such
that the length of the padded plaintext is a multiple of 64 bits. The resulting
padded plaintext is split into m blocks of 64 bits, M1|| . . . ||Mm :

M1, . . . ,Mm ← 64-bit blocks ofM ||1||063−|M |mod64

In each iteration, one padded plaintext block Mi with i = 1, . . . ,m is xored to
the rate of the internal state S, followed by the extraction of one ciphertext
block Ci. For each block except the last one, the whole internal state S is
transformed by the permutation using 6 rounds:

Ci ← Sr ⊕Mi

Which can be summed up :

S ←

{
π6(Ci||Sc) if 1 ≤ i < m

Ci||Sc, if 1 ≤ i = m

Finally the last ciphertext block Ct is truncated to the last plaintext block-
fragment so that its length is between 0 and 63 bits, and the total length of
the ciphertext C is exactly the same as for the original plaintext P .
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Finalization

In the finalization, the secret key K is xored to the internal state and the state
is transformed by the permutation π using 12 rounds. The tag T consists of
the last (least significant) 128 bits of the state xored with the last 128 bits of
the key K:

S ← p12(S ⊕ (064||K||0128))

And for the tag generation :

T ← dSe128 ⊕K

And to sum it up, the encryption algorithm returns the tag T together with
the ciphertext C1|| . . . ||C̃t. The decryption algorithm returns the plaintext
M1|| . . . ||M̃m only if the calculated tag value matches the received tag value.

4.1.2 Block-based implementation

We can observe that the Ascon mode is built around a single primitive with a
variable number of iterations. As observable in Figure 4.1 implementing the
mode requires to design the logic to control an heavily protected primitive
πDPA and an unprotected πSPA.

Control logic

The different states essentially follow the architecture of the mode:

• IDLE : This is the waiting state of the design, as soon as the design is
restored we enter this mode and to leave it and pass to PT it is necessary
to receive the start signal.

• INIT : This step consists in performing the initialization step of the secret
state of the design. Using the nonce with the key and the initialization
vector, the hidden permutation πDPA is applied and the key xor is
applied.

• PT : This is where the plaintext is asborbed and the ciphertext is gen-
erated. The following state is also generated. Of course two conditions
exist to execute the next state: the plaintext must be valid at the input
and the output of the ciphertext must be usable. If these conditions are
not met we will switch to the STALL state until this is re-established.
We maintain the cuphertext in output.
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Figure 4.2: Ascon : datapath

• STALL : As explained earlier, this state is intended to hold the state
and the ciphertext until it is again possible to generate the next state
or to output the ciphertext.

• TGF : This state corresponds to the KGF and is essentially about
applying the key xoring and the final permutation. When this is done,
the tag is exited and the design returns to its IDLE state until the next
use.

• IDLE : This is the waiting state of the design, as soon as the design is
restored we enter this mode and to leave it and pass to PT it is necessary
to receive the start signal.

Datapath

The datapath as we have implemented it consists of controlling muxs to handle
the inputs of the primitives and correctly xorify the plaintext as well as the
hidden state with the key. Our implementation is represented in Figure 4.2.

4.2 ISAP

4.2.1 Specifications

Initialization : the re-keying function

The re-keying function IsapRk is called by encryption and authentication
functions to generate session keys K∗e and K∗a to perform encryption and
authentication, respectively. The function gets as input a 128-bit key K, a
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flag f ∈ {Enc,Mac}, and a 128-bit string Y , and transforms it into a subkey
K∗ of size 192 or 128 bits for encryption and authentication, respectively. It
can be summed up :

(IV, |K∗|) =

{
(038040010C01060C||0128, 192) for Enc,

(028040010C01060C||0128, 128) for Mac.

The function is depicted in Figure 4.4 under the name ”KGF”. It is instanti-
ated using permutations πk and πb : πk is called in the beginning (to process
the master key K) and at the end (to generate subkey K∗), and pb is called
for nonce absorption. The latter intervenes with a rate of 1 and a number of
rounds of 1 whereas the former uses 12 rounds.

Message processing

Encryption takes as input K∗e along with the nonce, they are computed with
πe to generate a rate of 64 bits and a capacity of 256 bits. The permutation
calls of the bulk (πe) are used with 6 rounds.

The ciphertext computation is simply made through a xoring of the
message with the rate and outputing the resulting vector as ciphertext. One
can see that the message is never incorporated in the stream.

Authentication

For message authentication, ISAP uses a sponge-based hash function to build
a suffix-MAC. IsapMac gets as input a 128-bit key K, a 128-bit nonce N and
arbitrarily large ciphertext C, and it outputs a tag T of size 128 bits. The
function is depicted in Figure 4.4 (bottom row).

It starts by initializing the state as N ||IVA and absorbing the non-secret
inputs C in plain sponge mode using permutation πh with high rate rh = 64
and 12 rounds. The resulting state S is then split into a 128-bit value dSe128

and an 192-bit value bSc192. The value dSe128 is fed as input string to IsapRk
to generate a subkey K∗a , and a final call to the permutation πh is made on
input K∗a ||bSc192 to obtain the 128-bit tag T .

For verification, the same procedure is followed : the tag T ′ is re-computed
in the same way from the received nonce N and ciphertext C, and compared
with the received tag T .

4.2.2 Block-based implementation

Control logic

The different states essentially follow the architecture of the mode:
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• IDLE : This is the waiting state of the design, as soon as the design is
restored we enter this mode and to leave it and pass to PT it is necessary
to receive the start signal.

• INIT : This step consists in performing the initialization step of the secret
state of the design. Using the nonce with the key and the initialization
vector, the hidden permutation πDPA is applied and the key xor is
applied.

• PT : This is where the plaintext is asborbed and the ciphertext is gen-
erated. The following state is also generated. Of course two conditions
exist to execute the next state: the plaintext must be valid at the input
and the output of the ciphertext must be usable. If these conditions are
not met we will switch to the STALL state until this is re-established.
We maintain the cuphertext in output.

• STALL : As explained earlier, this state is intended to hold the state
and the ciphertext until it is again possible to generate the next state
or to output the ciphertext.

• TGF : This state corresponds to the KGF and is essentially about
applying the key xoring and the final permutation. When this is done,
the tag is exited and the design returns to its IDLE state until the next
use.

• IDLE : This is the waiting state of the design, as soon as the design is
restored we enter this mode and to leave it and pass to PT it is necessary
to receive the start signal.

4.3 Romulus-T

4.3.1 Specifications

Initialization

Any instance of Skinny is initialized through a particular function called
encode. It takes as input a LFSR on 56 bits denoted lfsr56 that is initiated
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at (071||048) and the update function is as follow :

zi ← zi−1 for i ∈ [56]0 {7, 4, 2, 0},
z7 ← z6 ⊕ z55,

z4 ← z3 ⊕ z55,

z2 ← z1 ⊕ z55,

z0 ← z55.

A flag B written on a byte and indicating contextual information to the
instantiation of Skinny. In the case of Romulus-T it will take the following
values :

B ←


010000011 for KGF

010000001 for K∗ generation

010000000 for ciphertext generation

010000101 for TGF

Finally T and K denotes respectively the tweak and the key. An encryption
of M is written Ẽ

(T,B,D)
K (M), the tweak is generated through the following

function :
encode(K,T,B,D) = lfsr56(D)||B||064||T ||K

The KGF therefore proceeds in the following manner :

S ← Ẽ0128,66,056

K (N)

The given state is used as ephemeral key K∗ for the following step.

Message processing

For all message block except the last one the mode uses two primitive calls,
one for generating a secret state to build the ciphertext and the second to
compute the next ephemeral key :

Ci ←Mi ⊕ Ẽ(0n,64,i−1)
S (N)

S ← Ẽ
(0n,65,i−1)
S (N)

The two domains are seperated through the tweak with a different constant
(64 and 65). Additionnally a LFSR is denoted as i− 1 and consists in a
plaintext block counter and incorporated in the tweak, it is

The final block is padded to the same length of the final message block.
In that last step, no ephemeral key computation is conducted :

Cm ←Mm ⊕ lsb|Mm|(Ẽ
0n,64,m−1
K )
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Authentication

The two pass design is implemented in the ”hash then mac” paradigm. The
ciphertext is first hashed along with the nonce and a counter:

H ← Romulus-H(ipad∗n(C)||N ||m)

La fonction de hashage proposée est décrite en et s’articule autour de la ref to fig
construction algorithm 4.1. With inputs L,R and M it applies iteratively :

(L,R)← CF(L,R,M [i]) for i ∈ {1, . . . ,m− 1}

The final hash is released as (L||R) after the following transformation :

(L,R)← CF(L⊕ 2, R,M [m])

Algorithm 4.1: CF(L, R, M)

1: T ← R||M
2: L′ ← ẼT (L)⊕ L
3: R′ ← ẼT (L⊕ 1)⊕ L⊕ 1
4: return (L′, R′)

Note that the tweakey encoding for the Skinny calls differs from the
previous one and is determined by the previously computed values.

The given hash is then authenticated to obtain the tag through a call to
Skinny with the long term key :

T ← ẼR,68,0
K (L)

4.3.2 Block-based implementation

A global view of the design can be found on Figure 4.7, the mode uses the
FSM as well as the datapath.

Control logic

• IDLE : This is the waiting state of the design, as soon as the design is
restored we enter this mode and to leave it and pass to PT it is necessary
to receive the start signal.

• INIT : This step consists of carrying out the initialization step of the
secret state of the design. The initial state is created via the function
encode and then a round of Skinny protected against DPAs is performed.
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• PT AUTH:

– PT AUTH FIRST: The idea here is to use two Skinnies to generate
the next ephemeral key and the ciphertext. The following remark
is valid for the 3 states PT AUTH, if the ciphertext is not ready
to be admitted to the output or if the next plaintext is not yet
available on the bus, the state is stalled until the two conditions
are met

– PT AUTH CORE : This state consists of calculating all operations
on the messages between the second and the last (inclusive). This
means generating the ephemeral key, computing the ciphertext
and computing the two TBCs included in the hash generation. A
remark is valid for the last message, only one TBC is used because
the ephemeral key will not be used anymore.

– PT AUTH LAST : Here we calculate the last hash based on the
last block of ciphertext.

• STALL : As explained earlier, this state aims to keep the state and the
ciphertext until it is again possible to generate the next state or to
output the ciphertext.

• FINAL : This state corresponds to the last skinny of the TGF, the
encryption of the hash output is calculated in the heavily protected
instance.
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Ascon ISAP Romulus-T

Two pass x v v

# rounds 6 12 40

# πSPA 1 2 4

ANDHPC2 5 5 2

Table 4.1: Main features of block-based implementations
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Figure 4.7: Romulus-T :
Mode and primitives
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Figure 4.8: Romulus-T mode
: FSM

4.4 Discussion of the results

Latency cost

The first important difference to notice comes from our design choices. By
using round-based SPA implementations, the assymptotic cost in number of
rounds comes back to that of the specifications. Candidates that have the
advantage of being two-pass and/or having a consequent number of rounds
(as taken up in Table 4.1) allowing a better security, pay the price of a higher
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Ascon ISAP Romulus-T

KGF 72 152 240

Bulk 6m 12m + 6 20m

TGF 72 164 240

Table 4.2: Cycle count of candidates according to the length message
block (considering m = 64bits)

latency (see Figure 4.10).
Another cost comes from the bootstrapping. While Skinny and ISAP pay

that initialization and finalization overhead due to security motivation in
classical cryptanalysis for Romulus and to ensure leakage resistance for ISAP,
Ascon has a really small overhead mostly induced by our serialization on 80
bits.

Area cost

We can observe that the cost in area of the modes is logical : Ascon has the
cost of one primitive SPA and one primitive DPA, Romulus-T bear the price
of 4 primitive SPA and one primitive DPA while finally ISAP has an overhead
in mode and implements 2 primitives SPA.

According to the cost of masking with respect to the sharing we can
observe that a simple improvement of removing 6 and gates from the design
allows for big cumulative gain at the mode level (Figure 4.9).

Proxy proposition
Following our result we believe that some interesting proxies for estimating
the cost of a masked implementation are the following : total number of
implemented and gates, ratio of implemented and gates with respect to state
size in bits.

To estimate the efficiency of the scheme one could consider the latency per
round. Since Ascon and Skinny are based on similar SPN structure and their
logic does not differ by a huge amount we can expect the two design to offer
similar critical path and in the end, frequency. Therefore that construction
will be summed up by the latency per round.

We believe that the security of the scheme is cannot be summarised with
a straightforward proxy, the latency can indicate more round and in the end
more diffusion but without cryptanalysis that reasonning stand on nothing. In
the same fashion, more area consumption can indicate a poorly implemented
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design as well as significant protection.



70 CHAPTER 4. IMPLEMENTATION OF THE MODES



Chapter 5

Conclusion

In this work we were able to take a privileged look at the NIST candidates
through a side channel analysis, discovering many design choices : creating
a re-keying stream to use the key security properties without compromising
it, protecting a primitive through well chosen and positionned xor, using
algorithmic noise to create a leakage resistant PRF, etc. Carefully analyzing
these choices we proposed a classification of the candidates Appendix B.

By implementing Ascon and Skinny with the HPC2 masking scheme we
gave concrete implementation of such primitives. we highlighted their main
advantages and disadvantages from an electronic point of view. A first remark
is that carefull implementation requires a deep understanding of the topic
at stake, implementing a serialized version of Skinny’s SBOX allows for high
gains : smaller area overhead and less randomness consumption at no latency
cost.

Finally our mode implementation allows for quantitative comparison, yet
this discussion can be subject to debate : what is the impact of the design
choice, isn’t the design too immature to draw conclusion from it ? Yet the
number of AND gates and the latency cost of the design are unchanging metrics
that are not design-dependant nor technological-dependant. We believe that
they are strong arguments for qualitative discussion and in the end maybe even
more interesting than quantitative arguments due to their lack of dependance
to technology.

Being at the end of this work we will disappoint the reader who expects
us to select a runner-up among the candidates. It seems to us that they all
present strong advantages at some costs :

ISAP has no overhead with the sharing order, at the cost of high latency
bootstrap and poor portability. If ISAP works well in hardware, in low noise
environment such as software [46] its security levelled is variable. Another
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point is its ”always-on security”, who impeach for efficient unprotected
implementation on the server side.

Ascon offers a really flexible design, for the cost of 3 XOR it manages a
high security level. Despites these advantages it does not offer CCAmL2
security since it is not two-pass and its security despite being well-studied in
litterature still requires idealized assumptions [21].

Romulus-T allows high security bound in a mode that is based on a sound
theoretical foundation [11] with a primitive being backed by the secure tweak-
able block cipher framework. However these security margins come at the
cost of high latency bootstrap and high latency cost per block encryption.

We would like to conclude this work on the following note, quantitative
features indicates that the candidates have taken strong positions: that of
security, flexibility or hardware optimisation. For future comparison purpose,
one could help its decision on proxies before starting implementation. Now
that we are aware of these differences, one could try to improve some aspect
of the design as for Triplex ([42]) or the choice could be made to constitue a
winner that would be a set of algorithm. One could select the proposition best
suited for any situation : hardware, high security requirements or flexibility.
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Appendix A

Finalists scheme analysis
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Figure A.1: GIFT-COFB : Integrity and Confidentiality requirements
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Figure A.4: Elephant : Integrity and Confidentiality requirements
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Finalist summary

CCAL1 CCAmL1 CCAmL2 CIL1 CIML1 CIML2

Elephant

KGF SPAavg SPAavg SPAavg SPAavg SPAavg SPAavg

Bulk DPA DPA DPA DPA DPA DPA

Verif NA NA unb. NA NA DPA

MC SPA SPA SPAavg NA NA NA

GIFT-COFB

KGF DPA DPA DPA DPA DPA DPA

Bulk SPA DPA DPA unb. unb. unb.

Verif NA NA unb. NA NA DPA

MC SPA SPA SPAavg NA NA NA

Romulus-N

KGF DPA DPA DPA DPA DPA DPA

Bulk DPA DPA DPA unb. unb. unb.

Verif NA NA unb. NA NA DPA

MC SPA SPA SPAavg NA NA NA

TinyJambu

KGF DPA DPA DPA DPA DPA DPA

Bulk DPA DPA DPA DPA DPA DPA

Verif NA NA unb. NA NA DPA

MC SPA SPA SPAavg NA NA NA
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CCAL1 CCAmL1 CCAmL2 CIL1 CIML1 CIML2

PHOTON

KGF DPA DPA DPA DPA DPA DPA

Bulk SPA SPA DPA SPA DPA DPA

Verif NA NA unb. NA NA DPA

MC SPA SPA SPAavg NA NA NA

Sparkle

KGF DPA DPA DPA DPA DPA DPA

Bulk SPA DPA DPA SPA DPA DPA

Verif NA NA unb. NA NA DPA

MC SPA SPA SPAavg NA NA NA

Xoodyak

KGF DPA DPA DPA DPA DPA DPA

Bulk SPA DPA DPA SPA DPA DPA

Verif NA NA unb. NA NA DPA

MC SPA SPA SPAavg NA NA NA

ASCON

KGF DPA DPA DPA DPA DPA DPA

Bulk SPA SPA DPA unb. unb. unb.

Verif NA NA unb. NA NA DPA

MC SPA SPA SPAavg NA NA NA

ISAP

KGF DPA DPA DPA DPA DPA DPA

Bulk SPA SPA SPAavg unb. unb. unb.

Verif NA NA DPA NA NA DPA

MC SPA SPA SPAavg NA NA NA

Romulus-T

KGF DPA DPA DPA DPA DPA DPA

Bulk SPA SPA SPAavg unb. unb. unb.

Verif NA NA DPA NA NA unb.

MC SPA SPA SPAavg NA NA NA
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Non-Interference and Type-Directed Higher-Order Masking. In CCS ’16:
Proceedings of the 2016 ACM SIGSAC Conference on Computer and
Communications Security, pages 116–129. Association for Computing
Machinery, New York, NY, USA, October 2016.

[6] Lejla Batina, Benedikt Gierlichs, Emmanuel Prouff, Matthieu Rivain,
François-Xavier Standaert, and Nicolas Veyrat-Charvillon. Mutual Infor-
mation Analysis: a Comprehensive Study. J. Cryptology, 24(2):269–291,
April 2011.
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