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Introduction

Electricity is an essential resource for humanity. It powers our homes and industries
and allows us a more comfortable lifestyle. As electrification increases in our
fast-paced world, so does electricity production. In Belgium, electricity production
has increased by 13% over the past two decades [1]. This increase in electricity
generation combined with growing concerns about the limit of the Earth’s natural
resources make the electricity management a challenge for the future that cannot
be ignored.

Advancements in the energy field have led to new ways of generating electricity
without fossil fuels. However, these renewable sources are unpredictable, requiring
the deployment of quickly controllable generators to ensure a stable and affordable
electricity price for everyone. Modeling and controlling each power source’s on and
off status helps the market control better and ensures a stable energy supply while
maintaining the delicate balance between supply and demand.

This problem is modeled as an optimization program called the Unit commitment
problem (UC). However, finding an optimal solution to the UC is challenging due
to the non-convexities present in generator constraints and the inherent nature
of the problem (on/off). Reaching a near-equilibrium state with certain prices is
possible, but these prices might not be the optimal solution. To ensure acceptance
of the pricing proposition, the market operator must provide side payments to
compensate participants for potential losses or missed opportunities. The Convex
Hull prices minimize these side payments.

Mathematically, the authors of [4] found that these prices are equivalent to the
maximum dual Lagrangian of the balance constraint between production and supply.
This master thesis aims to explore descent algorithms using a stochastic approach
to find this optimum. This thesis will investigate four methods: SAG, SAGA,
SVRG, and the stochastic variant of Polyak stepsize. The main goal will be to see
if a stochastic approach to the UC problem motivated by the large scale of the
dataset is a viable option.
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CONTENTS

This manuscript is separated into three parts. The first chapter introduces basic
electricity market concepts and develops the mathematical foundation of Convex
Hull pricing. The second chapter develops each stochastic algorithm and discusses
their gain and issues on a small UC example. The third chapter is a concrete
experiment on a real-world data set. U will test parameters and techniques to
determine if a stochastic approach for resolving the UC problem is reasonable.
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Chapter I

Description of the problem

I.1 Exploring Market Equilibrium with Simple
Examples

The complex task of determining electricity prices has evolved significantly over
time. In the early days of electricity consumption, pricing was calculated based
on the distance electricity traveled from the nearest neighboring power source
[9]. However, a more sophisticated approach was needed in the 20thcentury, as
electricity became a common resource and the numbers of buyers and consumers
exploded. A market-based system was implemented to address these new issues,
offering a structured framework to manage and adjust to the network’s changing
requirements effectively. The following definition I.1.1 defines a market as where
buyers determine demand and sellers control supply.

Definition I.1.1 A market is a group of agents (buyers and sellers) of a particular
good or service. The buyers determine the demand for the product, and the sellers
determine the supply of the product.[8].

In an electricity market, sellers are power generators, and buyers represent the
distribution companies or direct consumers. In addition, determining the marginal
cost of electricity generation (I.1.2), is crucial in formulating a competitive pricing
strategy within the market.

Definition I.1.2 The marginal cost of electricity generation is the incremental
cost of producing one additional unit of energy, measured in euros per megawatt-
hour [e/MWh]. It represents variable costs, including fuel and some operational
expenses, and depends on factors such as type of generator, fuel prices, plant
efficiency, and load level.[10]
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CHAPTER I. DESCRIPTION OF THE PROBLEM

Finally, with I.1.3, we complement these notions by defining valuation or marginal
benefit, dependent on consumer consumption levels

Definition I.1.3 Valuation or marginal benefit is measured in e/MWh. It is
the willingness to pay for 1 MW of supply over an hour, regardless of how much
power is allocated to consumer usage. As for the marginal cost, valuation depends
on a consumer’s current consumption level. [11]

With these definitions, we can develop the concept of a competitive market(I.1.4)
that will guide us to start understanding the dynamics of the electricity market.

Definition I.1.4 A competitive market is a market in which the following
conditions hold [12]:

• Agents are price-taking. Mathematically, when agents maximize profit, they
consider price a fixed parameter in their optimization rather than a decision
variable that their actions can influence.

• The variable costs of producers are convex, equivalently their marginal costs are
increasing. Analogously, the total benefit of consumers is concave; equivalently,
the marginal benefit of consumers is decreasing.

• Agents have access to market prices.

This last definition outlines the nature of the "perfect" electricity market. It
possesses specific conditions, including price-taking agents, convex variable costs
for producers, and concave consumer benefits. Agents also have access to market
prices, allowing unrestricted supply and demand at their desired rates.
However, electricity storage challenges necessitate a delicate balance between supply
and demand, complicating market dynamics, as shown in the following examples.

I.1.1 Basic examples
To illustrate a simple representation of an electricity market, we will consider a
straightforward scenario involving the price optimization of two generators (g1
and g2) and one demand block for one period of time [T ], with a maximum price
fixed. This price can also be called Value Of Lost Load (VOLL). It represents
the amount of money customers would be willing to pay to avoid disrupting their
electricity demand. Concerning the producer’s costs, we choose to analyze in this
first example only one type of cost: the marginal cost (defined in I.1.2).

Example 1 Consider two generators g1, g2 and a time horizon of one hour [T ].
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CHAPTER I. DESCRIPTION OF THE PROBLEM

• G := {g1, g2} is the set of generators where each generator is subject to
a maximum capacity constraint, representing the maximum electricity the
generators could produce in one hour. It is denoted as P̄ g. In this example,
P̄ g = [ 10 15 ] [MW].

• The generators have marginal costs Cg=[ 10 40 ] [e/MWh]

• The Demand block [T ] = 20[MWh] with V OLL = 60 [e/MWh]

Determining the market price is crucial in a perfectly competitive electricity market.
Graphs help us understand how prices are set. We can identify a possible equilibrium
price by plotting the supply curves of generators and the demand curve representing
consumers’ demand blocks. In a market equilibrium, the total welfare is maximized.
This quantity represents the optimal sum of profits for each participant. This method
to find the optimal price is called marginal cost pricing.

Demand curve The demand curve is
a graphical representation showing the re-
lationship between the quantity of a good
that consumers are willing to purchase at
various prices. Our specific scenario only
has one demand block (refer to Figure I.1).
However, when multiple demand blocks ex-
ist, we would have to arrange the associ-
ated curves in decreasing order based on
the prices consumers are willing to pay.

20
Volume [MWh]

60

Pr
ice

 [
/M

W
h]

Demand Curve
Demand at T=1

Figure I.1: Electricity demand
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Supply Curve
Generator 1
Generator 2

Figure I.2: Electricity production

Supply curve The supply curve
(Figure I.2), shares the same axes as
the demand curve (I.1) but is arranged
in the inverse order. Suppliers are
sorted based on their willingness to
supply at increasing prices, ensuring
that the most favorable terms are pri-
oritized.
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CHAPTER I. DESCRIPTION OF THE PROBLEM

Equilibrium We have modeled the supply and demand sides of the market. We
aim to identify the price at which this market is entirely balanced. We need the
following definition :

Definition I.1.5 A competitive equilibrium is a combination of price λ∗,
allocations of production p∗ and demand d∗ such that

• Given the market clearing price λ∗, producers and consumers maximize their
profit

• The market clears, i.e 0 ≤ λ∗ ⊥ ∑
g∈G p∗

g − ∑
l∈L d∗

l ≥ 0

Graphically, the equilibrium in the market is where the supply and demand curves
intersect. For example, in figure I.3, we find a market clearing price (λ∗) of 40,
with an associated production (p∗) and demand (d∗) both equal to 20.

15 20 25
Volume [MWh]

10

40

60

Pr
ice

 [
/M

W
h]

Market Curve
Demand at T=1
Generator 1
Generator 2
market equilibrium

Figure I.3: Market clearing price

Based on the graph I.3, a competitive equilibrium could be:
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CHAPTER I. DESCRIPTION OF THE PROBLEM

Market clearing Solution

• Demand d∗ = 20

• Price : λ∗ = 40

• Generator 1: pg∗
1

= 15
The profit of g1 is 15 × (40 − 10) = 450

• Generator 2: pg∗
2

= 5
The profit of g2 is 5 × (40 − 40) = 0

Is this truly the optimal solution we have discovered? To ensure the maximization
of overall welfare, we carefully evaluate the potential selfish profit of each generator
while adhering to the market clearing conditions (I.1.5).

Generator 1 For g1 there are no other scenarios where it can generate more profit
with the market clearing price. The general profit equation of a generator
being:

Capacity_usedg∗ × (λ∗ − Cg) = profit∗
g

It is obvious that producing at its maximum capacity for a generator which
has a lower marginal cost CG than the market clearing price λ∗ is the best
option. Therefore, pg∗

1
= 15.

Generator 2 Starting from the previous item and knowing that g2 has no interest
in producing because its profit will be zero (λ∗ = Cg2), we only have to
satisfy the market clearing condition describe in (I.1.5), and we obtain p∗

g2 =
20 − 15 = 5 which validate our solution.

Unfortunately, computing the equilibrium is not as straightforward in real-life
scenarios. Numerous additional constraints, such as the minimum and maximum
power output capacity constraints that we will add in the next example are needed
to represent the complexities of the real-world electricity market accurately.

I.1.2 Missed opportunities example
The electricity market in a more real context also has other constraints that make
uniform prices (defined in I.1.6) difficult to find. For instance, generators have
technical constraints that describe how they work. Such constraints include the
minimum-maximum constraints power output, the ramping rates, and the start-up
and shut-down levels. These constraints make it sometimes impossible to find the
uniform prices as we did in the previous example (1). In the following, we will add
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CHAPTER I. DESCRIPTION OF THE PROBLEM

one of these constraints to see what happens when we describe a model in a bit
more detail.

Definition I.1.6 Uniform prices λ are prices supporting a market equilibrium,
such that in the market clearing solution, every participant of the same location and
time t will pay or receive the same price, and no other side payments are considered.

Example 2 To illustrate that, consider again two generators g1 and g2 and a time
horizon of one hour [T ].

• G := {g1, g2} but now we have added, for each generator, a technical constraint
of minimum power capacity (P g) and the maximum power capacity (P̄ g ),
this couple of constraints represent the range of power a generator could offer.
In this example, we choose to have: P̄ g = [ 15 10 ][MW], P g = [ 0 6 ]
[MW].

• The generators have marginal cost: Cg = [ 10 40 ][e/MW]

• The demand block [T ] is 20[MW ] with: V OLL = 60[e/MW].

Demand curve Again, we represent
the demand curve(I.4), which represents
the relationship between quantity and
price.

20
Volume [MWh]

60
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/M

W
h]

Demand Curve
Demand at T=1

Figure I.4: Electricity demand
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Figure I.5: Electricity production

Supply curve We have similar blocks
to the first example (I.5).

Equilibrium We applied the same techniques in the figure below (I.6) as in
Example 1, which consisted of finding the point of intersection of supply and
demand curves.
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Demand at T=1
Generator 1
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market equilibrium

Figure I.6: Market clearing price

The equilibrium price (λ∗) remains the same as before (λ∗ = 40), but unfortunately,
our previous solution cannot be used. Let’s examine the generator’s situation to
understand why.

15



CHAPTER I. DESCRIPTION OF THE PROBLEM

Market clearing Solution

• Demand d∗ = 20

• Price : λ∗ = 40

• Generator 2: pg∗
2

= 6
The profit of g2 = 6 × (40 − 40) = 0

• Generator 1: pg∗
1

= 14
The profit of g1 = 14 × (40 − 10) = 420

Comments Again we will look at each generator’s situation to see if we are really
at equilibrium.

Generator 2 Because the capacity of g1 (P̄ g1 ≤ 20) is not enough to support the
demand we are forced to use at least 6 MWh (P g2 = 6) to respect the market
clearing condition( I.1.5). Thus we obtain pg∗

2
= 6

Generator 1 Consequently of g2 production, g1 is not producing at its maximum
capacity (pg∗

1
= 20 − 6 = 14) and (14 ≤ P̄g1 ≤ 15.)

Hence there is a missed opportunity for g1 of:

capacity_leftg∗
1

× (λ∗ − Cg1) = (15 − 14) × (40 − 10) = 30

So how can we persuade the g1 to stay in the market rules and not overproduce?
Because if it reaches its maximum capacity, the total production will be greater than
the demand (P̄g1 + 6 = 21 ≥ 20), and as we said before, we can’t store electricity
efficiently. To counter that, the market can use a straightforward tool: the uplifting
prices.

Definition I.1.7 The Uplifting Prices are given to market participants to
compensate them for actual losses or opportunity costs incurred due to computed
market prices. These payments are designed to ensure that participants are not
disadvantaged by the market-clearing prices, covering various operational costs and
lost revenue opportunities.[7]

So if we apply the definition I.1.7, we directly find that we will have to compensate
g1 with a compensation of 30 e, so that g1 accepts the market rules.

Besides missed chances, market participants might face direct financial losses, which
we’ll show with a last example.
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CHAPTER I. DESCRIPTION OF THE PROBLEM

I.1.3 Non Uniform Prices: Example of Losses
In this example, we will add another type of cost for generator: the Fixed Costs

Definition I.1.8 Fixed costs in energy generation are independent of production
volume and consist of two types: no-load costs incurred during energy production
and startup costs related to initiating the production process.[13]

Example 3 As previously, consider two generators g1 g2 and one time period [T ].

• G := {g1, g2} with maximum capacity P̄ g = [ 15 10 ][MW]

• The generators have marginal costs Cg = [ 10 30 ][e/ MWh]

• The generators have fixed costs Fg = [ 400 0 ][e/ MWh]

• The Demand block [T ] is 25[MWh] with a V OLL = 500 [e/MWh]

Demand and supply curve Again, with the same principles as in the previous
example, we represent the supply and demand curves to find the market clearing
price.
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25
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Generator 1
Generator 2

Figure I.7: Graph representation

Equilibrium We see on I.8 that we obtain an equilibrium price (λ∗) of 30.
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10 25 30
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ice
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Market Curve

Demand at T=1
Generator 1
Generator 2
market equilibrium

Figure I.8: Market clearing price

The possible optimal solution is:

Market clearing Solution

• Demand d∗ = 25

• Price : λ∗ = 30

• Generator 1: pg∗
1

= 15
The profit of g1 is 10 ∗ (30 − 10) − F1 = −200

• Generator 2: pg∗
2

= 10
The profit of g2 is 15 × (30 − 30) − F2 = 0

If we look closer at each generator situation we see we will need again to compensate
one of the generators to keep it in market clearing rules

Generator 1 When we account for the fixed costs in the equation, we observe that
generator g1 incurs a loss of -200 euros. Consequently, a side payment of 200
euros must be provided to g1 to ensure its acceptance of the market-clearing
solution.
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CHAPTER I. DESCRIPTION OF THE PROBLEM

Generator 2 On the other hand, g2 neither experiences a loss nor misses out
on potential opportunities when adhering to the market solution because its
marginal cost equals the market clearing price. We just respect the market
clearing condition I.1.4 and we obtain (pg∗

2
= 25 − 15 = 10).

In the real world, electricity management is much more complex, with a wide
array of suppliers and buyers and different decision-making times. The problem
becomes more intricate, particularly when considering the necessity of monitoring
side payments. Market funds are not unlimited, so it’s crucial to identify a solution
that minimizes these side payments.

One of the primary objectives of this thesis is to investigate and analyze the
various methods that effectively minimize side payments within the given context.
Nevertheless, as we will explore later in this work, it is possible to find near-
equilibrium solutions using a more sophisticated model compensating different
actors.

I.2 Model and Convex Hull pricing
In the previous section(I.1), we explored simple examples of electricity markets with
operational constraints and different types of costs. To simplify the example and
gain a foundational understanding of the issue, we focused only on the minimum and
maximum capacity constraints of generators. However, real-world electricity pro-
duction is not independent across time. Generators must operate interdependently
from one hour to the next due to operational constraints. This necessitates the ad-
dition of new constraints and variables to accurately represent this interdependence.

Firstly, we will need binary variables to indicate whether a generator is being
used or not, as the decision to utilize a power source is binary in nature (on/off).
Secondly, previous decisions influence the entire power market, thereby requiring us
to modelize the problem with respect to time periods. We also realized that
graphical and simple reasoning solutions are not always feasible, even for markets
with only a few participants. However, we introduced the concept of side payments
and uplifting prices (refer to I.1.7) as a means to find an equilibrium price and
maximize total welfare. Finally, with the need to address larger, more complex
problems that are more representative of a real-world scenario with numerous
participants, we must use a more complex formulation.

The challenge of scheduling the on-off power status of generators while considering
various costs and constraints can be defined as a Unit Commitment problem.

20



CHAPTER I. DESCRIPTION OF THE PROBLEM

This mathematical way of representing the market clearing pricing problem is
equivalent as an optimization program that distributes production among all gen-
erators to match the demand of consumers while minimizing an objective function
representing the costs of each participants.

In the following chapter, we will first present a precise mathematical description of
the problem and then we will explore the concept of Convex hull pricing and
how it is related to the minimization of the upfliting prices.

I.2.1 Unit Commitment problem
The Unit Commitment problem(UC) for electricity markets [4] involves de-
termining the optimal scheduling of power generation to match demand while
respecting generation constraints over a specified time horizon, T . This model
simplifies the real-life scenarios by ignoring transmission constraints and assuming
constant demand during each one-hour time period.

The UC problem is a Mixed Integer Linear Programming (MILP), of the
following form :

Unit Commitment problem

min (p, p̄, u, v, w, l)

F (p,u,v,l) :=
∑

t∈T ,g∈G
C(ug

t , vg
t , pg

t ) +
∑
t∈T

CV OLL(Lt − lt) (I.1)

subject to: ∑
g∈G

pg
t = lt ∀t ∈ T , (I.2)

(pg, p̄g, ug, vg, wg) ∈ Pg ∀g ∈ G, (I.3)
lt ≤ Lt ∀t ∈ T . (I.4)

Basic notations Let first define the following basic quantities:

g ∈ G Generators, G = {g1, g2, . . . , gn}
t ∈ T Time Periods, T = {1, . . . , T}

Lt Demand of the market consumer at time t

Variables

21



CHAPTER I. DESCRIPTION OF THE PROBLEM

1. Generator state: Since the Unit Commitment problem is a scheduling problem,
it includes three binary variables (ug

t , vg
t , wg

t ) ∈ {0, 1}, but the complete state
of each generator at time t is characterized by five variables (pg

t , p̄g
t , ug

t , vg
t , wg

t ).
Where:
pg

t Power output generated at time t by generator g

p̄g
t Maximum power output a generator g can produce at time t

ug
t Decision variable indicating if g is on (ug

t = 1) or off (ug
t = 0) at time t

vg
t Decision variable indicating if g will start (vg

t = 1) or not (vg
t = 0) at time t

wg
t Decision variable indicating if g will stop (wg

t = 1) or not (wg
t = 0) at time t

2. Demand: lt represents the total electricity demand that is satisfied by the
market at time t.

lt Demand met by the market at time t

Objective Function The objective function to minimize is the total cost, which
includes the sum of the generation costs for all generators g at each time t plus the
cost of unmet demand for each time interval t. The notation (p,u,v,l) represent the
matrices of all variables we just defined above.

F (p,u,v,l) :=
∑

t∈T ,g∈G
C(ug

t , vg
t , pg

t ) +
∑
t∈T

CV OLL(Lt − lt)

1. Cost of generators: The cost of a generator g at time t given its state is
described by C(ug

t , vg
t , pg

t ). This quantity is the sum of three different costs:

• The No Load cost Cg
NL corresponds to a generator’s fixed cost when

producing.
• The start-up cost Cg

F is the Fixed cost whenever a generator starts
producing.

• The Marginal cost Cg
M , which is the cost to produce 1 unit of energy.

(See I.1.2 for the full definition.)

Assembling this, the Cost of a generator g at time t is :
C(ug

t , vg
t , pg

t ) = Cg
NLug

t + Cg
F vg

t + Cg
Mpg

t (I.5)

2. Cost of unmet demand: Given the inelastic nature of demand, it’s essential
to account for the impact of unsatisfied energy demand on overall welfare.
Hence, we introduce CV OLL(Value Of the Lost Load) to represent the cost
of unmet demand in the model. This allows us to incorporate the economic
consequences of not meeting energy demand. This quantity at time t is:

CV OLL(LT − lt)
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CHAPTER I. DESCRIPTION OF THE PROBLEM

Constraints

1. Balance constraint: The balance constraint ensures that at each time t, the
total production equals the demand delivered at time t, which is critical
considering the difficulty of storing electricity.∑

g∈G
pg

t = lt ∀t ∈ T

2. Demand constraint: This constraint ensures that the demand met by the
market does not overcome the demand of the consumers.

lt ≤ Lt ∀t ∈ T

Feasible region The generators have functional constraints defined by:

P g Minimum capacity that a generator g produces when used
P̄ g Maximum capacity that a generator g produces when used

UT g Minimum Up-time, minimum t that a generator g has to work when launched
DT g Minimum Down-time, minimum t that a generator g has to wait when stopped
SU g Startup level, maximum capacity of the generator g to start when launched
SDg Shutdown level, maximum capacity of the generator g to be able to stop it
RU g Ramp-up limit, Upper bound on ramp rate RU of the generator g

RDg Ramp-down limit, Upper bound on the descent ramp of the generator g.

The feasible region Pg of a generator g can be defined below:

ug
t − ug

t−1 = vg
t − wg

t ∀t ∈ [T ], (C.1)
t∑

i=t−UT g+1
vg

i ≤ ug
t ∀t ∈ [UT g, T], (C.2)

t∑
i=t−DT g+1

wg
i ≤ 1 − ug

t ∀t ∈ [DT g, T], (C.3)

P gug
t ≤ pg

t ≤ p̄g
t ≤ P̄ gug

t ∀t ∈ [T ], (C.4)
p̄g

t − pg
t−1 ≤ RU gug

t−1 + SU gvg
t ∀t ∈ [T ], (C.5)

p̄g
t−1 − pg

t ≤ RDgug
t + SDgwg

t ∀t ∈ [T ], (C.6)
ug

t , vg
t , wg

t ∈ {0, 1} ∀t ∈ [T ] (C.7)
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Description of constraints of the feasible region [14]

C.1 Transitions: This equation is a logical constraint that links all three variables
together. This relationship ensures that the binary status variable ug

t accu-
rately reflects whether the unit is on or off at each time t considering any
startup or shutdown decision made. There are three cases:

• If a unit is on at time t − 1 (ug
t−1 = 1) and is neither started up nor

shutdown at time t(vg
t = 0,wg

t = 0), then the unit remains on at time t
(ug

t = 1).
• If a unit is off at time t−1 (ug

t−1 = 0) and is started up at time t (vg
t = 1)

then the unit will be on at time t (ug
t = 1).

• Conversely, if a unit is on at time t − 1 (ug
t−1 = 1) and is shut down at

time t (wg
t = 1) then the unit will be off at time t (ug

t = 0).

C.2 Minimum Up Times: Generators cannot be shut down once they have been
started up, before a minimum amount of time UT g has passed. This constraint
guarantees that if a unit has been started within the last UT g periods, it
must be on at the current time t.

C.3 Minimum Down Times : Generators require a minimum of time DTg to cool
off once they are shut down. These constraints ensure that if a unit has been
shut down within the last DT g periods, it must be off at the current time t.

C.4 Capacity limits: This constraint ensures that the power output of a generator
is within its operational limits, depending on whether the unit is on or off.
We can break it into 2 parts:

• When the unit is on (ug
t = 1), the constraint becomes P g ≤ pg

t ≤ p̄g
t ≤ P̄ g.

This translates into the fact the power output pg
t is bounded by the

maximum and the minimum generations capacities, and it must be less
or equal to the maximum power output that the generator can produce
at time t.

• When the unit is off (ug
t = 0), the constraint becomes 0 ≤ pg

t ≤ meaning
that the power output pg

t must be 0.

C.5 Startup Production: This constraint ensures that the increase in power output
from one period to the next respects the ramp-up and startup limits of the
generator. Thereby respecting the physical and operational capabilities of
the generator.
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• Ramp-Up Limit (RU gug
t−1): If the unit was on at time t − 1 (ug

t = 1),
it could only increase its power output by at most RU g in the next
period. If the unit is off, the ramp-up limit does not apply.

• Startup Level (SU gvg
t ): If the unit is started up at time t(vg

t = 1), it
forces the power output to be lower or equal to the startup level SU g.
If the unit is not starting, the term does not exist.

C.6 Shutdown Production: This constraint ensures that the decrease in power
output from one period to the next respects the ramp-down and shutdown
limits of the generator.

• Ramp-Down Limit (RDgug
t ): If the unit was on at time t (ug

t = 1), it
could only decrease its power output by at most RDg in the next period.
If the unit is off, the ramp-down limit does not apply.

• Shutdown Level (SDgwg
t ): If the unit is shut down at time t (wg

t = 1),
it forces the power output to be lower or equal to the shutdown level
SDg. If the unit is not shut down, the term does not exist.

C.7 Binary condition: This constraint imposes that ug
t , vg

t , wg
t are binary variables.

Recall that these variables represent decisions on the generator behaviour
(on/off,start/nostart,stop/nostop)

I.2.2 Uplifts and Convex hull pricing
In the examples provided in section I.1, it is evident that the problem involves
non-convexities, which make it challenging to reach equilibrium. To address this
issue, we used a method proposed by [4] that involves providing side payments,
also known as uplifting prices (see definition I.1.7), to compensate the various
participants in the market. These side payments magnitude directly depends on
the near-equilibrium prices that will be denoted by π.

The Unit commitment problem is also by nature non-convex due to its binary
variables. Building on the procedure we developed from the simple example section,
our primary objective will be to minimize the total uplifts paid to all participants
by setting the uplifting prices π at each time period.
As previously mentioned, the problem is non-convex, which means strong duality
does not hold. However, we saw that in a convex case of electricity market (see
I.1 example I.1), we can find equilibrium prices maximizing the total welfare. A
common way in optimization to transpose a non-convex problem into a convex one
is to operate the optimization on the Convex Hull (see definition I.2.1) of the
problem.
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Definition I.2.1 The Convex Hull of a set S [21] is defined as :

• The set of all convex combinations of the element of S, enumerated such that
x1, x2, . . . , x|S| assuming there is a finite number of elements:

conv(S) := {x :
|S|∑
i=1

µixi,
|S|∑
i=1

µi = 1, µi ≥ 0}

The reference [4] proposes us a property that avoid us to compute explicitly the
Convex Hull with the following definition:

Definition I.2.2 The Convex Hull prices are the dual variables πCH associated
with the power balance constraint (I.2) of the Unit commitment problem where ∀g,
P g have been replaced by conv(P g).

Furthermore, the authors of [4] elaborated a method for computing market prices
π that minimize the required uplifts using Lagrangian duality. The key point
is that reducing uplifts is directly linked to minimizing the duality gap of the
problem. Explicitly, minimizing the duality gap equates to maximizing the dual
Lagrangian L(π). Mathematically we can express that as the following:

minπ{
∑

p∈participants

upliftp} = minπ(duality gap) (I.6)

= minπ{UC − L(π)} (I.7)
= UC − maxπ{L(π)} (I.8)

To illustrate this result, you see below the representations of this property on figure
I.9.
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Figure I.9: Sum of the uplifts and the dual Lagrangian according to prices applied
to market for example I.1.2

To find the minimum uplifts, we first have to use the Lagrangian relaxation technique
on the market clearing constraints I.2, with π as Lagrangian multipliers. This
procedure gives us the following Lagrangian function L(π):

Lagrangian Relaxation

L(π) ≡
∑

t∈T ,g∈G
C(ug

t , vg
t , pg

t ) +
∑
t∈T

CV OLL(Lt − lt) −
∑
t∈T

πt

∑
g∈G

pg
t − lt


(I.9)

s.t. (pg, p̄g, ug, vg, wg) ∈ Pg ∀g ∈ G
lt ≤ Lt ∀t ∈ T

Afterwards, we have to find the dual of L(π). The dual Lagrangian function L(π)

27



CHAPTER I. DESCRIPTION OF THE PROBLEM

is obtained by minimizing L(π) with respect to the primal variables (p, p̄, u, v, w, l).

Dual Lagrangian

L(π) ≡ min
(p,p̄,u,v,w,l)

∑
t∈T ,g∈G

C(ug
t , vg

t , pg
t ) +

∑
t∈T

CV OLL(Lt − lt) −
∑
t∈T

πt

∑
g∈G

pg
t − lt


(I.10)

s.t. (pg, p̄g, ug, vg, wg) ∈ Pg ∀g ∈ G
lt ≤ Lt ∀t ∈ T

However, maximizing the dual Lagrangian function in Equation I.10 is a difficult
optimization problem. Therefore, we need to rewrite the expression an equivalent
formulation that is more practical to compute. To do so, we also consider a box of
admissible prices Q, corresponding to market price range restrictions. Rearrang-
ing the equation by grouping the terms over l together and the terms involving
(pg, p̄g, ug, vg, wg) separately, we can reorganize the sums, and we obtain:

π∗ = max
π∈Q

L(π) = maxπ∈Q

L0(π) +
∑
g∈G

Lg(π)
 (I.11)

where:

L0(π) = min
l

∑
t∈T

[CVOLL(Lt − lt) + πtlt] (I.12)

and:

Lg(π) = min
(pg ,p̄g ,ug ,vg ,wg)

∑
t∈T

[C(pg
t , ug

t , vg
t ) − πtp

g
t ] (I.13)

This formulation I.11 is separable in g ∈ G. This fact allows us to consider pricing
of one generator at a time, significantly reducing computational complexity. This
means, we will now solve many smaller problems for each generator individually,
instead of facing the complexity of tackling a single large Mixed-Integer Linear
Programming (MILP) problem.

However, our objective is to find the convex hull prices πCH and our dual Lagrangian
is in function of π, so we need another property to be complete:

Lemma 1 If Q is unbounded, we have L(π∗) = L(πCH)
This is a standard result in Lagrangian Decomposition for Mixed-Integer Program-

ming (see reference [2], Theorem 8.2).
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Now that we now that L(π∗) = L(πCH), we need a way to find efficiently the
maximum L(π).We first have to understand characteristics of the function L(π).

Property of L(π)

1. Concave: The objective function L(π) is composed of a sum of terms L0(π)
and Lg(π) for each g ∈ G.

(a) L0(π), defined in Equation I.12, involves minimizing a function of lt
which is linear in πt. The term ∑

t∈T πtlt is linear in π, and the minimum
of a linear function over a convex set is concave. Therefore, L0(π) is
concave in π.

(b) Lg(π), defined in Equation I.13, similarly involves minimizing a linear
function of (pg

t , ug
t , vg

t ) and a linear function of π thus the minimum of
this function over a convex set is also concave in π.

(c) Since L(π) is a sum of concave functions, L(π) is concave as well.

2. Piecewise linear : Both L0(π) and Lg(π) are defined as sum of minima of
linear functions, which can be translated into a piecewise linear structure
(one linear piece by generator).

3. Non-Smoothness: Non-smoothness arises at points where the gradient is
not defined. This minimum operation can create points where the function
is non-differentiable, typically at the boundaries of different linear regions.
Thus, L(π), being the maximum of a finite number of affine functions, it is
as we said earlier piecewise linear and therefore non-smooth.

To find the maximum π, we need a similar concept to subgradients in convex
optimization for concave optimization, which ensures a direction of ascent. Here,
we use the notion of a supgradient, defined as follows:

Definition I.2.3 g(x) is a Supgradient of f in x;i.e g(x) ∈ ∂̂f(x), if and only if

f(x) + ⟨(g(x), (x̄ − x)⟩ ≥ f(x̄) (I.14)

And finally with lemma 2 we define a first order oracle which will give us a concrete
value of supgradient to find the maximum.

Lemma 2 First order oracle L(π) is nonsmooth, concave, and piecewise linear
with supgradient:

??∂̂L(π) =
∂̂L0(π) +

∑
g∈G

∂̂Lg(π)
 ∋

l∗ −
∑
g∈G

pg
∗

 (I.15)
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where (l∗, pg
∗) are the optimal values of Equations I.12 and I.13 respectively.Proof

can be found at [2][Corollary 8.3]

These properties position the Convex Hull pricing problem within the realm of
non-smooth convex optimization, enabling the application of various optimization
methods with guaranteed convergence. The first-order oracle derived from this
framework allows us to test and experiment with first-order methods, assessing
their convergence behavior. Specifically, we can obtain a direction of ascent using
gradients that result from solving |G + 1| (small) MILPs, which can be efficiently
handled by solvers such as Gurobi.

Given the problem’s separable nature, exploring a stochastic optimization tech-
nique that iterates generator by generator randomly could be interesting. This
approach could efficiently compute each component independently, allowing faster
convergence and better handling of non-smoothness in the objective function.

In the next section, we will present various algorithms that use stochastic descent
principles and show their convergence results using a concrete simple example.
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Chapter II

Stochastic Descent Algorithms

Stochastic approach for Gradient Descent is a widely used optimization tech-
nique particularly suitable for large-scale problems with numerous variables.
In our context of the Unit Commitment problem (see I.2.1 for the description

of the full model), these variables represent various quantities, including generator
output, electricity demand, and decision variables. The intuition behind stochastic
methods is to improve computational efficiency by approximating the gradient.
These methods randomly selected a subset of data rather than the entire dataset
to achieve this. It could allow a faster convergence than full gradient methods,
especially in large-scale problems.[3] However, this possible faster convergence
comes with a trade-off: variance in the solution. In this section, we will explore
algorithms that use the stochastic descent principle and try to mitigate and reduce
this variance issue. In the next chapter, these algorithms will be rigorously tested
on real-world instances of UC to draw meaningful conclusions about the stochastic
approach to solving the Unit commitment problem.

II.1 Stochastic Gradient Descent
Before exploring the Stochastic gradient descent, revisiting the classical gradient
descent method is useful. In essence, gradient descent works by iteratively adjusting
a variable vector xk in the direction opposite to the gradient of a given function
f(xk). This process minimizes the function by progressively moving towards a
point where the gradient is zero. This indicates that an extreme point has been
reached. If the function f is convex, the extreme point reached by gradient descent
is guaranteed to be a global minimum, making gradient descent a powerful tool in
optimization.
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The classical gradient descent step is formulated as follows:

xk+1 = xk − γ∇f(xk) (Gradient descent step)

Where:

xk is the vector of points at the k-iteration of dimension n
f is the function at which we want to find the minimum

γ > 0 is a fixed step size.
∇f represents the full gradient operator of f

When dealing with large-scale optimization problems or high-dimensional datasets,
the objective function f(x) can often be expressed as the sum of individual functions
fi(x):

f(x) :=
N∑

i=1
fi(x)

Computing the full gradient of f(x) can be computationally expensive or even
infeasible for large values of N. Stochastic Gradient Descent[15] approximates the
full gradient to address this issue by computing a partial gradient on a a randomly
selected subset of the individual functions fi(x) at each iteration. This partial
gradient computation is a lot faster than a full gradient resolution, and so allows
us to have faster iterations.
Then, similarly to the classical gradient step, we obtain the stochastic gradient
step :

xk+1 = xk − γ∇fik(xk) (Stochastic gradient step)
Where :

xk is the vector of points at the k-iteration of dimension n
γ is a fixed stepsize
ik is the index of the randomly selected data point (or function fi) at the k-th iteration.
k iteration identifier

∇fik is the gradient of f evaluated at xk to the selected data point indexed by ik.

The complete algorithm is simply the following:
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Algorithm 1 Stochastic Gradient Descent
Input: x0, step size γ > 0, number of iterations T
Initialize x0
for k = 1 to T − 1 do

Sample ik ∈ {1, . . . , n}
xk+1 = xk − γ∇fik(xk)

Output: xT

The points selected for gradient computation at each iteration are chosen randomly
because if we choose the random index ik ∈ {1, . . . , n} uniformly (P[ik = i] = 1

n

for all i) then ∇fik
(xk) is by definition an unbiased estimate of ∇f(xk) since:

E[∇fik
(xk)|xk] =

n∑
i=1

1
n

∇fi(xk) = ∇f(xk) (II.1)

The Variance issue As discussed by [3] in their work, the SGD method is not
guaranteed to decrease f in each iteration because at each step, SGD updates
the parameter vector based on a gradient evaluation(∇fi) of a randomly selected
subset of the data rather than the entire dataset(∇f). However, since the expected
value of the stochastic gradient is equal to the full gradient (as shown in Equation
II.1), SGD is expected to move toward the negative full gradient on average. This
property ensures that SGD converges to a minimum of the function asymptotically,
even through fluctuations and possible temporary increases in f during individual
iterations.
Despite having an unbiased gradient estimator, this latter property alone does not
guarantee the convergence of the iterates in SGD. In contrast to the simple gradient
descent method, the stochastic gradient does not necessarily converge to zero due
to the randomness introduced by the partial gradient evaluations. As a result, SGD
may not stop with a constant step size, unlike the gradient descent method, where
the gradient tends to zero as the solution approaches the optimum(∇f(xk) → 0 as
xk → x∗).

To counter the non-convergence due to the varianin the ∇fi(xk), modern variance-
reduced methods use ∇fi(xk) to update an estimate gk ∈ Rd of the gradient so
that gk ≈ ∇f(xk). The iterations are then formed as follows:

xk+1 = xk − γgk (II.2)
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xk is the vector of points at the k-iteration of dimension n
γ > 0 is a fixed step size.

gk estimate of the gradient at the k-iteration

For II.2 to converge with a constant γ, the variance of the gradient estimate must
converge to 0. This can be expressed using the variance definition as:

E
[
∥gk − ∇f(xk)∥2

]
k→∞−−−→ 0 (Variance reduced property)

In this equation, the expectation E is taken over all random variables involved
in the algorithm up to iteration k. This property implies that the variance in
the gradient estimate decreases as the algorithm progresses, which is crucial for
ensuring convergence in SGD. According to the literature, specifically Gower et al.
(2020), this property is referred to as the Variance Reduced property (VR)[3]. The
main result is that optimization methods satisfying the Variance Reduced property
(VR) will converge to the optimal point.

As demonstrated in the previous chapter, the Lagrangian gradient can be estimated
with an oracle that contains a sum of functions over generators(??), which puts us
in the case of using the stochastic descent gradient principle and avoids compute
the full gradient at each iteration. To illustrate the Variance issue and demonstrate
concrete results of the different algorithms discussed in this section, we will compare
the outcome of 4 algorithms (SAG, SAGA, SVRG, Stochastic Polyak) using a toy
example. However, this simple Unit Commitment problem example demonstrates
the algorithms’ convergence and general behavior, not their performances, which
we will explore with more complex instances in the next chapter.

Example 4 (Toy example) Consider two generators g1, g2 on 2 times period
t ∈ T with T = {1, 2} we assign then the different constant values following the
Unit commitment model from section I.2.1.
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1. Generator:

Minimum capacity : P g = [0, 6],
Maximum capacity : P̄ g = [15, 10],
Minimum Uptime : UT g = [1, 1],

Minimum Downtime : DT g = [1, 1],
Startup level : SU g = [100, 100],

Shutdown level : SDg = [100, 100],
Ramp-up limit : RU g = [0, 0],

Ramp-down limit : RDg = [0, 0]
Marginal cost : Cg

M = [10, 40],
Fixed cost : Cg

f = [0, 0],
No load cost : Cg

NL = [0, 0]

2. Demand:

Demand vector : Lt = [20, 10],
Value of Lost Load : CV OLL = 60

In this example, we voluntarily choose to eliminate the Ramp-up and Ramp-down
constraints by setting RU g and RDg to [0,0]. This decision is based on the findings
of [5], which demonstrate that exact Convex Hull prices πCH can be directly ob-
tained from the continuous relaxation of binary variables when ramping constraints
are absent. Specifically, this approach is valid in scenarios where only minimum
up/down times, constant startup/shutdown costs are present, and the classic tight
3-bin formulation is employed.

To model numerically the Unit Commitment problem and obtain its LP con-
tinuous relaxation, we utilized all the functions available in the open-source
ConvexHULLPricing.JL-MAIN package [19]. This package includes the imple-
mentation of deterministic oracles, the different solvers, and the complete UC
model. Each method is coded in Julia (version 1.10.0) using JuMP (version 1.18.0),
with Gurobi (version 11.0) as the internal MILP solver, running with default
parameters unless otherwise specified. Using the code structure of the package,
we implemented four stochastic descent(SAG, SAGA,SVRG,stoch polyak) and the
stochastic oracles they will execute to obtain stochastic gradient and stochastic
objective function. These oracles were implemented following the same philosophy
and structure as the deterministic oracles already in the package.
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From a package’s function, we obtained that the continuous relaxation of Ex-
ample 4 has exact convex hull prices of πCH = [40, 10]. According to Lemma
I.2.2, we know that L(π∗) = L(πCH). Computing L(πCH) gives us a value of 450,
which corresponds exactly to the maximum dual Lagrangian that we want to find
(L(π∗) = 450). Thus, all the error analysis and convergence results of the different
algorithms will be compared to this reference value.

Before presenting the results of SGD, it is essential to recall and understand the
operational framework of the descent algorithm. As explained in the previous
section, the minimum uplifting prices can be determined through the Lagrangian
dualization of the balance constraints from the Unit Commitment problem. The
Lagrangian function, being separable, allows us to derive a first oracle that we
will compute through optimization software like Gurobi. This oracle provides not
only the value of the Lagrangian objective function but also the gradient of the
Lagrangian, which will be utilized in the various descent algorithms to find the
maximum L(π∗).

When assigning each quantity of Algorithm 1:

• x0: In this initial example, we start the iteration at x0 = [0, 0]. While this
is a common theoretical starting point, it is not entirely practical for our
context, as electricity prices are rarely equal to zero. We will address this
issue in the next chapter and explore better strategies with larger datasets.

• Number of iterations T : Our testing will be based on time intervals rather
than a fixed number iterations, as described in Algorithm 1. This approach
aligns well with the strict time constraints imposed by the electricity market
for price prediction. For this particular example, we have allocated a time
budget of T = 20 seconds, given that our algorithm converge quickly due to
the example’s relative simplicity.

• ik: This quantity represents the vector of selected generator, either g1 or
g2. which is randomly selected at each iteration in accordance with the
stochastic approach at iteration k. The choice of the dimension of ik to
perform the stochastic gradient descent is debatable. In this chapter, we keep
a 1 dimension choice for ik. This approach may not be optimal, and as we
expand the problem to include more generators, we will explore what size for
ik is most effective for the stochastic descent.

• n: It is simply the number of generator.

• xk: This variable corresponds to the hourly prices at iteration k within the
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time horizon T, hourly price has the dimension of demand vector so in our
case 2.

• ∇fik
: The gradient will be derived from the results of a stochastic oracle

that employs an optimal solver.as we said earlier will come from a stochastic
oracle using a MILP solver as Gurobi.

.
You may have noticed that we haven’t discussed the parameter γ yet. This is
because, for all the methods presented in this section, the selection of γ is a critical
factor that significantly impacts the performance of the gradient step. Choosing
an appropriate value for γ involves balancing the trade-off between convergence
speed and accuracy. A larger step size can accelerate convergence but may sacrifice
precision. On the other hand, a smaller step size ensures greater accuracy but
leads to slower convergence. This trade-off is visually illustrated in Figure II.1.
Throughout this work, we prioritize achieving higher precision in the final solution
over speed and less accurate results. Therefore, in theory, we will aim to choose a
value for gamma that is as small as possible that gives a good convergence result.

Figure II.1: Evolution of the relative error in function of γ stepsize

To ensure a fair comparison between algorithms, the way of optimizing parameter
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γ is fixed. To avoid overfitting, we conducted a broad grid search using values
in powers of ten and then further refined the search by dividing the promising
interval into four smaller segments. This process led us to select γ = 0.025 for
SGD. However, it’s important to note that the primary objective of this test on
the toy example was to verify the algorithm’s convergence and correctness, rather
than to fine-tune precision, so a long parameter optimization was not prioritized.

The convergence of the solution with SGD method is illustrated in Figure II.2.
What is particularly interesting to observe is the convergence and the oscillation
around the solution, which is directly linked to the Variance reduced property. This
is illustrated in the right graph of figure II.2, where it is evident that the algorithm
does not converge exactly at the solution and sometimes exhibits variations in its
solution.

Figure II.2: Level set plot of relative error with the iterates of SGD

The oscillation around the solution II.3 shows us the necessity to develop a method
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to reduce it. Even with only two generators, we observed significant variance.
Hence, it is imperative to address this issue, especially when we will work with
more complex examples involving a larger number of generators. The objective of
the next methods presented in this section will be to reduce this variance because
reducing variance will lead to more accurate and reliable results.

Figure II.3: Relative error of SGD

We compared the running time and solver time of SGD (figure II.4), noting that
the solver takes up nearly all the time. This is because we only perform one simple
operation, which is a subtraction on xk . However, we will monitor this aspect
closely in the upcoming algorithms presented in this chapter

Figure II.4: Comparison of Running time and Solver time SGD
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II.2 SAG
The first variance reduction method involves mimicking the structure of the complete
gradient. As the full gradient ∇f(x) represents a simple average of the ∇fi(x)
gradients, our approximation gk of the full gradient must also be an average of the
estimates of the ∇fi(x) gradients. The Stochastic Average Gradient (SAG)[16]
approach involves maintaining an approximation vi

k ≈ ∇fi(xk) for each data point
i. We then compute the average of the vi

k values to estimate the full gradient:

ḡk = 1
n

n∑
j=1

vj
k ≈ 1

n

n∑
j=1

∇fj(xk) = ∇f(xk) (II.3)

At each iteration, SAG samples ik ∈ 1, ..., n and updates the vik accordingly. As we
approach the solution x∗, each vi converges to ∇fi(x∗) which respect the Variance
reduced property. The full procedure is described below:

Algorithm 2 Stochastic Average Gradient Descent
Input: x0, step size γ > 0, number of iterations T
Initialize x0, vi = 0 ∈ Rd for i = 1, . . . , n
for k = 1 to T − 1 do

Sample ik ∈ {1, . . . , n}
ḡk = ¯gk−1 − 1

n
vik

vik = ∇fik
(xk)

ḡk = ḡk + 1
n
vik

xk+1 = xk − γḡk

Output: xT

To ensure a fair comparison, we applied the same grid search approach across both
methods and obtained the same value for the gamma step size (γ = 0.0025). We
observe that the oscillation around the solutions, as shown in II.5 and II.6, is more
concentrated with the SAG algorithm than SGD. This suggests that SAG effectively
reduces solution variance, resulting in more consistent and reliable outcomes than
the SGD method.
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Figure II.5: Level set plot of relative error with the iterates of SGD vs SAG
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Figure II.6: Relative error of SGD vs SAG

Regarding the comparison between running time and solution time(II.7, we observe
a similar proportion to what we saw in SGD. The algorithm takes slightly longer
because it performs a few more operations beyond just a subtraction.

Figure II.7: Comparison of Running time and Solver of SAG

It has been demonstrated that SAG exhibits linear convergence [17], but it is
difficult to analyze due to ḡk being a biased gradient estimate. Therefore, another
method utilizes the notion of covariates to produce an unbiased variant of the SAG
method that offers similar performance[3].
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II.3 SAGA
This another approach to reduce the variance of the unbiased ∇fik(xk) is the use
of covariates (or "control variates"). Let vi ∈ R be a vector for i = 1, . . . , n we can
express the gradient as :

∇f(x) = 1
n

n∑
i=1

(∇fi − vi + vi)

= 1
n

n∑
i=1

(∇fi(x) − vi + 1
n

n∑
j=1

vj)

:= 1
n

n∑
i=1

∇fi(x, v) (II.4)

where ∇fi(x, v) := ∇fi(x) − vi + 1
n

∑n
j=1 vj .

We can then build an unbiased estimate of the full gradient ∇f(x) by sampling a
single ∇fi(x, v) uniformly for i ∈ 1, . . . , n. Our gradient estimate becomes:

gk = ∇fik
(xk, v) = ∇fik

(xk) − vi + 1
n

n∑
j=1

vj

To see if our gk respect the Variance reduced property, we substitute gk and using
the fact that Ei∼ 1

n
[vi] = 1

n

∑n
j=1 vj it becomes:

= E[||∇fi(xk) − vi + Ei∼ 1
n
[vi − ∇fi(xk)]||2] ≤ E[||fi(xk) − vi||2]

This bound shows us that we obtain the VR property if vi approaches ∇fi(xk) as
k grows.

One thing to notice is that we are free to choose any vi to reduce the variance.
A practical choice for vi is the gradient ∇fi(x̄i) around a point x̄i ∈ Rd that we
know. The SAGA method use this reference point for each function fi and use the
covariates vi = ∇fi(x̄i) where each x̄i will be the last point for which we evaluated
∇fi(x̄i).Using this covariates we can build the following gradient estimate:

gk = ∇fik
(xk) − ∇fik

(x̄ik) + 1
n

n∑
j=1

∇fj(x̄j) (II.5)

We then express the SAGA algorithm similarly as we did for SAG. SAG and SAGA
have a very similar implementation; the difference lies in that in SAGA, we store
the previously computed gradient fik

in a variable to form the unbiased gradient
estimate. The complete method becomes:
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Algorithm 3 SAGA
Input: x0, step size γ > 0, number of iterations T
Initialize x0, vi = 0 ∈ Rd for i = 1, . . . , n
for k = 1 to T − 1 do

Sample ik ∈{1, . . . , n}
vold = vik

vik = ∇fik
(xk)

xk+1 = xk − γ(vik − vold + ḡk)
ḡk = ¯gk−1 + 1

n
vik − 1

n
vold

Output: xT

To stay coherent, we performed the same optimization for the parameters, and
we obtained γ = 0.0025. Then we compare the result of this method with the
stochastic gradient descent using the same example (4) and we obtain the same
kind of result that we had with SAG : SAGA has a lesser oscillation around the
solution than SGD (see figure II.8 and II.9 below).
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Figure II.8: Level set plot of relative error with the iterates of SGD vs SAGA

Figure II.9: Relative error of SGD vs SAGA
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In fact, SAG and SAGA seem
to have similar performances
(FigureII.10), but by intuition
SAGA normally should have better
results in bigger examples because
its gradient estimate is unbiased,
which is not the case of SAG.

Figure II.10: Relative error of SAG vs
SAGA

We observe a similar proportion between running time and solution time as in the
SGD case. However, the algorithm takes slightly more time due to the additional
operations involved in storing the previously computed gradient fik

.

Figure II.11: Running and solver time comparison of SAGA

Nevertheless, the inconvenient of SAG and SAGA is that we have to store these
auxiliary vectors vi ∈ Rd for I = 1, . . . , n, which can be problematic if the problem
becomes large. When this memory requirement O(nd) is too high , the SVRG
method that we review next is a good alternative. The SVRG method achieves the
same convergence rate but only requires O(d) memory.
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II.4 SVRG
Before the development of SAGA, another algorithm used covariates to address the
high memory requirements of the SAG method [6]. The SVRG approach is based
on storing a fixed reference point at which the full gradient ∇fj(x̄) was computed.
By storing this point we can implement the SAG update using x̄j = x̄ for all j
without having to store each gradient ∇fj(x̄) . In other words, we compute ∇fik

in each iteration using the stored point x̄. To ensure the expectations are bounded,
we obtain that the gradient estimate gk is bounded by

= E[||gk − ∇f(xk)2||] ≤ E[||∇fi(xk) − ∇fi((̄x)||2] ≤ L2
max||xk − (̄x)||2

where L is the L-smoothness parameter. Coming from the following definition:

Definition II.4.1 We say that a differentiable function f : Rn → R̄ is L-smooth
with respect to a norm ||.|| for any x, y ∈ int dom(f) if

||∇f(x) − ∇f(y)|| ≤ L||x − y|| (II.6)

To make the best use of these methods, we need to balance the cost of updating
the reference point x̄ frequently, which involves computing a full gradient, with
the benefits of reducing the variance. To achieve this, we update the reference
point every t iteration. Consequently, the SVRG method involves two loops: an
outer loop in which the reference gradient is computed, and an inner loop where
the reference point is fixed, and we iterate on xk with a stochastic gradient step
strategy. This approach helps mitigate the memory requirements while benefiting
from the variance reduction achieved by using covariates. The complete algorithm
is the following:

Algorithm 4 SVRG
Input: x0, step size γ > 0, number of iterations T
Initialize x̄0 = x0 ∈ Rd

for s = 1, 2, . . . do
Compute and store ∇f(x̄s−1)
x0 = x̄s−1
Choose the number of inner-loop iterations t:
for k = 0, 1, . . . , t − 1 do

Sample ik ∈{1, . . . , n}
gk = ∇fik

(xk) − ∇fik
(x̄s−1) + ∇(x̄s−1)

xk+1 = xk − γgk
x̄s = xt
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We conducted the same comparison with the SVRG algorithm as we did with the
other methods, and observed also a significant reduction in variance compared
to SGD(see figure II.12and II.13) indicating that SVRG is effective in stabilizing
the solution. However, we also noticed that it takes more time to converge(II.13),
particularly in regions where the solution oscillates, which is an interesting behavior.
.We applied the same tuning approach for gamma as with the other methods but we
also needed to optimize the length of the inner loop. To achieve this, we determined
the optimal number of iterations n by testing values between 1 and 10, combining
this search with our previous grid search method. We arrived at γ = 0.0025 and
t = 5.

Figure II.12: Level set plot of relative error with the iterates of SGD vs SVRG
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Figure II.13: Relative error of SVRG vs SGD

We obtained similar result as the the pre-
vious algorithms( figure II.14). Due to
the SVRG algorithm’s inherent structure,
it is likely that it will require smaller step
sizes because it partially relies on an ex-
act oracle. This makes it potentially more
accurate than SAG and SAGA, though at
the cost of longer convergence times. This
initial analysis suggests that SVRG may
be better suited for scenarios where preci-
sion is prioritized over speed, but further
investigation is needed to understand its
advantages and limitations fully. Figure II.14: Relative error of SVRG vs

SAG
Once again, we observe in figure II.15 that the solver time constitutes the predomi-
nant portion of the total algorithm time.
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Figure II.15: Running time and solution time comparison SVRG

II.5 Stochastic Polyak-stepsize method
In our earlier approaches, we utilized a constant step size. However, much like
in deterministic methods where adaptive step sizes are employed to accelerate
convergence, a more refined strategy involves using a decreasing step size, adjusted
at each iteration, to ensure convergence to the exact solution. One such approach is
the stochastic Polyak step size, a natural extension of the Polyak step size from the
subgradient method. This adaptive technique provides a more robust framework
for achieving convergence in stochastic optimization scenarios.

γk = argminγ[Q(γ)] = f(xk) − f∗

c||gk||2
(Deterministic Polyak step size)

Employing the deterministic Polyak step size in the update rule of Stochastic
Gradient Descent (SGD) is impractical, as it necessitates computing the function
value f and its full gradient in every iteration.

We can express our SGD as

xk+1 = xk + γk∇fi(xk)

where i ∈ n is chosen uniformly random and γk > 0 is the stepsize of iteration k
the equation of the step size is :

γk = fi(xk) − f ∗
i

||∇fi(xk)||2 (Stochastic Polyak Stepsize)
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This step requires only the evaluation of the stochastic gradient ∇fi(xk) and the
function fi(xk) at the current iterate. However, it also relies on knowing the optimal
value of f ∗

i .

The full procedure is described below:

Algorithm 5 Polyak
Input: x0, c > 0, number of iterations T
for k = 1, 2, . . . to T do

Sample ik ∈{1, . . . , n}
γk = fi(xk)−f∗

i

c||∇fi(xk)||2

xk+1 = xk + γk∇fi(xk)
Output: xT

We’ve tested this algorithm on the example 4, and the results are clear: the
Polyak method converges much faster and more effectively than all the previous
algorithms(see figure II.16 and II.17). However, it’s important to note that Polyak’s
method has a significant advantage in finding the solution because it requires
knowledge of the optimal value of the partial derivatives at equilibrium. This
creates a somewhat paradoxical situation, as the method relies on information
about the solution we are actually trying to find. This dependency raises concerns
about the practicality and fairness of comparing it to other methods that do not
have access to such information. Polyak is unlike SAG, SAGA, and SVRG, a
gradient method that requires careful tuning of the step size parameter but instead
derives its step size based on the distance to the optimal value.
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Figure II.16: SGD vs Polyak convergence path
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Figure II.17: Level set plot of relative error with the iterates of SGD vs Polyak

Compared to other methods, the Polyak algorithm has demonstrated zero vari-
ance(II.18 in its solutions, even though it is a stochastic method. This is quite
notable, as it can achieve the exact solution consistently, highlighting its effective-
ness and reliability. In fact our Polyak algorithm converge in 10 iterations which is
quite fast.
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Figure II.18: Relative error of Stochastic Polyak vs SGD

II.6 Summary of SAG, SAGA, SVRG, and Stochas-
tic Polyak comparison

As the dimensionality of our problem increased, we explored strategies to enhance
computational speed, experimenting with a stochastic oracle. While theoretically
effective in reducing computation time, this approach introduced variance into the
solution.

To mitigate this variance, we explored three algorithms: SAG(II.2), SAGA(II.3),
and SVRG(II.3). SAG and SAGA showed comparable performance in smaller cases,
though SAGA is expected to yield better results in larger scenarios. SVRG, despite
being slightly slower, offers the same level of precision and is interesting due to its
lower memory requirements compared to the other two methods.

The choice of hyperparameters is critical for optimizing the performance of each
algorithm. The step size γ is especially important for SAG, SAGA, and SVRG, as
it directly influences their convergence behavior. For SVRG, the length of the inner
loop, denoted by t, plays a significant role in balancing efficiency and accuracy.
Other common parameters, such as starting points and batch sizes, will also without
a doubt affect convergence rates and the quality of the final solution but we will
ewplore these path in next chapter with a more real example. Table II.1 provides a
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summary of the key hyperparameters for each method, serving as a reference guide
for practical experiments.

We didn’t mention earlier that SAG, SAGA, and SVRG are intended for smooth
functions. Our current problem involves a non-smooth objective, which may chal-
lenge the convergence guarantees of these methods. As we scale to larger and more
complex problems, we may need to explore smoothing techniques for the objective
function to ensure the algorithms perform effectively.

We also explored the stochastic Polyak stepsize method (II.5), which uses an
adaptive step size derived from polyak deterministic approaches. This method
adjusts the step size based on the algorithm’s progress, potentially enhancing both
convergence and precision over time. However, it is important to recognize that the
Polyak method benefits from prior knowledge of f ∗

i or its approximations, which
raises questions about the fairness of direct comparisons, especially in situations
where such information is not readily available.

Table II.1: List of hyperparameters for each methods
Method Hyperparameter

SAG γ
SAGA γ
SVRG γ
SVRG Size of inner loop t
Polyak f ∗

i

All Starting point
All Size of the batch

Having thoroughly explained the theory and demonstrated it with a simple example,
we will now apply these algorithms to a more complex instance. This step is
crucial for achieving the main goal of the thesis: to gain a deeper, more concrete
understanding of their performance in practical, real-world scenarios.
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Chapter III

Experiments and Results

In this chapter, the algorithms described in the previous part (see Chapter II) will
be tested with a real-world example of Unit Commitment. The main subject of
comparison will be the best relative error precision each method can achieve in a
strict period (900s). The experiment will start with fine-tuning parameters and
exploration of standard stochastic techniques to increase accuracy. In a second
phase, the stochastic methods will be tested on seven other additional Belgian
instances to permit the comparison with results of deterministic methods from a
reference paper about Convex Hull pricing [20] to determine if a stochastic approach
of the Unit Commitment is worth trying.
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III.1 Context reminder
To better understand the results of the experiments, it is essential to recall the
optimization context as illustrated in Figure III.1. On the highest level, this thesis’s
first focus is finding a solution to the Unit Commitment problem. The UC
problem optimization represents the optimal energy production schedule among
a bunch of generators to match hourly consumer demand while minimizing an
objective function representing the costs of each participant in the electric market.

Figure III.1: General view of the problem

However, due to the
non-convexities present
in constraints and the
binary nature of some
variables, finding an
optimal solution to
the UC is challenging.
That leads the prob-
lem to the second stage,
where we address this
challenge by using con-
cepts of side payments
and uplifts to compen-
sate the choice of a
near equilibrium. Nev-
ertheless, these com-
pensations cannot be infinite, so we aim to find the minimum sum of uplifts.

Going deeper into the problem, it is known that a convex case(i.e., example I.3)
has an efficient price: the dual variable associated with the market constraint.
Therefore, transposing this idea to the UC, the technique is to apply a Lagrangian
relaxation of the market clearing constraint with a variable π. With duality the-
ory, [4] shows that the optimal sum of uplifts was the maximization of the
Lagrangian dual L(π) which pushes the problem of this thesis into the third layer
on the figure. The next circle represents how this maximum will be approached
using Stochastic descent algorithms. These are the methods that will be tested
in this section.

Finally, at the innermost ring, we find the Oracle, found with a commercial solver
such as Gurobi. This oracle contains a stochastic gradient that our algorithms use
to guide the optimization process.
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III.2 Experience environnment
Firstly, our entire benchmarking and testing procedures are aligned with the
experimental framework outlined in the paper [20], which serves as a base reference
for our study. This article explores a wide range of deterministic methods, and our
objective is to compare these with our stochastic approach. To ensure consistency
and validity in our comparison, we will adhere to the same criteria and experimental
methodology as detailed in their work.

Experimental setup The experiments are conducted using a Julia (1.10.0)
coding environment, which leverages the JuMP (1.18.0) library and Gurobi (11.0)
with default parameters (except where specified) as the internal MILP solver. The
codebase for these experiments is built upon and extends the functionality of the
open-source CONVEXHULLPRICING.JL Julia package [19]. All the simulations
presented in this thesis were run on my personal computer (i7,2.8 GHz, 8 threads,
16 GB of RAM).

Datasets The experiments are conducted on eight real-world unit commitment
problem instances. The dataset contains eight Belgian instances, representing
different seasons (winter, spring, summer, autumn) and week periods (weekday,
weekend), with 68 Belgian generators across a 24-hour time horizon at 15-minute
intervals. A concise summary of this dataset is provided in the table below III.1:

Name Instance Generators Time period Source
Belgian 8 68 96 [18]

Table III.1: Dataset Summary

Optimal solution As in the reference paper [20], we used their near-optimal
solution f ∗ they computed with a long execution of a Bundle level method on
each instance as reference. Since Convex Hull prices may not be unique, we will
compare only the value of the objective function instead of the best hourly prices.
It’s essential to notice that, in practice, the optimal solution would not be known.
However, we use this nearly optimal solution to serve as a basis for evaluating the
performance of the proposed optimization methods. Finally, we will compare all the
algorithms in terms of relative absolute error to better understand the algorithm’s
performances.
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III.3 Hyperparameters Gridsearch
As discussed in the previous chapter, selecting the right parameters is crucial for
the performance of algorithms. Specifically, the γ step size plays a key role in
determining the convergence speed on the precision of the solution. To find the
best suited γ, we employed a similar methodology as in the toy example from
Chapter 2: first searching across powers of ten and then refining the best interval
by dividing it into four segments and finally selecting the γ which give the best
relative error in a fixed period (900 seconds).

We also monotonized the algorithm’s results to make the graphs more readable. As
you may recall, stochastic descent does not guarantee a decrease in the objective
function at every iteration but rather an average descent over time. If we were to
plot all the iterates, the resulting graphs would show oscillations that could make
it difficult to distinguish the algorithm’s performance clearly. Monotonizing the
relative error produces cleaner graphs that provide a clearer view of the algorithm’s
overall behavior.

All of our experiments and fine-tuning will be computed on one instance of the
Belgian Dataset (Winter-weekend). Furthermore, electricity markets imposed strict
time constraints, and to stay coherent with the bench-marking of [20], we choose
to perform our experiences on 900 seconds.

It is also important to note that randomness can influence the results due to
the stochastic nature of these algorithms. Therefore, relying on a single run for
comparison is not advisable. To control this, we chose to run the algorithm three
times and average the results before plotting any curve. Consequently, all the
curves presented in this chapter represent the average of three runs, providing a
more reliable basis for understanding behavior and drawing conclusions.

III.3.1 SAG
Performance of SAG (see algorithm 2) relies a lot on an appropriate parameter
γ. The methodology utilized during all the experiments will be to perform a
grid search on 5 minutes to identify promising regions and then proceed with a
15-minute search to find γ more precisely.

5 minutes experiments As previously explained, running each parameter
selection multiple times allows to obtain an average curve and compare more. The
(FigureIII.2 ) represents the first grid search in 5 minutes.
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Figure III.2: SAG Relative error in function of γ, t = 300s

The relative error values for different γ step sizes are displayed in Table III.3. The
best relative error is achieved with γ = 1e-3. However, the table shows that the
choice γ = 7.5 e-4 provides a similar average result and performs even better in
the minimum case. For the longer experiment, we may choose a smaller γ than
these values for longer simulations, as we aim for higher precision towards the end
of the time interval, not necessarily at the 300-second time step.
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Table III.2: SAG Relative errors in function of γ on the Belgian example with
t=300

Metrics γ =1e-2 γ =1e-3 γ =7.5e-4 γ =5e-4 γ =2.5e-4 γ =1e-4
Mean 4.72e-4 4.04e-5 4.29e-5 5.06e-5 7.39e-5 2.66e-3
Max 5.61e-4 4.61e-5 4.78e-5 5.42e-5 7.50e-5 2.80e-3
Min 3.92e-4 3.54e-5 3.53e-5 4.77e-5 7.33e-5 2.45e-3

Standard Deviation 6.91e-5 4.41e-6 5.47e-6 2.72e-6 7.99e-7 1.48e-4

15 min experiments To achieve greater accuracy, we refined our grid search for
γ over a more extended period (t = 900s). It’s important to note that smaller γ
values require more time to converge but will have more precision at the end, which
is what we are looking for, so we understand that the optimal γ for t = 300 may
not be the same as for t = 900. We expect the latter to be smaller as we extend
the period. However, since we cannot fully predict the algorithm’s behavior, we
will focus on the same regions of interest while, if needed, extending the search to
include smaller γ values for longer time frames. All these errors are again depicted
in a graph (figure III.3)

0 60 120 180 240 300 360 420 480 540 600 660 720 780 840 900
Time(t) (seconds)

10 4

10 3

10 2

10 1

100

L
*

L(
t)

SAG Relative Error in function of 
= 0.001
= 0.00075
= 0.0005
= 0.00025
= 0.0001

Figure III.3: SAG error on t=900

The metrics about relative error show in table III.3 that for a longer case, γ = 5e−4
is the best option on average. It’s also important to note that optimal γ for 900s is
halved compared to the shorter case. This indicates that the best choice for γ is
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unstable over time. This variability isn’t surprising; as it approaches the optimum
over time, it needs smaller steps to reach it accurately.

Table III.3: SAG Relative errors evolution in function of γ on the Belgian example
with t=900

Metrics γ =1e-3 γ =7.5e-4 γ =5e-4 γ =2.5e-4 γ =1e-4
Mean 3.38e-5 2.22e-5 1.89e-5 2.20e-5 5.63e-5
Max 4.0e-5 2.70e-5 1.94e-5 2.25e-5 5.65e-5
Min 2.85e-5 1.82e-5 1.85e-5 2.12e-5 5.60e-5

Standard Deviation 4.74e-6 3.61e-6 3.73e-7 5.79e-7 2.06e-7

III.3.2 SAGA
Conducting the same procedure for searching the best γ for the SAGA algorithm
(see sectionII.3) to ensure a fair comparison. First, identify the correct order of
magnitude by testing values in powers of ten(Figure III.4). Once the appropriate
range is determined, refine the search within that interval to pinpoint the optimal
value of γ.

5 minute experiments The observation of the graphs III.4 shows that γ will
be in the same order of magnitude as SAG, which is unsurprising as the methods
are composed similarly.
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Figure III.4: Comparison of SAGA with different γ

The table III.4 provides the statistical values of relative error related to each
stepsize γ . The optimal value for γ is 7.5e-4. We also observe that γ = 5e − 4
is close to this optimal value. SAG has the best solution for the moment at 300
seconds with 4.04e − 5, while SAGA achieved a higher value equal to 5.56e − 5.
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Table III.4: SAGA Relative errors evolution in function of γ on the Belgian example
with t=300

Metrics γ =1e-1 γ =1e-2 γ =1e-3 γ =7.5e-4 γ =5e-4 γ =2.5e-4 γ =1e-4
Mean 2.45e-2 6.56e-4 6.03e-5 5.56e-5 5.62e-5 7.75e-5 2.82e-3
Max 2.86e-2 7.31e-4 6.26e-5 6.03e-5 6.03e-5 7.91e-5 3.09e-3
Min 1.75e-2 5.53e-4 5.74e-5 5.14e-5 5.29e-5 7.57e-5 2.65e-3

Standard Deviation 4.23e-3 7.54e-5 2.15e-6 3.65e-6 3.07e-6 1.36e-6 1.96e-4

15min experiment The result of the 15 min can be observed in the following
graph(III.5).
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Figure III.5: SAGA relative error in function of γ

We also reported the long-term approximation values in the tables III.5, finding
The best value of γ = 2.66e − 5. While this result is of the same magnitude as
that of SAG, it is still slightly higher. However, a positive observation is that
the γ step size for SAGA appears to be less variable over time. It only decreased
by 25% rather than being halved, as with SAG in the long-term scenario. This
suggests that γ could be more stable over time, which is a favorable conclusion for
the SAGA algorithm.
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Table III.5: SAGA Relative errors evolution in function of γ on the Belgian example
with t=900

Metrics γ =7.5e-4 γ =5e-4 γ =2.5e-4 γ =1e-4
Mean 3.60e-5 2.66e-5 2.94e-5 6.06e-5
Max 3.82e-5 2.71e-5 3.06e-5 6.12e-5
Min 3.23e-5 2.59e-5 2.75e-5 6.0e-5

Standard Deviation 2.61e-6 5.16e-7 1.36e-6 4.54e-7

III.3.3 SVRG
We conducted a similar parameter search for SVRG (see details of the algorithm
at II.4), but this time we needed to consider two parameters: t (the length of the
inner loop) and γ(the step size). We applied the same approach as before, first
experimenting for 300 seconds to identify promising regions, and then refining
our search within those regions by running experiments for 900 seconds. The full
statistic results of this first search are encoded in table V.1 in annexes. We find a
best relative error of 7.35 e-5 with a γ = to 7.5e-4 and t=1. To better illustrate
the results, represent the data in a heatmap (see Figure III.6) is more telling than
a simple table.
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Figure III.6: Relative error experiment SVRG
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The main observation is that increasing the dimension of the inner loop t makes it
necessary to decrease the γ step size. This adjustment seems logical because the
cumulative effect of the steps will be greater if we remain in the loop longer, so we
need to balance it by reducing the value of γ

15min experiment The best result is for the 15 min experiment is γ = 2.5e − 4
and t=2. Although the configuration with t=1 and γ = 5e − 4) produces a sim-
ilar error on average, a detailed examination of the statistics presented in the
appendix(V.2) reveals that γ = 2.5e − 4 and t = 2 provide an overall better
performance over the different metrics.

The optimal relative error in this configuration is 3.07 e-5. It is higher than that
achieved by the SAG and SAGA methods.

The figure III.3 underscores the importance of choosing an appropriate learning
rate again, especially when adjusting the number of iterations in the inner loop.
Specifically, we observed that increasing the number of inner loop iterations neces-
sitates a corresponding decrease in the step size to maintain optimal performance.
The graph below in the function of shows t=10 on the graph, despite having a
little lesser precision, converge faster to their final error. Also, they all have a steep
descent at the start, stabilizing over 300s. It also seems that the algorithm still has
a negative slope at the end, which is encouraging.

68



CHAPTER III. EXPERIMENTS AND RESULTS

= 7.5e 4 = 5e 4 = 2.5e 4 = 1e 4
 

t=
1

t=
2

t=
5

t=
7

t=
10

t 

3.98e-05 3.07e-05 5.12e-05

5.01e-05 3.07e-05

1.59e-03 6.81e-05

3.77e-05

4.47e-05

Mean relative error of SVRG regarding parameters  and t on 900 s 

0.00000

0.00002

0.00004

0.00006

0.00008

0.00010

Figure III.7: Relative error experiment SVRG
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Figure III.8: Best case SVRG
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III.3.4 Stochastic Polyak stepsize
As explained in the previous chapter, one key advantage of the stochastic Polyak
stepsize method(see II.5) is that it does not require parameter optimization. Indeed,
the stochastic Polyak step size is adapted automatically through iterations.

However, while this eliminates the need to search for the optimal parameter, it in-
troduces a different challenge: the method requires knowledge of a certain quantity:
the vector of f ∗

i . In practice, this quantity is not typically available. Fortunately,
the solution provided by the authors of [20] includes the hourly prices. We will use
these prices corresponding to the best objective function value f ∗, which already
served us as a reference. We then apply the stochastic oracle with these prices on
each generator to compute the value of each f ∗

i .

Despite this advantageous non-parameter approach, there are some concerns. While
the optimal value of the objective function, representing the maximum value of
the Lagrangian dual, is unique, the hourly prices that lead to this solution are not
necessarily unique. Consequently, if the optimal prices are not unique, then the f ∗

i

values, which depend on these prices in the separable Lagrangian formulation, are
also not unique. This raises concerns, as Polyak method uses these f ∗

i to converge,
suggesting that the Polyak method—or at least its stochastic variant—may not be
well-suited to our problem.

15 min experiment Because there is no parameter to optimize, we proceed
immediately to a 15-minute experience. Again, the curve is the result of an average
of 3 runs to give a more representative idea of the performance.
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Figure III.9: Best relative error of the Stochastic Polyak method

We observed in Figure III.9 that we obtain a higher order of relative order than in
the previous method. We explicitly annotated the Polyak step size result in the
following tableIII.6. Nevertheless, the Polyak method seems to work very well at
the start, as its descent is nearly vertically steep.

Table III.6: Polyak Relative errors on the Belgian instance at t = 900
Algorithm Relative Error

Mean 1.30e-04
Max 1.31e-04
Min 1.28-04

Standard Deviation 1.30e-06

III.3.5 Summary and Comparison After Grid Search on
Parameters

After examining each algorithm independently, it is interesting to compare them
to identify the strengths and weaknesses of each method. We begin by comparing
the parameters and relative values noted in Table III.8 . We observe that each
method’s learning rate parameter γ has a similar value, particularly for the SAG
and SAGA methods, where it is identical.
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Regarding the final relative error, we see that SAG achieved the best relative
error at t = 900s, followed by SAGA. The SVRG method has a higher mean
relative error than the other methods. In addition, the relative error of Polyak
is significantly worse, being an order of magnitude higher than the others (e-4).
To better understand the behavior of each function, let’s look at the comparative
Figure III.10.

Table III.7: Tuned hyperparameters and Best mean relative error for each method
at t = 900s

Method Hyperparameter Value Best mean Relative Error
SAG γ 5e-4 1.89e-5

SAGA γ 5e-4 2.66e-5
SVRG γ, t 2.5e-4, 2 3.07e-5
Polyak / / 1.30e-4

72



CHAPTER III. EXPERIMENTS AND RESULTS

0 60 120 180 240 300 360 420 480 540 600 660 720 780 840 900
Time(t)(seconds)

10 5

10 4

10 3

10 2

10 1

100

*
(t)

5 × 10 6 

Mean Relative Error of SAG,SAGA,SVRG, and Stochastic Polyak (3 runs)

SAG
SAGA
SVRG
Stochastic Polyak
Start
Short term
Long term

Figure III.10: Comparison of relative error over 900s for SAG, SAGA, SVRG, and
Polyak algorithms

Observations We highlighted three distinct areas in the graph to better illustrate
and understand the behavior of each algorithm.

1. Start 0-60s: All algorithms start with a relative high error(around 1.0). This
is probably due to the starting choice of zero hourly prices, which is unreal-
istic in the context of the electricity market.Nevertheless, every algorithm
decreases rapidly within the first 60 seconds and attains 10−4 precision.

Looking more precisely at the start, significant differences become apparent in
the four algorithms’ initial behavior. SAG and SAGA exhibit similar starting
behavior, while SVRG is slower than the first two. Concerning Stochastic
Polyak, it has a way better start than the other algorithms. This could be
attributed to the step of the algorithm that provides considerable information
with its fi∗, which is a part of the solution. Upon closer examination of the
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Polyak iterations, we realize that the first iteration alone achieves a precision
of 10-3.

2. Short term 60-300s We observe that Stochastic Polyak descent is quickly
overtaken (around ±70 seconds) by SAG and SAGA, which remain very
similar throughout the entire period. On the SVRG method on the other
lags far behind and only catches Polyak around 160 seconds.

Looking closer to Polyak error evolution , it seems to stabilizes and does not
significantly reduce the error beyond 180s exhibiting almost a flat slope. This
could potentially be due to our estimation of f ∗

i , as we have already explained,
it might not be optimal. Since f ∗

i by definition is not unique, relying on a
single f ∗

i might be a poor choice for achieving very high precision.

At 180 seconds, we already noticed that Polyak’s curve has significantly
slowed, As for the other three algorithms, they continue their descent but
with a much less steep slope compared to the early period.Finally, SVRG
(red) was slower to reduce in the starting phase, but now is way closer to the
other algorithms and continues to decrease steadily.

3. Long term 300-900s The general behavior is that all algorithm continues to
decrease for SAGA, SAG, and SVRG, but at a much slower pace except for
Polyak method which stable.

Around 360 seconds, SAG starts to pull ahead of SAGA, while SVRG remains
lagging behind. Another thing to notice is that for SAG, SAGA, and SVRG,
we observe periods of flat zones followed by sudden drops. This might be due
to the randomness of the selection of generators, where some generators at a
certain point could offer less valuable descent information. If these generators
are continuly selected, we could make little to no progress toward the overall
optimum, which could explain the periods of stagnation.

Concerning the final error an the very late execution,as the table shows,
Polyak is the worst method, while SAG is the best achieve the lowest mean
relative errors, around 10−5. However, it is interesting to note that SVRG
still seems to have a negative slope, while the other two are in a flat zone.
However, this could be just another flat zone similar to what we have observed
elsewhere on previous areas. Therefore, it is difficult to say definitively if the
iterations of SAG and SAGA are stalled at this stage.
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Finally, something we didn’t mention earlier is that we added a boundary
at a precision of 5e-6 represented by a red dotted line. This threshold was
chosen because it represents the level of precision we aim to achieve to be
competitive with the methods presented in the reference paper [20].

Based on these observations, we will now try to find techniques and strategies to
improve these results and try to reach the 5e-6 frontier obtained in the reference
paper[20]. Our first focus for improvement will be the starting phase, as we just
highlighted with our observation that Our starting point is quite high , and we are
confident that it comes to fact that that assuming hourly price of electricity of a
zero is from reality.

III.4 Starting point
One of the key factors in optimization field, that determine a good convergence
path is the starting point in optimization algorithms is the choice of a good starting
point. Currently, our starting point x0 is quite simple and not well connected to
reality because zero electricity prices are almost nonexistent in practice. Building
on the ideas presented by the authors of [20], we will implement a Warm start for
the four algorithms by setting the first iterate to the solution to the continuous
relaxation of the Unit Commitment problem. More precisely, the constraints:

ug
t , vg

t , wg
t ∈ {0, 1}∀g ∈ G, ∀t ∈ T

are relaxed into:
ug

t , vg
t , wg

t ∈ [0, 1]∀g ∈ G, ∀t ∈ T
This value is relatively easy to obtain and comes at a low computational cost.
Additionally, this choice of prices also has a meaning. It represents the convex hull
prices πCH if we don’t use ramp constraints and have constant start-up/shutdown
costs. To have more information on this findings, consult the following reference [5]

In this section, we will analyze the effect of this new starting choice and how it
impacts the relative error evolution in the short (300s) and long term(900s).

III.4.1 SAG
We first look at the SAG behavior with this new starting point x0. Starting with
the LP relaxation significantly give us significant better starting point,thanks to
that it improves short-term performance (300s). However in the long term (900s),
it maintains a comparable level of precision(around 1.8 e-5) if we keep the same
gamma step size (see Figure III.11).
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Figure III.11: Comparison of SAG Relative Error between different starting points,
demonstrating the impact of initial conditions on the convergence rate over 900
seconds.

Nevertheless, intending by optimization intuition that starting closer to the solution
would likely allow us to reduce the gamma step size to achieve better precision at
the end of the fixed period, we re-perform a grid search on γ.

Our intuition was effectively a good one : our new grid search found a decreasing
value of from γ = 5e-4 to 2.5e-4, as shown in figure III.12 our best mean relative
error improved from 1.89 e-5 to 1.09e-5 which represent a decrease of 43 %.
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Figure III.12: Comparison of starting point with reoptimized γ

III.4.2 SAGA
Applying the LP-starting point to SAGA, the same phenomenon is observed as
with SAG: it improves short-term performance (300 s), but in the long term (900s),
it results in a comparable level of precision, as you can see in III.13.
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Figure III.13: Comparison with the same γ = 0.0005

However, as for SAG, re-optimizing γ allows to reduce the relative error. The best
value is now as depicted in figure III.14 1.62e-5, which represents a diminution of
error of 40 %.
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Figure III.14: Comparison of starting point with reoptimized γ

III.4.3 SVRG
Again, we observed the same observation when we changed the starting point with
the other methods: better performances in the short term (300s) but the same error
scale in the long term 900s. However, we choose not to optimize the parameters
of SVRG as the double optimization parameter(t, γ) is very time-consuming, we
preferred to advance and develop more techniques with the SAG method as it looks
more promising at the moment, but it can be the subject of further research.
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Figure III.15: Comparison of SVRG relative error between different starting point

III.4.4 Polyak
Upon applying the new starting point to the stochastic Polyak descent method, we
observed 60 % improvement in the final relative error of Polyak. However, despite
this improvement, the function still lags behind the other methods.
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Figure III.16: Comparison of Polyak Relative Error between different starting
points

III.4.5 Summary and Comparison After New Starting Point
To visualize the progress in terms of relative error of this new starting point, the
new update values have been written in the following comparative table III.8.

Table III.8: Tuned hyperparameters and best relative error for each method at
t = 900s using Lp relaxation for x0

Method Hyperparameter Value Best Relative Error Previous Relative Error Gain (%)
SAG γ 2.5e-4 1.09e-5 1.89e-5 42.33%

SAGA γ 2.5e-4 1.62e-5 2.66e-5 39.10%
SVRG γ, t 2.5e-4, 2 2.12e-5 3.07e-5 30.94%
Polyak / / 5.18e-5 1.30e-4 60.15%

The first thing to say is that the starting point influence positively all the methods.
In particular, Polyak has the best improvement, but despite that, it is still far
behind compared to the other three methods. SAG exhibits the best relative error
among them.

For better observation, the curves have been depicted in figure III.17 in the same
kind of graph presented after the hypergrid parameters.
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Figure III.17: Comparison of relative error over 900s using LP relaxation as starting
point

Observation

1. Start,0-60s The starting phases are now very comparable, and all methods
show a rapid decrease in relative initial value. Polyak has no significant
advantage compared to the zero starting point case, but it still starts lower
than the others. However, it is rapidly overtaken by other methods.

2. Short term,60-300s The relative error reduction continues during this period,
but the pace slows down. At this stage, SAG stands out as the best method
compared to SVRG and SAGA. On the other hand, Polyak appears to be
significantly behind the rest.

3. Long-term,300-900s SAG remains the best method throughout the whole
period. Saga and SVRG have similar performances but SAGA has a slight
advantage in the end. Stochastic Polyak remains behind but does not seem to
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be stuck like in the zero start and continues to have a negative slope, which
could indicate that the fi∗ approximation is not so bad.

The experimental findings demonstrate that the choice of the starting point signifi-
cantly impacts the final relative error. Notably, employing the Linear Programming
(LP) relaxation as an initial point has shown promising results, establishing it as
a strong starting point for improving the overall performance of the optimization
process.

Now that we have significantly improved the initialization of all algorithms, we will
try to focus on their core functioning to achieve better results. While there are
numerous areas for improvement and techniques to consider, we have decided to
focus on only two factors: the impact of the selected generator on the optimization
process and the size of the subset on which we compute the stochastic gradient at
each iteration.

III.5 Evaluating Stochastic Optimization Tricks:
Selection with replacement and Mini-batch

Now that we have optimized γ and identified a good starting point x0, we will
explore common stochastic tools to improve the algorithm’s performance. There
are two main approaches to consider:

1. Questioning the Random Selection of Generators: One path involves re-
flection on the randomness present in stochastic gradient selection at each
iteration. A more strategic choice could ameliorate the algorithm’s efficiency
and convergence.

2. Experiment the Subset Size of the Stochastic Gradient used at each iteration:
Another approach involves reconsidering the size of the subset of generators
used for stochastic gradient computation. By fine-tuning the number of
generators included in each step, we could find an area of improvement
between the computational cost of stochastic gradient and convergence speed,
improving overall performance. This kind of analysis is called mini-batch
strategy in literature.

III.5.1 Replacement strategy in the random selection of
generator experiment

Currently, the selection process may not be the most efficient due to the possibility
of repeatedly selecting the same point, which can slow the overall progress.
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In the stochastic descent field, it’s common to employ a technique that prevents
the frequent selection of the same point for computing the stochastic gradient. The
"replacement strategy" ensures that descent information is gathered from a wider
range of points during iteration. This strategy is mainly composed of 3 parts:

1. Generator List Creation: Create a list that includes all the generators.

2. Selection and Removal: Select randomly as before a generator to perform a
stochastic oracle for the descent algorithm and then remove the generator
from the list.

3. List Reset: Once the list is empty (indicating that all generators have been
used), refill it with all the generators.

This cyclical process could prevent the over-selection of specific generators, ensuring
a more balanced exploration of the optimization path. It also maintains a uniform
probability of generator selection, ensuring that the hypothesis II.1 at the source
of any Stochastic descent algorithm is respected.
Let’s see what this new strategy does regarding performance when we include it in
our algorithms.

SAG The SAG algorithm become:

Algorithm 6 Stochastic Average Gradient Descent with Generator List
Input: x0, step size γ > 0, number of iterations T
Initialize x0, vi = 0 ∈ Rd for i = 1, . . . , n
Create a list L that includes all the generators {1, . . . , n}

for k = 1 to T − 1 do
if L is empty then

Refill L with all the generators {1, . . . , n}
Randomly select ik from L
Remove ik from L
ḡk = ¯gk−1 − 1

n
vik

vik = ∇fik
(xk)

ḡk = ḡk + 1
n
vik

xk+1 = xk − γḡk

Output: xT

First, we apply this replacement strategy using the same gamma step. The
result is depicted in ??. Unfortunately, it is worse in terms of relative error, and it
is very comparable in average (1.57e-5 vs. 1.60e-5).
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Figure III.18: Random vs replacement strategy SAG

Learning from the past two sections of this chapter, we still proceeded to a grid
search on gamma, hoping to find better results, but we found the same optimal
step-size gamma for the replacement strategy(γ = 2.5e − 4)
However, there is still something to gain from this experiment. Indeed, if we look
closer at the curves of III.18, the replacement strategy seems to have a better
descent at the start. We highlighted the zone in figure III.19, and we see that
replacement appears to have an advantage at around 10 seconds. Like any other
graph in this thesis manuscript, we recall that this is the result of the average
because checking on one instance makes no sense.
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Figure III.19: Zoom on starting phase replacement vs random strategy

We will try to exploit this advantage by combining the two approaches in one
function. We will start with a replacement selection to warm the algorithm and,
after a short period, switch to random selection.

We considered fixing either a specific period or switching to random selection upon
exhausting the list of generators. Ultimately, we opted for the latter approach, as
it could ensure a more consistent and enduring optimization process. It could be
represented as a "warm-up" phase for the algorithm. Initially, it will cycle through
all the generators before starting the optimization. We can find the result below
on the figure ??.
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Figure III.20: best race

We arrived at the same precision, but upon closer inspection, we clearly saw
that we had accelerated the start of the algorithm see figure ??.
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Figure III.21: Hybrid Algorithm Performance: Initial Replacement Strategy Tran-
sitions to Random Selection

III.5.2 Mini-batch experiments
Another classic technique for decreasing the variance in stochastic descent algo-
rithms is to use the average of multiple ∇fi(xk) values rather than relying solely
on one. In the literature, this kind of approach is called mini-batching [3]. To be
complete, this technique of selecting higher stochastic gradient dimension of the
evaluated gradient at each iteration is a trade off between using more accurate
gradient information per gradient step and maintaining a computationally efficient
number of iterations.

There exist multiple ways to do mini batching, but for our first experiment, we
choose to focus on a fixed batch size chosen uniformly at random with no re-
placement. That is let b ∈ N and we choose a each iteration k a random set
Bk ⊂ {1, . . . , n} with |Bk| = b with uniform probability for all indices. It has been
shown in [3] that we can implement the VR methods (SAG, SAGA,SVRG) with a
mini-batch strategy by replacing each ∇fi(xk) with a mini-batch estimate given by
1
b

∑
i∈Bk

∇fi(xk).

In this section, we focus on applying the mini-batching technique to our most
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efficient algorithm, SAG, to further enhance its performance. To this end, Algorithm
2 below integrates a mini-batching strategy into the SAG algorithm.

Algorithm 7 Stochastic Average Gradient Descent with mini batch strategy
Input: x0, step size γ > 0, number of iterations T
Initialize x0, vi = 0 ∈ Rd for i = 1, . . . , n
for k = 1 to T − 1 do

Sample Bk ⊂ {1, . . . , n}
for ik ∈ Bk do

ḡk = ¯gk−1 − 1
n
vik

vik = ∑
i∈k

∇fik
(xk)/b

ḡk = ḡk + 1
n
vik

xk+1 = xk − γḡk

Output: xT

The only difference with the precedent implementation of SAG resides at the update
of vik vector, which goes from vik = ∇fik

(xk) to vik = ∑
i∈Bk

∇fik
(xk)/b .

Our first comparison involves comparing the performance of our standard SAG
implementation, which utilizes a single stochastic gradient (|Bk| = 1), against a
stochastic gradient step of the highest possible dimension (|Bk| = 68). To spare
time in the experiment, we choose for this first comparison to firstly work on a
short-term time interval (300s).

If we take the same γ step size, the full stochastic gradient offers poor performances
as it is visually depicted at figure III.22. Consequently, we must conduct a new
grid search on the parameter γ to conclude the batch size dimension (Bk = 68).
The results of this grid search are presented in Table III.11.
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Figure III.22: Relative comparison of SAG |Bk| = 1 vs |Bk| = 68 with same γ

Table III.9: SAG Relative errors in function of γ on the Belgian example |Bk|=68,
t=300
Metrics γ =5e-2 γ =1e-2 γ =7.5e-3 γ =5e-3 γ =2.5e-3 γ =1e-3 γ =1e-4
Mean 3.40e-5 2.90e-5 3.23e-5 3.74e-5 4.13e-5 5.82e-5 9.38e-4

The table analysis suggests that employing a larger step size might be beneficial
when using larger batch dimensions. This can be attributed to larger dimensions
providing more information, allowing for a more accurate gradient estimation. As
a result, it seems reasonable to grant them more credibility and assign a larger
step size.

Now that we correct the value for the strategy of batch 68 in the short term, let’s
explore what happens in the long term (900s). We first begin by comparing in
figure the Oracle times and number of iterations by batch size in the figure below
III.23

90



CHAPTER III. EXPERIMENTS AND RESULTS

Figure III.23: Comparison of number of iterations and mean oracle computation
times per iteration in function of batchsize

As anticipated, the choice of Bk = 68 increases the solution time but reduces
the number of iterations. Conversely, selecting |Bk| = 1 increases the number of
iterations while decreasing the mean oracle computation times.As discussed in
Chapter 2, the running time of the SAG algorithm is primarily influenced by the
oracle-solving time . Our results show that for |Bk| = 68, the solving time accounts
for 99.2% of the total time, for |Bk| = 1 we obtain that ST=99.81% which is very
comparable and show that batching strategy doesnt influence solving time.This
finding is consistent with our previous observation that the time spent in the solver
is the dominant component of the algorithm.
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Figure III.24: Comparison of |Bk| = 1 vs |Bk| = 68 best gamma

We see that the option to take |Bk| = 1 the generators gives a higher result as the
choice of a |Bk| = 68, reassuring us in our stochastic approach because remember
our goal in using the stochastic method was to gain speed and precision in avoiding
computing a full gradient which precisely does the Bk = 68 strategy.It is worth
noting that the initial behavior of batch 68 appears similar to the replacement
case. This observation implies that starting with batch 68 might lead to interesting
results, making it a potential focus for further exploration.
However, the interpretation of these results must be nuanced due to several factors
that could potentially influence the outcomes. As demonstrated throughout this
thesis, SGD methods are susceptible to the gamma parameter. Therefore, a finer
grid search might yield different results, possibly even reversing the observed trend.
Additionally, the relative errors were calculated based on the average of only three
runs, which might be insufficient to account for the inherent randomness in each
convergence path.

To pursue our investigation, we did the same thing with other batch dimensions.
The result of this search is computed in the following tables.
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Table III.10: SAG Relative errors in function of γ and batchsize on the Belgian
example and with t=900
Batchsize Metrics γ =5e-2 γ =1e-2 γ =7.5e-3 γ =5e-3 γ =2.5e-3 γ =1e-3 γ =1e-4

1 Mean x x x x x x 1.60e-5
2 Mean x x x x 1.32e-4 x 4.97e-5
5 Mean x 1.6e-4 x 1.16e-4 1.09e-4 7.2e-5 6.51e-5
10 Mean x 1.45e-4 x 1.19e-4 x 6.66e-5 5.49e-5
30 Mean 1.51e-4 9.01e-5 x 8.11e-3 x 6.23e-5 7.05e-5
45 Mean 1.19e-4 3.93e-5 x 5.53e-5 x 4.94e-5 7.32e-5
68 Mean 2.75e-4 1.38e-5 1.55e-5 x x x x

Table III.11: SAG Relative errors in function of γ and batchsize on the Belgian
example and with t=900 with smaller values for search
Batchsize Metrics γ =1e-3 γ =7.5e-4 γ =5e-4 γ =2.5e-4 γ =1e-4 γ =5e-5 γ =1e-5

1 Mean x x 1.70e-4 1.33e-5 1.60e-5 1.71e-5 x
2 Mean x x 6.65e-5 6.51e-5 4.97e-5 6.03e-5 x
5 Mean 7.2e-5 6.01e-5 5.77e-5 6.55e-5 6.51e-5 7.2e-5 x
10 Mean 6.66e-5 x 6.40e-5 4.67e-5 5.49e-5 x x
20 Mean 5.21e-5 x 7.10e-5 x 7.14e-5 x x

Observation We first observe that the smallest error (highlighted in red) occurs
for a batch size of 1 and a value of γ equals 2.5e-4.We also observe that a lower
batch dimension needs a lower γ stepsize, and on the contrary, a higher dimension
needs a higher gamma stepsize

We put on the next graph below (III.25 )the best errors achieved with each
batch selection, and we observe that the two best choices for the best relative error
are dimensions 1 and 68. In addition, we observed that the error directly rises
when we augment batch size but seems to stop increasing after taking 30 batches
or more. This represents that a good parametrization of the batch size influence
the result of the optimization.
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Figure III.25: Caption

Discussion on the mini-batch strategy Unfortunately, the mini-batch strategy
doesn’t improve our relative error. However, these unfavorable outcome results
may not be as surprising as they are because the mini-batch strategy is mainly
used in machine learning, where the sets are way bigger. The other concern is
that the methods presented in this master thesis are designed for smooth function,
which is not our case, and this violation of smoothness property could prevent us
from being competitive compared with other methods developed in [20].

III.6 Result of Belgian instance
As the goal of this thesis is to see if a stochastic approach make sens and is
competitive with deterministic approach already tested in [20]. We choose to
perform an experiment(3 runs) on seven others Belgian instances that we have
parametrized, to have an idea of the influence of parameter on other instances and
to compare with results obtained in the reference paper [20].
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Table III.12: Comparison of Stochastic methods in Terms of Final relative error
reached at 900 s. Instance on which we did hyper-parameter tuning have its results
in italic

SAG SAGA SVRG
Set 1 2.431e-05 2.711e-05 2.863e-05
Set 2 1.800e-05 2.036e-05 2.907e-05
Set 3 8.264e-06 1.107e-05 1.667e-05
Set 4 1.029e-05 1.517e-05 1.978e-05
Set 5 1.226e-05 1.789e-05 2.506e-05
Set 6 2.740e-05 2.844e-05 3.219e-05
Set 7 1.053e-05 1.287e-05 1.746e-05
Set 8 1.127e-05 1.657e-05 3.362e-05

Mean 1.676e-05 1.994e-05 2.531e-05

The final relative error predominantly lies in the order of magnitude of 1e-5. We
notice some variability across different sets, with certain methods demonstrating
better performance on specific datasets. Notably, SVRG consistently displays
the highest final errors in each set, indicating that it may be less effective for
this particular application or dataset. This level of error is somewhat a bit
dissappointing, as the method tested in [20] achieves an order of magnitude of 10-6,
suggesting there is either room for improvement in the methods evaluated here or
the stochastic intuition is not a good approach to the UC problem.
SAG generally outperforms SAGA in several sets, although the differences are often
minimal. This indicates that both methods might be similarly effective, with their
relative performance depending on the specific details of the instance selected.

Comparing the mean errors, we find that SAG achieves a lower value than SAGA
and SVRG, which suggests that SAG exhibits more consistent performance across
different datasets.
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Conclusions and improvement
paths

In this thesis, we propose to compute the CH prices using four methods based on
stochastic gradient descent(SAG ,SAGA ,SVRG, Polyak) to determine if envisaging
a stochastic approach is viable. To draw a conclusion about the possibility of
computing convex hull pricing using a stochastic gradient-based approach.
The best method out of four was SAG with an error of 1.06e-5; we also observed
that Stochastic Polyak, besides knowing a part of the solution with the fi∗, is the
worst stochastic method and is lagging behind all others.

We first observed, consistent with the findings in the reference paper [20], that the
initialization plays a crucial role in achieving a good error approximation. Proper
initialization can significantly reduce the overall error by nearly 50% across all
methods while requiring relatively minimal computational effort. This highlights
the importance of careful initialization in optimizing the performance of stochastic
gradient descent methods, as it provides a strong starting point that can lead to
faster convergence and more accurate results.

One of the main conclusions of this work is that the stochastic gradient descent
methods applied to the Unit Commitment (UC) problem are highly sensitive to the
value of γ. During the experiments, it became evident that any modification to the
function or improvement attempt necessitated the search for an optimal γ value
to achieve effective convergence. Each time a new technique was implemented, it
was crucial to re-investigate and identify the most suitable γ value to ensure the
best possible convergence. This dependence on this parameter raises questions
about the robustness of these stochastic methods. If the quality of the solution is
inherently linked to finding the best gamma, it may pose significant challenges in
practical applications, especially in the electricity market, where time is a limited
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resource for fine-tuning.

IV.1 Improvement Paths
Smoothing Given that all the methods employed in this study are designed for
smooth functions, it would be worthwhile to explore the application of smoothing
techniques to the objective function. One common approach is L2-regularization,
which could help achieve a smoother and more stable optimization landscape. By
incorporating such techniques, we might observe improved performance in terms
of convergence and accuracy when using smooth oracles. This would necessitate
redoing the entire experimental process to evaluate whether smoothing leads to
better results than the original, non-smoothed function.

Svrg exploration Although the SVRG (Stochastic Variance Reduced Gradi-
ent) method was initially set aside due to its relatively poor performance in our
experiments, it holds potential that warrants further exploration. The strength
of SVRG lies in its hybrid approach, which combines the benefits of full gradient
descent with stochastic gradient updates. This dual approach can help mitigate
the variance inherent in purely stochastic methods, leading to more stable and
accurate results.

Given these advantages, a more thorough investigation into SVRG could yield better
outcomes, especially when combined with optimally tuned hyperparameters and
possibly even smoothing techniques. Additionally, implementing more advanced
variants of SVRG or exploring its performance under different conditions or problem
formulations could reveal its full potential. Re-examining this method, focusing on
fine-tuning and contextual adjustments, might allow us to harness its strengths
more effectively, potentially surpassing the results obtained from other methods.
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Appendix

Table V.1: SVRG Relative Errors Evolution in Function of γ on the Belgian
Example for Different number of inner iteration (t = 300)

Metrics t γ =1e-3 γ =7.5e-4 γ =5e-4 γ =2.5e-4 γ =1e-4

Mean

1 8.23e-5 7.35e-5 8.11e-5 1.96e-4 3.96e-2
2 7.81e-4 1.55e-4 7.67e-5 8.45e-5 2.11e-3
5 1.81e-2 1.25e-2 1.96e-3 8.66e-5 8.61e-5
7 2.98e-2 2.10e-2 1.06e-2 3.27e-4 7.94e-5
10 6.89e-2 3.09e-2 1.88e-2 1.69e-3 8.43e-5

Max

1 8.43e-5 7.35e-5 8.11e-5 1.96e-4 4.23e-2
2 9.04e-4 1.81e-4 8.20e-5 8.75e-5 2.12e-3
5 1.93e-2 1.28e-2 2.09e-3 1.06e-4 8.87e-5
7 3.22e-2 2.23e-2 1.14e-2 3.50e-4 8.34e-5
10 7.58e-2 3.39e-2 1.90e-2 2.07e-3 8.52e-5

Min

1 8.13e-5 7.35e-5 8.11e-5 1.96e-4 3.66e-2
2 6.33e-4 1.28e-4 7.21e-5 8.18e-5 2.11e-3
5 1.68e-2 1.24e-2 1.75e-3 6.75e-5 8.48e-5
7 2.76e-2 2.01e-2 9.83e-3 2.94e-4 7.66e-5
10 6.40e-2 2.87e-2 1.86e-2 1.37e-3 8.31e-5

Standard Deviation

1 1.43e-6 0 0 0 2.36e-3
2 1.12e-4 2.15e-5 4.11e-6 2.32e-6 1.22e-6
5 1.26e-3 2.10e-4 1.5e-4 1.57e-5 1.85e-6
7 1.9e-3 9.39e-4 6.31e-4 2.38e-5 2.91e-6
10 4.99e-3 2.18e-3 1.91e-4 2.88e-4 8.61e-7
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Table V.2: SVRG Relative Errors Evolution in Function of γ on the Belgian
Example for Different number of inner iteration (t = 900)

Metrics t γ =7.5e-4 γ =5e-4 γ =2.5e-4 γ =1e-4

Mean

1 3.98e-5 3.07e-5 5.12e-5 x
2 x 5.01e-5 3.07e-5 x
5 x 1.59e-3 6.81e-5 x
7 x x x 3.77e-5
10 x x x 4.47e-5

Max

1 3.98e-5 3.07e-5 5.12e-5 x
2 x 5.22e-5 3.22e-5 x
5 x 2.08e-3 7.14e-5 x
7 x x x 3.96e-5
10 x x x 5.44e-5

Min

1 3.98e-5 3.07e-5 5.12e-5 x
2 x 4.73e-5 2.99e-5 x
5 x 1.01e-3 6.49e-5 x
7 x x x 3.59e-5
10 x x x 3.93e-5

Standard Deviation

1 0 0 0 x
2 x 2.07e-6 1.08e-6 x
5 x 4.41e-4 2.65e-6 x
7 x x x 1.84e-6
10 x x x 6.83e-6
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