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Bayesian approach to portfolio selection

by Rodolphe VANDERVEKEN

Portfolio selection and optimization is one of the most important problems in mod-
ern finance. Markowitz’s mean-variance framework, introduced in the 50s, has been
the theoretical standard framework for academic and practitioners. However, re-
search has shown that it is particularly sensitive to estimation risk in the param-
eters, on top of other known defaults (concentration, non-intuitiveness of wealth
allocation, sensitivity...). The Bayesian approach addresses this issue by specifying
prior beliefs on the behavior of asset returns and on portfolio weights. This the-
sis starts by reviewing two classes of Bayesian techniques: (i) with prior on assets’
returns’ behavior and (ii) with prior on portfolio weights. We implement a set of
different Bayesian techniques using simulated data with random return jumps and
show that implementing Bayesian techniques systematically leads to lower sensi-
tivity and turnover, as expected, and may lead to superior performance in terms of
out-of-sample variance and sharpe ratio.
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Chapter 1

Introduction

Portfolio selection and wealth allocation are among the most important problems in
finance, for both practitioners and academics. Markowitz (1952); Markowitz (1959)
paved the way for a formalization of the problem by considering that the investor
was facing a trade-off between risk and return, the novelty being that risk was mea-
sured using variance. A new concept was born; mean-variance (MV) optimiza-
tion. This major breakthrough became quickly the theoretical and industry standard,
mainly due to its easiness to implement. However, it is not exempt from criticism,
and researchers began in the 70s to advocate for a reassessment of MV optimization,
more precisely of how it was used in practice (see Barry (1974), Bawa, Brown, and
Klein (1979)). Indeed, unconstrained results of MV optimization were neither satis-
factory nor intuitive with high sensitivity, concentration and leverage. Researchers
took a deeper look, and observed that the parameters that were used in MV opti-
mization were estimated in a way that contained tremendous estimation error. A
Bayesian approach to portfolio selection was then introduced as a potential solution
to the problem.

Zellner and Chetty (1965) pioneered the use of Bayesian statistics in decision
making, and were followed shortly after by many authors: Jorion (1986), Frost and
Savarino (1986), Black and Litterman (1992) and many others. The Bayesian ap-
proach is attractive because (i) it employs useful information about the parameters
the investor is interested in and which is not available in the sample data (e.g. an
analyst’s forecast) and (ii) it accounts for estimation risk. Fortunately, it also con-
tributes to building more intuitive portfolios. The Bayesian approach fundamentally
differs from the traditional approach by considering MV optimization’s parameters
as unknown rather than known. It is typically composed of three steps (Avramov
and Zhou (2010)). First is the specification by the investor of prior beliefs on the
quantities of interest, typically the parameters governing the behavior of future as-
set returns, which takes the form of a probability distribution on these parameters.
Second is the combination of this prior beliefs with evidence data to retrieve the pre-
dictive distribution of returns which integrates out the parameter space and charac-
terizes the entire uncertainty about future asset returns. Then, thirdly, the investor’s
utility is maximized using this predictive distribution.

Researchers went further and investigated the possibility to specify prior beliefs
on portfolio allocations directly, rather than on the parameters governing the dis-
tribution of assets’ returns. The rationale behind this is the intuitiveness for prac-
titioners; it is easier for an investor to specify prior beliefs on the composition of
its portfolio rather than on the distribution of the returns of the underlying assets.
Examples of studies are Kempf and Memmel (2006), Tu and Zhou (2010) and Frey,
Voigt, and Pohlmeier (2016).

The purpose of this thesis is to review these different approaches, their theoreti-
cal foundations as well as their empirical performances. The document is organized
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as follows:

• Chapter 2 introduces the mean-variance paradigm, notations, the portfolio se-
lection problem and, most importantly, the issues raised by what is termed a
"certainty-equivalent" approach to mean-variance optimization.

• Chapter 3 introduces the Bayesian framework to portfolio selection. It is split
in two parts:

– Section 3.1 investigates several techniques which specify prior beliefs on
the behavior of future asset returns. Uninformative, informative and hy-
perparameter priors are introduced. Additionally, the Black-Litterman
model and portfolio resampling are covered.

– Section 3.2 investigates several techniques which specify prior on portfo-
lio weights. A Bayesian regression based framework is introduced as well
as a Bayesian interpretation of a norm constraints framework.

• Chapter 4 contains an empirical analysis of the performance of each of these
techniques and puts them in the perspective of their theoretical properties and,
hence, of their expected results.

• Chapter 5 concludes the document, presents the various research limitations
and suggests future research in the field.
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Chapter 2

The mean-variance paradigm

2.1 Traditional portfolio selection problem

Harry Markowitz’ 1952 paper set the foundations for what is referred nowadays as
modern portfolio theory. It was the first paper in the field of portfolio selection and
it introduced the mean-variance paradigm in the context of security selection. He
formalized mathematically the risk-return tradeoff encountered by all investors and
his framework has widely been accepted both by the financial industry and aca-
demicians at the time. The mean-variance paradigm hinges on the assumption that
investors are rational and that their selection process is exclusively based on ex-
pected portfolio return and risk measured by portfolio variance (Markowitz (1952)
, Markowitz (1959)). Therefore, a rational investor prefers a portfolio with a higher
expected return for a given level of risk, and vice-versa. The set of efficient portfo-
lios, defined as the portfolios maximizing expected return for a given level of risk
and minimizing risk for a given level of expected return, form the efficient fron-
tier. A rational investor would not choose a portfolio lying below the frontier as it
would not maximize its utility ; higher performance, in terms of lower risk or higher
return, could be obtained. The portfolios lying above the frontier are not feasible.
The efficient frontier is usually graphically represented in the mean-variance space
and takes the form of a hyperbola (the "Markowitz bullet"). The efficient frontier
is obtained by solving the portfolio selection problem or investor’s mean-variance
problem which can be defined several ways, usually yielding the same results (see
Rockafellar and Uryasev (2002) for a detailed discussion of the needed conditions
for equivalence).

Formally, the mean variance paradigm is usually grounded on the assumption
that investor preferences can be represented by quadratic utilities. Consider an op-
timizing investor choosing at time T portfolio weights for N assets. The investment
decision is materialized in a (N× 1)-dimensional vector denoted ω ∈ RN , chosen so
as to maximize its quadratic utility, which is the objective function of the portfolio
selection problem. It can be shown that its expected utility has the form

U(ω) = E[Rp]−
γ

2
V[Rp] = ω′µ− γ

2
ω′Σω (2.1)

Where Rp is the uncertain expected portfolio return of the next period Rp = w′RT+1
with RT+1 ∈ RN being the vector of asset returns at time T + 1, Σ ∈ RN×N is the
variance-covariance matrix and µ ∈ RN is the vector of assets’ next-period expected
returns. γ is the relative risk-aversion coefficient which is a measure of the investor’s
tendency to invest in risky assets, i.e. a measure for the rate at which an investor is
ready to forego an unit increase in expected return for reduced risk. ω is usually
subject to a feasibility constraint under which the sum of the weights have to be
equal to 1. The portfolio selection problem is however usually expressed in terms of
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risk return trade-off, through the following equivalent optimization programs

min
ω

V[Rp] = ω′Σω

subject to ω′µ ≥ µ∗

ω′1 = 1

Where 1 ∈ RN is a (N× 1)-dimensional vector of ones and µ∗ is the minimum ac-
ceptable portfolio return. In this formulation, we aim at minimizing risk for a given
minimum level of return. Note that V[Rp] is often also noted σ2

p for convenience.
Equivalently,

max
ω

E[Rp] = ω′µ

subject to ω′Σω ≤ σ2∗
p

ω′1 = 1

In this formulation, we maximize the portfolio’s expected return under a con-
straint on the maximum acceptable risk level, denoted as σ2∗

p . Note that, while these
two formulations are equivalent, the former is often preferred since it is more intu-
itive for practitioners to specify target return levels (in %) than risk levels. In both
formulations, the third constraint is the feasibility constraint, forcing the program to
come up with feasible solutions (an investor can’t invest more or less than 100% of
its wealth).

The efficient frontier can be obtained by varying values of γ, µ∗ or σ2∗
p in each of

the different formulations. It is also possible, and more efficient in terms of compu-
tational intensity, to represent the efficient frontier as a convex combination of any
frontier portfolio. Let x ∈ RN and y ∈ RN be two frontier portfolios, then portfolio
z ∈ RN defined as z = αx + (1− α)y is a frontier portfolio as well (Buser (1977)). By
varying values of α, we then obtain the efficient frontier. The two "starting portfolios"
are usually the global minimum variance portfolio (GMIN) and the tangent port-
folio (TAN). The GMIN portfolio is the portfolio minimizing the variance without
any constraint on expected return level; it is not possible to obtain a portfolio with
lower variance (and hence risk in the mean-variance paradigm) than the GMIN. Its
weights are given by

ωMV =
Σ−11

1′Σ−11
(2.2)

The TAN portfolio is obtained by maximizing Sharpe’s ratio (Sharpe (1994)) defined
as a portfolio’s expected return per unit of risk

SRp =
µp

σp
=

ω′µ√
ω′Σω

(2.3)

Among the portfolios on the efficient frontier, the portfolio characterized by the
highest Sharpe ratio, hence the most desirable to the investor, is called the tangent
portfolio since it corresponds to the point in the mean-variance space where the ef-
ficient frontier hyperbola is tangent to a line passing through the origin; the capital
allocation line (CAL). The tangent portfolio, often referred to as the optimal portfo-
lio is given by 1

ω∗ =
Σ−1µ

1′Σ−1µ
(2.4)

1For the sake of conciseness the derivation of GMIN/TAN portfolio weights is not mentioned here,
but can be found in many existing sources.
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Note that this solution is only valid when we solely input a feasibility constraint;
many institutional investors are not permitted to be short on any security hence
adding a ωi > 0 ∀i constraint to the program which makes the above solution in-
correct. We pursue by assuming that short-selling is allowed. Note that the uncon-
strained optimal portfolio weights and associated utility can be obtained by maxi-
mizing (2.1), yielding the following solution

ω∗ =
1
γ

Σ−1µ (2.5)

U(ω∗) =
1

2γ
µ′Σ−1µ (2.6)

In practice, an investor can’t solve the portfolio selection problem since µ and Σ are
unknown; these parameters have to be estimated. In the classical mean-variance
approach, the parameters are estimated from the sample of available data and then
these estimates are treated as the "true" parameters, i.e. as inputs in the optimiza-
tion programs. Specifically, given T asset returns observations, the usual estimators
(called sample estimators) are given by

µ̂ =
1
T

T

∑
t=1

Rt (2.7)

Σ̂ =
1

T − 1

T

∑
t=1

(Rt − µ̂)(Rt − µ̂)′ (2.8)

Where Rt ∈ RN denote the returns on the N assets at time t. Note that these two
estimates are often used in practice because of their unbiasedness. The standard
maximum likelihood estimator (MLE) of the mean coincides with µ̂ while the MLE
estimator of the covariance matrix, denoted ΣMLE, does not coincide with Σ̂. We
prefer Σ̂ since ΣMLE is biased

ΣMLE =
1
T

T

∑
t=1

(Rt − µ̂)(Rt − µ̂)′ =
T − 1

T
Σ̂ (2.9)

Note that the difference between the two becomes negligible with substantial sample
sizes. (2.4) can be re-expressed using the updated inputs

ω∗ce =
Σ̂−1µ̂

1′Σ̂−1µ̂
(2.10)

ω∗ce is known as the certainty-equivalence (CE) solution since sample estimates are
treated as if they were the true parameters. An illustration of the efficient frontier
can be found in Fig A.1.

2.2 Issues related to the traditional Markowitz optimization

The CE two-step procedure (estimation and input in the optimization program)
leads to several issues well documented in the literature (Avramov and Zhou (2010);
Barry (1974); Merton (1980)) :



6 Chapter 2. The mean-variance paradigm

1. Estimation risk. This approach fails to recognize that using µ̂ and Σ̂ to com-
pute optimal portfolio weights might create heavy estimation risk since these
estimates may contain nonnegligeable estimation errors. Consequently, the
utility associated with the CE solution might be substantially different from
the "true" utility resulting from "true" portfolio weights. Bawa, Brown, and
Klein (1979) propose an excellent review on the impact of estimation risk on
portfolio choice. Formally, an investor’s expected utility can be expressed as
follows 2

Ey|θ[U] ≡
∫

y
U[R(y, ω)] f (y|θ)dy (2.11)

ω ∈ RN denotes the vector of decision variables (typically the vector of
weights), y ∈ RN denotes the vector of next-period asset returns, f (y|θ)
is the probability density function (PDF) for y (the vector of asset returns)
where θ denotes a vector of parameters that characterizes this distribution,
typically mean and covariance matrix of asset returns: θ = (µ, Σ). U[.] is the
utility of the investor which is defined over the random return of the chosen
portfolio, itself denoted R(y, ω) since it depends on both the vector of asset
returns y and of portfolio weights ω. In other words, the expected utility of an
investor associated to a certain portfolio is obtained by integrating all possible
portfolio returns (and hence utilities) with their probabilities. The y in the
integral bound denotes the fact that we integrate over the support set of y, i.e.
all possible vectors of asset returns3. f (y|θ) is the distribution of the future
returns, hence we can think of (2.11) as computing a weighted sum of all the
different utilities associated with portfolio returns with the weights being
the probabilities of the asset returns that will lead to the different utilities.
Estimation risk can have several meanings, the most common being that the
functional form of f (.) is presumed known (e.g. gaussian PDF if we assume
normality of returns) while the value of the parameter vector θ (e.g. mean
vector & variance-covariance matrix) is unknown. If θ were known, then
the investor could proceed and find the optimal portfolio by maximizing
expected utility. This is however rarely the case, and an investor taking
estimation risk into account should recognize that θ is unknown (i.e. that Σ

and µ are unknown). This is not accomplished in the certainty-equivalence
two-step process, hence estimation risk is ignored. Indeed, formally, the
expected utility of an investor solving the portfolio selection problem in the
certainty-equivalence setup is given by

Ey|θ=θ̂[U] =
∫

y
U[R(y, w)] f (y|θ̂)dy (2.12)

The PDF is then defined conditionally on θ̂ which is a known quantity; we
replace the "true value" θ by its point estimate θ̂, usually the sample estimate
in which case θ̂ = (µ̂, Σ̂). This might lead to substantial errors since the point
estimate of the mean vector/covariance matrix may not be equal to the "true"
quantity. This is a first rationale for a Bayesian approach to the portfolio se-
lection problem. In this approach, rather than replacing f (y|θ) by f (y|θ̂), we

2Note that this formulation is coherent with (2.1), in the sense that the portfolio selection problem
is solved by maximizing this quantity.

3The support set of y can be defined as Ω := {y| f (y|θ) > 0}. To ease the notation, we note y in
the integral bound to indicate that we integrate over its support set. (2.11) is hence a N-dimensional
integral, N being the number of assets in the investment universe.
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consider that the distribution for the variable we’re interested in (i.e. the re-
turns y) should only be conditioned on known information and not incorrectly
conditioned only on θ = θ̂. Known information, as explained above, might for
instance come from sample data but also from prior belief about the behav-
ior of a certain stock, hence information is not only composed of sample data
(which is the case in the CE setup). The goal is to combine several sources of
information into a posterior distribution for θ which is itself used to derive a
desired distribution for y unconditioned on θ, termed the predictive distribu-
tion of the returns:

g(y|I) ≡ Eθ[ f (y|θ)] =
∫

θ
f (y|θ)p(θ|I)dθ (2.13)

Where g is the PDF of the predictive distribution of the returns, I denotes the
set of prior and sample information and p(θ|I) is the PDF of the posterior
distribution of θ. The predictive distribution is unconditioned on θ but is con-
ditioned on I, i.e. prior and sample information. Then, this distribution is used
in the maximization of the expected utility defined in (2.11):

Ey[U] ≡
∫

y
U[R(y, w)]g(y|I)dy (2.14)

Note the absence of any condition on θ in the Bayesian formulation; param-
eters are treated as unknown, random quantities (Zellner and Chetty, 1965).
Note that the concept of estimation risk can also be enlarged to the functional
form of f which is presumed to be multivariate normal in the mean-variance
paradigm, but which could be different (e.g. skew-normal returns).

2. Concentration. The portfolio resulting from the traditional certainty-
equivalence solution is often badly behaved with extreme long and short
positions, leveraging on assets with high estimated return and low estimated
risk. This usually results in extremely volatile and not sufficiently diversified
portfolios, especially in the presence of a short-selling constraint, which
is obviously not desirable. Note that additional constraints can force the
portfolio to be more diversified, but then yielding sub-obtimal solutions. The
concentration of portfolios obtained through traditional MV optimization
is not exclusively caused by estimation errors, but is rather a default of
Markowitz’s technique itself. In fact, it can be shown that working with
sample estimators rather than the "true" values of the parameters tends to
exacerbate the problem, but is not the root cause. This is because the sample
covariance matrix tends to underestimate the risk and the sample mean
returns vector tends to overestimate the returns, and Markowitz optimiza-
tion tends to latch on these assets with very low estimated risk and high
estimated return. Nevertheless, building portfolios through unconstrained
MV optimization with "true" parameters still yields heavily concentrated
portfolios.

3. Sensitivity. Linked with estimation risk, portfolios obtained through the CE
two-step process are extremely sensitive to changes in input parameters, which
can represent a substantial problem when taking transaction costs into ac-
count.

4. Distributional assumption. The traditional mean-variance approach assumes
stationarity in the returns, i.e. that the distribution of the returns stays the same
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throughout the investment horizon. This can be justified only in the context of
(very) short holding periods.

The Bayesian approach to portfolio selection initially addresses the first of
these issues, i.e. the absence of consideration for estimation risk in the certainty-
equivalence setup. Fortunately, it also contributes to existing techniques by building
less leveraged, more intuitive and less sensitive portfolios.
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Chapter 3

The Bayesian framework

As mentioned above, the parameters θ = (µ, Σ) characterizing the distribution of
returns are treated as random quantities in the Bayesian framework. The Bayesian
optimal portfolio is obtained by maximizing the expected utility of the investor (de-
fined in (2.14)):

ω̂Bayes = argmax
ω

Ey[U]

= argmax
ω

∫
y

U[R(y, ω)]g(y|I)dy

= argmax
ω

∫
y

∫
µ

∫
Σ

U[R(y, ω)]g(y, µ, Σ|I)dydµdΣ

(3.1)

Where g(y, µ, Σ|I) is the joint PDF of next-period asset returns y, the mean vector µ
and the covariance matrix Σ. It can be rewritten as

g(y, µ, Σ|I) = g(y|µ, Σ, I)g(µ, Σ|I) (3.2)

Where g(µ, Σ|I) is the posterior joint density of µ and Σ and where g(y|µ, Σ, I) is the
PDF of next period asset returns, which is defined conditionally on µ and Σ, on top
of I. Indeed, if we assume for instance normality in the returns then y ∼ N(µ, Σ)
which indicates that the PDF of y depends on µ and Σ. We observe that the Bayesian
framework takes estimation risk into account by integrating over all possible values
of µ and Σ which are considered as random variables. Intuitively, we evaluate the
function inside the integral for every possible values of the three random variables:
y, µ and Σ. Since they are vectors and matrices, we will in fact evaluate the function
for each possible value of each element of y, µ and Σ. This leads to the observation
that (3.1) is a highly-dimensional integral, more precisely of dimension N4 since
y ∈ RN , µ ∈ RN and Σ ∈ RN×N . This can be illustrated through an example in a
two assets setup:

y ≡
(
y1 y2

)
Σ ≡

(
σ11 σ12
σ21 σ22

)
µ ≡

(
µ1 µ2

)
Where y1 denotes the next-period return of asset 1, µ1 its expected return, σ11 its vari-
ance and σ12 its covariance with asset 2. In this example (3.1) will be of dimension
8 (=24). We have an integral for each element of each random variable; we evalu-
ate the inside of the integral for each possible value of each element of y, µ and Σ.
This is obviously particularly heavy in terms of computational intensity, and fortu-
nately does not need to be solved in practice. Actually, closed-form expressions for
the vector of weights directly or for the parameters µ and Σ, leading indirectly to a
closed-form expression for the weights through (2.4) or (2.2), can be found. In fact,
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regarding computational intensity and scalability, the Bayesian approach is not that
demanding because in most cases a closed-form expression can be found, the most
intense operation being probably the inversion of the covariance matrix which, in
standard dimension, is relatively straightforward to execute.

In section 3.1, we shall start by considering several priors about these unknown
parameters and implement them. We will also review the well-known Black-
Litterman model as well as a famous technique known as portfolio resampling.
In section 3.2, we will investigate priors on weights within a Bayesian regression
framework, as well as other techniques.

3.1 Prior on mean-variance inputs

In the prior on mean-variance inputs setup, the investor not only has information
coming from the data but also has additional information about the behavior of fu-
ture asset returns. It might come from various sources: a forecasting model, an an-
alyst’s opinion on certain stocks , the investor’s own beliefs or disbeliefs regarding
the sample estimates, etc. The investor wishes to incorporate this additional infor-
mation in mean-variance optimization and does so by specifying a prior distribution
on the returns’ parameters µ and Σ which is used to derive the predictive distribu-
tion of the returns. The latter is directly used in mean-variance optimization (see
(2.13)). The prior distribution is combined with the likelihood function to obtain the
posterior distribution, through Bayes’ Theorem:

L(θ|y)p(θ) ∝ p(θ|y) (3.3)

Where ∝ means "proportional to", y denotes the available data and θ is the vector
of parameters we’re interested in, in our case θ = (µ, Σ)1. p(θ) denotes the prior
probability density function which depends on certain parameters called hyperpa-
rameters; for instance, if we assume a multivariate normal prior distribution for the
vector of asset returns µ, then the mean vector and covariance matrix of that distri-
bution are the hyperparameters. L(θ|y) denotes the likelihood function of the data
which essentially describes the probability of observing the data y, knowing the pa-
rameters θ. In other words, it measures the support provided by the data for each
possible value of the parameters. p(θ|y) is the posterior distribution of the estimated
parameters, "posterior" meaning that we take evidence (sample data) into account,
on top of the prior distribution. The degree of posterior trade-off is governed by the
strength of the prior information and the amount of data available. Generally speak-
ing, the more available data, the larger the influence of the likelihood (the data) on
the posterior. Intuitively, if not much data is available, then the prior will have big-
ger influence on the posterior distribution. When the posterior distribution is of the

1Formally, Bayes theorem can be expressed as

L(θ|y)p(θ)
p(y)

= p(θ|y) (3.4)

Where p(y) is called the marginal likelihood and acts as a normalizing constant in order to make the
posterior density proper (i.e. integrating to 1). It is computed by integrating the likelihood function
multiplied by the PDF of the prior distribution over the support set of the parameters θ:

p(y) =
∫

θ
L(θ|y)p(θ)dθ (3.5)

Since p(y) only scales the posterior distribution to make it proper, it is often not included in the state-
ment of Bayes’ theorem, such as in (3.3).
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same class than the prior distribution, both distribution are called conjugate priors
and the prior is called a conjugate prior for the likelihood function.

In the following sections, we investigate several ways of specifying prior beliefs:
diffuse prior, informative (empirical) prior, hyperparameter prior and the Black-
Litterman model.

3.1.1 Diffuse prior

We start by addressing the case in which an investor does not have enough prior
information to specify a prior distribution. He is uncertain about the future return
distribution’s behavior, i.e. he has no information on the distribution of µ and Σ. The
lack of information is represented by a diffuse prior whose objective is to have little
impact on the posterior distribution. Jeffreys (1961) defines a diffuse prior usually
termed Jeffreys prior in the literature and which can be expressed as follows in the
context of portfolio selection:

ppri(µ, Σ) ∝ |Σ|
−(N+1)

2 (3.6)

Where |Σ| is the determinant of Σ. Note that µ and Σ are independent in the prior,
and that the prior is actually a uniform distribution. In fact, (3.6) is the product of
the marginal uninformative priors of µ and Σ. We have the following prior for µ, the
location parameter:

ppri(µ) ∝ c (3.7)

Where c is a constant. Jeffreys (1961) argue that when we do not have any informa-
tion and that when the values that a parameter can take range from a certain inferior
bound to a certain superior bound, then the prior probability should be taken as
uniformly distributed in order to best represent ignorance, i.e. that all possible val-
ues within that range are all equally likely. In other words, since we don’t know
where the actual value lies in the parameter space, we consider all values equiprob-
able. Note that the bounds can be−∞ to +∞, which is our situation. Obviously, this
yields an improper prior in the sense that its PDF does not integrate to 1 and, in fact,
integrates to +∞. Indeed, (3.7) is an uniform distribution on an infinite range:∫ +∞

−∞
ppri(µ)dµ = +∞ (3.8)

Note that even if the prior is improper, combining it with a likelihood function
through Bayes’ theorem can yield a proper posterior (Zellner (1971)). Intuitively,
the sample information contained in the likelihood function takes the investor from
an improper uninformative prior to a proper informative posterior; from ignorance
to an informed position, the sole information being the sample information. In that
sense, (3.7) is considered to be an uninformative prior. For a scale parameter σ,
typically a standard deviation defined on [0,+∞), Jeffreys (1961) advocates for the
following uninformative prior distribution:

ppri(σ) ∝
1
σ

(3.9)

Which is improper as well: ∫ +∞

0
ppri(σ)dσ = +∞ (3.10)
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But, again, the resulting posteriors are usually proper. (3.9) is adapted to univariate
distributions and takes the following form in a multivariate setting:

ppri(Σ) ∝ |Σ|
−(N+1)

2 (3.11)

This result is shown in Appendix B.2, starting from the definition of an informative
prior on Σ and parametrizing it such that it becomes uninformative. Combining
(3.11) and (3.7) yields the joint prior distribution in (3.6).

Zellner (1971) and Avramov and Zhou (2010) derive the posterior distributions of
µ and Σ 2 as well as the predictive distribution of the returns, which are distributed
as multivariate t-distribution with T − N degrees of freedom. Under the diffuse
prior, the predictive mean µ̃ ∈ RN and covariance matrix Σ̃ ∈ RN×N of the returns
are given by

µ̃ = µ̂, Σ̃ =
(1 + 1

T )(T − 1)
T − N − 2

Σ̂ (3.15)

We assume T > N − 2, meaning that it doesn’t work in a large-dimensional setting,
which is often encountered by practitioners. The predictive covariance is similar to
the sample covariance but is scaled up by a factor greater than 1 reflecting estimation
risk. For a given N, parameter uncertainty decreases with an increasing number of
observations T. For a given T, parameter uncertainty increases with an increasing
number of assets N, because the relative amount of available data declines. In prac-
tice, the Bayesian approach based on an uninformative diffuse prior does not yield
different portfolio decisions than the traditional plug-in estimators (Barry (1974)) for
any practical sample size. It is straightforward to see why; in the diffuse prior setup
the sample covariance matrix is simply multiplied by a constant factor c, hence the
diffuse prior optimal weights ω∗DP ∈ RN are equivalent to the certainty-equivalent
weights ω∗CE ∈ RN :

µ̃ = µ̂, Σ̃ = cΣ̂⇔ ω∗DP =
Σ̃−1µ̃

1′Σ̃−1µ̃
=

(cΣ̂)−1µ̂

1′(cΣ̂)−1µ̂
=

Σ̂−1µ̂

1′Σ̂−1µ̂
= ω∗CE (3.16)

This is obviously valid as well for the global minimum variance portfolio weights.
Stambaugh (1997) show that portfolio decisions differ only in a particular setting
where some assets have longer histories than others. However, while portfolios are
similar, the efficient frontier (EF) is shifted to the right in the mean-variance space,
reflecting the incorporation of parameter uncertainty into the investor problem. The
risk of holding a portfolio is higher; the investor is now not only facing risk from
return variability, but also risk coming from the estimation process. The EF shift
depending on the number of observations can be seen in Fig A.2.

3.1.2 Informative prior

An investor can have prior information about the returns distribution’s parame-
ters (mean vector and covariance matrix) which differs from sample estimators and

2The joint distribution is given by

ppost(µ, Σ|I) = ppost(µ|Σ, I)ppost(Σ|I) (3.12)

With
ppost(µ|Σ, I) ∝ |Σ|−

1
2 exp

{
− 1

2
Tr(T(µ− µ̂)(µ− µ̂)′Σ−1)

}
(3.13)

ppost(Σ|I) ∝ |Σ|−
T+N

2 exp
{
− 1

2
Tr(Σ−1)TΣ̂

}
(3.14)

Note that µ and Σ are not independent anymore in the posterior.
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which can be translated into an informative prior. We consider the case of the con-
jugate prior; the conjugate prior of a multivariate normal distribution covariance
matrix is the inverted Wishart (IW) distribution and the conjugate prior of a mul-
tivariate normal distribution mean vector is the multivariate normal distribution.
They are conjugate in the sense that the posterior distribution of µ and Σ are also
multivariate normal and Inverse-Wishart. The conjugate prior is given by

µ|Σ ∼ N(η,
1
τ

Σ), Σ ∼ IW(Ω, ν) (3.17)

η ∈ RN and Ω ∈ RN×N are the priors on the mean vector and on the covariance
matrix, respectively. Prior parameters τ ∈ R+ and ν ∈ R+ reflect the strength of
the confidence the investor has in his prior beliefs, η and Ω. A description of the
Inverse-Wishart distribution is given in Appendix B.2. This prior is considered to
be informative because it conveys information about the returns’ parameters. For
instance, the investor may have a prior belief about the mean of the vector of asset
returns η towards which he/she wishes to shrink the sample estimate of the mean
vector. The specification of this prior will have an important impact of the predictive
distribution of the returns, and in that sense, the prior is informative. Compared to
the diffuse prior setup, the informative prior distribution is not flat and contains
information. (3.17) can be formally written as

ppri(Σ) ∝ |Σ|−(ν+N+1)/2 exp
{
− 1

2
Tr[Σ−1Ω]

}
(3.18)

ppri(µ|Σ) ∝ |Σ|− 1
2 exp

{
− τ

2
(µ− η)′Σ−1(µ− η)

}
(3.19)

From which we obtain the joint prior distribution (similar to (3.6) in the diffuse
prior setup):

ppri(µ, Σ) ∝ |Σ|− ν+N+2
2 exp

{
− τ

2
(µ− η)′Σ−1(µ− η)− 1

2
Tr[ΩΣ−1]

}
(3.20)

This joint distribution, conjugate to the normal distribution, is called the Normal-
Inverse-Wishart distribution:

(µ, Σ) ∼ NIW(η, τ, Ω, ν) (3.21)

Bodnar, Mazur, and Okhrin (2017) and Ando and Kaufman (1965) derive the pos-
terior distribution of µ and Σ under the conjugate prior. The predictive distribution
of the returns can be shown to be multivariate t-distributed with ν + T degrees of
freedom, with mean vector µ̃ and covariance matrix Σ̃ given by

µ̃ =
τ

T + τ
η+

T
T + τ

µ̂ (3.22)

and
Σ̃ =

T + 1
T(ν + N − 1)

(
Ω + (T − 1)Σ̂ +

Tτ

T + τ
(η− µ̂)(η− µ̂)′

)
(3.23)

The predictive mean is actually a shrink between the sample mean and the prior
mean, the shrinkage intensity depending on the degree of confidence in the prior (τ).
As a result, we expect the informative prior portfolio to be less sensitive to shocks
in the mean return vector, especially with an increasing shrinkage intensity. When
τ = 0, the variance of the prior on the mean vector is infinite, the prior distribu-
tion becomes completely uninformative and only the data determines the predictive
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mean; µ̃ = µ̂. In that case, there is no correction whatsoever concerning estimation
risk and the solution coincides with the certainty-equivalent solution. When τ → ∞,
the variance is equal to zero, the investor considers that the prior reflects exactly the
reality and the observed data is irrelevant; µ̃ = η. Note that in the diffuse prior sit-
uation, the predictive mean is equal to the sample mean, i.e. there is no correction
for estimation risk in the mean vector. When ν → ∞, then the investor considers
that Ω is the true covariance matrix. We follow Rachev et al. (2008) in our initial
implementation and in the definition of hyperparameters in (3.17). Note that this
is only an illustration of the informative prior approach to illustrate the impact of
prior parameters. A more sound application of the informative prior is presented in
Section 3.1.2. Hence, to illustrate, they specify the prior parameters as follows:

1. τ is often defined in function of the number of observations T. If τ = T
3 , it is

interpeted as if one fourth of the data is a hypothetical sample drawn from the
prior distribution. The larger τ, the larger the hypothetical sample, the larger
the confidence in the prior, the larger the shrinkage intensity towards the prior
mean.

2. ν has to be greater than N + 1 by definition of the IW distribution. The lower
ν, the higher the uncertainty about Ω.

3. Ω is equal to Σ̂(ν− N − 1)3. When ν → ∞, the predictive returns covariance
matrix tends to the sample covariance matrix. 4

4. The specification of η is where the investor’s prior beliefs on the stocks’ returns
are directly expressed. As an illustration, we investigate the following prior; all
assets have the return of the GMV portfolio. The rationale behind it could be
that an investor is sceptical that the mean level of returns accurately describe
the future behavior of these returns, added to an aversion to risk encouraging
him to target low variance. 5

The results of implementation are presented in Table 3.1 and in Table 3.2. Two
important properties of the informative prior approach can be observed: (i) long and
short positions are less extreme than in the certainty equivalent framework, (ii) as
expected, long and short positions are less sensitive to shocks in the mean return
vector. This is true both for parallel shocks (affecting all assets) and idiosyncratic
shocks (affecting only 1 asset). Note that if the shrinkage intensity towards the prior
distribution is increased, the informative prior portfolio becomes much less sensitive
to shocks. This first observation concerning sensitivity will have to be confirmed in
a proper empirical study, see Section 4. Note that the diffuse prior setup yields the

3 By definition of the IW distribution,

E[Σ] =
Ω

ν− N − 1
⇔ Ω = E[Σ](ν− N − 1) (3.24)

If E[Σ] is estimated by its sample estimate, then Ω = Σ̂(ν− N − 1)
4This specification may be weird for the reader. Indeed, the purpose of the Bayesian approach is to

give the opportunity to the investor to choose freely the prior parameters Ω and η. This implementa-
tion leads to a prior depending on the data, which is obviously not desirable. However, defining the
prior that way helps to visualize directly the impact of the prior parameters, especially the confidence
ones, as will be displayed below. Note that this implementation only has an illustrative purpose and
will not be implemented in the empirical analysis.

5It should be noted that, following the implementation of Rachev et al. (2008), the tangent portfolio
weights are similar in the traditional and informative prior setups when the prior mean vector is a
vector of zeroes. The same goes for the minimum variance portfolio when the prior mean vector
reflects the prior belief that all assets have the return of the GMV portfolio.
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exact same results than the certainty-equivalence setup, in terms of portfolio choice
and in terms of sensitivity, which confirms the intuition and match the results in the
existing literature.

SMALL LoBM ME1 BM2 SMALL HiBM BIG LoBM ME2 BM2 BIG HiBM
Certainty equivalent -1.95 2.19 0.51 1.49 -0.68 -0.56
Diffuse prior -1.95 2.19 0.51 1.49 -0.68 -0.56
Informative prior -1.68 1.89 0.39 1.33 -0.45 -0.47

TABLE 3.1: Tangent portfolio weights. τ is set at T
3 , ν is set at N + 2

SMALL LoBM ME1 BM2 SMALL HiBM BIG LoBM ME2 BM2 BIG HiBM
Certainty equivalent 0.28 -0.31 -0.12 -0.17 0.23 0.09
Diffuse prior 0.28 -0.31 -0.12 -0.17 0.23 0.09
Informative prior 0.21 -0.23 -0.09 -0.12 0.17 0.07

TABLE 3.2: Difference in tangent portfolio weights after a parallel
shift in the mean vector +0.5%

These results are heavily dependent on the specified hyperparameters. There-
fore, it is interesting to see how results evolve, especially the efficient frontier, with
regards to these hyperparameters. The shifts of the efficient frontier in function of τ
and ν are displayed in Fig A.3 and Fig A.4. In terms of portfolio decisions, with in-
creasing value of τ, everything else being equal, the weights of the optimal portfolio
are progressively shrunk towards the global minimum variance portfolio because
of the specification of η, as dispayed in Table 3.3. With increasing value of ν, the
weights tend to the certainty-equivalence ones as the efficient frontier gets closer to
the CE one.

τ SMALL LoBM ME1 BM2 SMALL HiBM BIG LoBM ME2 BM2 BIG HiBM
N/3 -1.68 1.88 0.39 1.33 -0.45 -0.47

N -1.41 1.59 0.27 1.17 -0.23 -0.38
→ +∞ -0.90 1.01 0.04 0.86 0.20 -0.21
GMIN -0.90 1.01 0.04 0.86 0.20 -0.21

TABLE 3.3: Evolution of tangent portfolio weights with respect to τ.

Empirical Bayes

Frost and Savarino (1986) propose an interesting application of the informative con-
jugate prior in which it is assumed that all securities are characterized by same
means, variances and patterned covariances. This prior is based on a prior belief
that the more a parameter’s sample estimate for a security differs from the grand
average of this parameter across all securities, the more likely it is that this particu-
lar parameter’s estimation is affected by estimation risk. In this setup, the predictive
expected return will be a weighted average between the sample estimate and the
historical average return for all securities. Formally, the prior (N × N) covariance
matrix denoted Ω ∈ RN×N and the returns’ mean vector denoted η ∈ RN are con-
structed as follows in the empirical Bayes setup;

Ω ≡


δ γ · · · γ
γ δ · · · γ
...

...
. . .

...
γ γ · · · δ


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η ≡
(
α α · · · α

)
Where α , δ and γ represent the prior on the unknown average return, variance and
pairwise covariance of the securities. Frost and Savarino (1986) use the following
estimators:

γ̂ = ρ̂δ̂

δ̂ =

N
∑

i=1

(
s2

i + (µ̂i − α̂)2
)

N

α̂ =

N
∑

i=1
µ̂i

N

ρ̂ =

N
∑

i=1

N
∑

j=1
i 6=j

(
s2

ij + (µ̂i − α̂)(µ̂j − α̂)
)

N(N − 1)

(3.25)

See Anderson (2003) for detailed calculations. s2
i and s2

ij represent sample variance
and covariance of each securities (Wilks (1946), pp. 271). An interesting approach
to estimate the confidence in the priors (τ and ν) is also introduced in the paper.
Essentially, they propose to maximize the likelihood function of sample estimates Σ̂

and µ̂ conditional on Ω, η,ν and τ. Intuitively, the confidence in the prior will depend
on the degree to which the informative prior and samples estimates coincide. They
show that, everything else being equal, an increase in T − N (amount of available
relative information) leads to a decrease in the strength of belief in the priors, when it
is not presumed that the informative prior is correct (i.e. the investor does not really
believe that all securities have identical mean and variances). Given more and more
information, it becomes progressively apparent that the prior is incorrect, hence the
confidence in the prior goes down. Note that with an increasing confidence in the
prior, the portfolio weights are shrunk towards the equally-weighted portfolio. This
makes sense, as the prior states that all assets are similar to each other.

3.1.3 Shrinkage techniques

Shrinkage techniques are numerous in the Bayesian literature, especially in portfo-
lio selection. Actually, specifying informative prior beliefs intuitively comes down to
applying a shrink to the mean vector and/or covariance matrix of securities’ returns.
In this section, we will take a look at well-known existing shrinkage techniques that
aim both at reducing the impact of estimation error on portfolio selection. We con-
sider a shrinkage on the vector of mean returns with a Bayesian interpretation and a
shrinkage on the covariance matrix.

James-Stein estimator and hyperparameter prior

Stein (1956) shows that the sample mean, even if unbiased, is an inadmissible esti-
mator of the returns’ mean vector and introduces a shrinkage estimator referred to in
the literature as the James-Stein (JS) estimator (the initial result of Stein was improved
by James and Stein (1961)):

µJS = (1− κ)µ̂ + κ1′µ0 (3.26)
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With
κ = min

{
1,

N − 2
T(µ̂− 1′µ0)′Σ−1(µ̂− 1′µ0)

}
(3.27)

Where µJS ∈ RN is the shrinkage estimator, κ is the shrinkage intensity, µ0 is the
shrinkage target and 1 ∈ RN is a vector of ones. The admissibility of an estimator is
defined in function of the estimation risk due to a portfolio choice based on sample
estimates rather than on the true values. Intuitively, an estimator is inadmissible if
there exists another estimator with systematically lower or equal risk, where the risk
is quantified using the risk function. Efron and Morris (1973) show that the sample
mean vector is inadmissible compared to the JS estimator, based on the quadratic
loss function defined as

L(µ, µ̂(y)) = (µ− µ̂(y))′Σ−1(µ− µ̂(y)) (3.28)

Where y denotes the available data and L(.) the loss function. We write µ̂(y) to
highlight the fact that the estimator depends on the data it is fed. This means that
the loss function alone can’t be used in determining the admissibility of an estimator
because it depends on the data on which the estimator is based. In sampling theory,
the risk function is defined as the expected utility loss over all samples:

R(µ) =
∫

y
L(µ, µ̂(y)) f (y|µ)dy (3.29)

Where f (y|µ) is the PDF for y which depends on µ, and R(.) is the risk function. We
integrate all possible loss functions of an estimator with their probabilities. An esti-
mator’s admissibility is defined in function of (3.29): if there is another estimator with
systematically lower or equal risk for any value of the unknown parameter µ, then
the estimator is inadmissible (Fabozzi, Huang, and Zhou (2010)). The JS estimator
defined in (3.26) and in (3.27) has uniformly lower risk than the sample mean µ̂, as
shown in Jorion (1986). Unfortunately, Berger (1976) shows that "[...] inadmissibility
doesn’t lead to the construction of better estimators [...]" (Jorion (1986), pp. 284) but
also proposes an approach to build an improved estimator given by (3.26) and

κB =
b

d + T(µ̂− 1′µ0)′Σ−1(µ̂− 1′µ0)
(3.30)

With 0 ≤ b ≤ 2(N − 2) and some weak conditions on d. The main contribution of
Jorion (1986) is to demonstrate that a special case of (3.30) can be given a bayesian in-
terpretation. Jorion introduces the concept of hyperparameters underlying a conjugate
prior distribution given to µ:

p(µ|η, λ) ∝ |Σ|−1 exp
{
− 1

2
(µ− 1′η)′(λΣ)−1(µ− 1′η)

}
(3.31)

Where η and λ are the hyperparameters, which can be interpreted respectively as
the prior belief on the mean vector and the confidence in the prior. The novelty in
Jorion’s approach resides in the fact that, instead of assuming known hyperparam-
eters (such as in Zellner and Vandaele (1974)), he applies a diffuse prior on them.
Therefore, they will be directly derived from the data and we expect them to outper-
form the CE model because it relies on more information: the CE setup is a special
case of the hyperparameter setup where λ = 0. Moreover, it is known that speci-
fying prior beliefs and/or confidence level is hard and subject to arbitrariness; this
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approach avoids such criticism. Letting technical derivations aside, we obtain, fol-
lowing Zellner and Chetty (1965), the predictive distribution of returns based on the
hyperparameter prior (HP) with a mean vector given by 6

µ̂HP = (1− κHP)µ̂ + κHP1′µ̂mvp

κHP =
N + 2

(N + 2) + T(µ̂− 1′µ̂mvp)′Σ̄−1(µ̂− 1′µ̂mvp)

(3.33)

Where µ̂mvp = µ̂ 1′Σ̄−1

1′Σ̄−11 is the return of the minimum variance portfolio. The optimal
portfolio is then shrunk towards the GMVP. Note that κHP is indeed a special case
of κB when N ≥ 6, which applies to the majority of applications. Jorion termed his
estimator the Bayes-Stein estimator, as a bridge between the James-Stein estimator
and the Bayesian framework. Subsequent studies such as Jorion (1991) or Larsen and
Resnick (2001) find that the Bayes-Stein estimator outperforms both CE and diffuse
prior setups.

Shrinkage of covariance matrix

The problems linked with the standard estimation procedure of the sample co-
variance matrix have been well documented in the literature (Merton (1980),
Jobson and Korkie (1980), Devlin, Gnanadesikan, and Kettenring (1975), Huber and
Ronchetti (2009) are example of studies). Essentially, the problem comes from the
observation that the most extreme estimated coefficients are not extreme because
they should be, but are extreme because they contain a lot of estimation error. Error
maximization, as termed by Michaud (1989), is the phenomenon in which the CE
optimization process tends to focus on these extreme coefficients and optimize
accordingly, hence incorporating estimation risk into the portfolio. Ledoit and
Wolf (2003), Ledoit and Wolf (2004a) and Ledoit and Wolf (2004b) propose a revised
approach to the estimation of the covariance matrix which consists in shrinking
the sample covariance matrix (lot of estimation error but unbiased) towards a
different estimator which ideally contains way less estimation error, but which is
not unbiased. The goal is to obtain a compromise between the two estimators; "[...]
by properly combining two ‘extreme’ estimators one can obtain a ‘compromise’
estimator that performs better than either extreme[...]"(Ledoit and Wolf (2004b), p.
6)7. Formally, the shrinkage estimator is given by

Σ̂Shrink = δ̂∗F + (1− δ̂∗)Σ̂ (3.34)

6The covariance matrix is given by

Σ̂HP =
(

1 +
1

T + λ̂

)
Σ̄ +

λ̂

T + (T + 1 + λ̂)

11′

1′Σ̄1

λ̂ =
N + 2

(µ̂− µ̂mvp1)′Σ̄(µ̂− µ̂mvp1)

Σ̄ =
T

T − N − 2
Σ̂

(3.32)

7Or, as they put it, "[...] most people would prefer the ‘compromise’ of one bottle of Bordeaux
and one steak to either ‘extreme’ of two bottles of Bordeaux (and no steak) or two steaks (and no
Bordeaux)[...]"
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Where F ∈ RN×N is the shrinkage target and δ̂∗ is the estimated optimal shrinkage
intensity constant. The approach is interesting because the shrinkage intensity is di-
rectly computed from the data, and not fixed exogenously. They propose a computa-
tion methodology based on a loss function which depends on the Frobenius norm8of
the difference between the true and the estimated covariance matrix. The goal is to
find the shrinkage intensity that minimizes the expected loss (the risk function) given
by:

R(δ) = E[L(Σ, Σ̂Shrink)]

= E[||δF + (1− δ)Σ̂− Σ||]
(3.36)

Letting technical derivations aside, it can be proven that δ is a constant which is
estimated as follows:

δ̂∗ = max
{

0, min
{ κ̂

T
, 1
}}

, κ̂ =
π̂ − ρ̂

γ̂
(3.37)

Where π̂ denotes the sum of asymptotic variances of the entries of the sample co-
variance, ρ̂ denotes the sum of asymptotic covariances of the entries of the shrinkage
target and γ̂ measures the misspecification of the shrinkage target. For the sake of
conciseness, the procedure employed to compute these values is not described here,
but can be found in Ledoit and Wolf (2004b), pp. 12-15. The rationale for the max-
min structure of the formula is that in very unlikely scenarios where κ̂

T < 0 or κ̂
T > 0,

the shrinkage intensity is truncated at 0 or 1. The evolution of δ̂∗ with respect to the
number of observations is displayed in Fig A.5. The impact on the efficient frontier
is displayed in Fig A.7 Concerning the shrinkage target F, we implement the con-
stant correlation model which assumes that all pairwise correlation coefficients are the
same:9

fii = sii, fij = r̄
√

siisjj (3.38)

With

r̄ =
2

(N − 1)N

N−1

∑
i=1

N

∑
j=i+1

sij√siisjj
(3.39)

3.1.4 The Black-Litterman model

The Black-Litterman model is a central piece of the Bayesian framework in portfo-
lio selection and was developed in the 90s at Goldman Sachs by Fischer Black and
Robert Litterman (Black and Litterman (1991), Black and Litterman (1992)). It allows
the investor to combine his/her prior views with the market equilibrium into a new
set of expected returns from which the optimal portfolio weights are derived. The
model is appealing to investors because (following Rachev et al. (2008))

• It is possible to specify views on as many assets as they want, not on every one
of them. Portfolio managers usually don’t have the expertise or knowledge to
forecast returns for a large number of securities.

8The Frobenius norm of a given matrix A ∈ RN×N is given by

||A|| =

√√√√ N

∑
i=1

N

∑
j=1

a2
ij (3.35)

9Ledoit and Wolf (2003) developed another model which used Sharpe’s single factor covariance
matrix as shrinkage target.
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• Without expressed views, the expected returns are centered on the equilib-
rium returns provided by the well-known CAPM framework. Specifying a
prior and its parameters is often an arduous task, not immune to arbitrariness.
Using CAPM returns as a starting point avoids this problem. Accordingly, an
investor without any expressed views holds the market portfolio.

The rationale for the Black-Litterman model actually comes from a more general
critique towards the certainty-equivalence setup mentioned in Chapter 2 and illus-
trated in Table 3.1; "When managers try to optimize using the Markowitz approach,
they usually find that the portfolio weights returned by the optimizer (when not
overly constrained) tend to appear to be extreme and not particularly intuitive." (He
and Litterman (2002), p.3).
The implementation is typically split in 4 steps: 1) computing equilibrium returns, 2)
specifying and expressing the views of the investor, 3) blend these views with equi-
librium returns to compute new expected returns, and 4) compute optimal weights.
The starting point is the CAPM:

E[Ri]− R f = βi(E[RM]− R f )

βi =
cov(Ri, RM)

σ2
M

(3.40)

Ri, R f and RM denoting the expected return on asset i, on the risk-free asset and on
the market portfolio respectively. σ2

M denotes the variance of the market portfolio
returns. Assuming that the CAPM holds, the equilibrium excess return on asset i,
Πi, is defined by

Πi = βi(E[RM]− R f ) (3.41)

In matrix form, we obtain

Π = β(E[RM]− R f )

β =
cov(R, R′ωmkt)

σ2
M

(3.42)

Where β ∈ RN is the (N × 1) vector of betas, R ∈ RN is the (N × 1) vector of
returns and ωmkt ∈ RN is the (N × 1) vector of market portfolio weights. ωmkt is
considered as given; the weights given to each asset are equal to their relative market
capitalizations in the investment universe, which are observable exogenously and

hence known by the investor. If we denote by δ the market price of risk E[RM ]−R f

σ2
M

, we

obtain the vector of equilibrium risk premiums Π ∈ RN given by 10:

Π = γΣωmkt (3.44)

Where Σ is the covariance matrix. In practice, the vector of equilibrium risk pre-
miums is obtained through a process called reverse optimization detailed in Wal-
ters (2011). We start with the investor’s quadratic utility function:

U(ω) = ω′Π− γ

2
ω′Σω (3.45)

103.44 can be rearranged to obtain

ωmkt =
1
γ

Σ−1Π (3.43)

γ is then interpreted as the risk-aversion factor of the investor holding the market portfolio.
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Where U(ω) is the utility associated with the portfolio ω and γ is the risk-aversion
coefficient. U(ω) is a convex utility function with only one global maxima. If we
maximize it without constraints, we obtain

∂U(ω)

∂ω
= Π− γΣω = 0⇔ Π = γΣω (3.46)

Reverse optimization, also called the technique of implied expected returns, consists in
using (3.46) to obtain Π by plugging-in the market price of risk γ, the covariance
matrix Σ and the market portfolio ωmkt which can all be observed exogenously.

The "true" equilibrium returns of the securities are unknown and behave as ran-
dom variables. In fact, while we expect them to be at the equilibrium, information
shocks denoted ε have to be taken into account:

µ = Π + ε, ε ∼ N(0, τΣ) (3.47)

From which the prior distribution on the expected returns can be derived:

µ ∼ N(Π, τΣ) (3.48)

Where µ ∈ RN are the "true" equilibrium returns, ε ∈ RN is the (N × 1) vector
of shocks and τ is coined the scale parameter. The specification of τ has received a
lot of attention in the existing literature, with varying methodologies to compute
it. Walters (2010) reviews the existing computing methods of "[...] one of the more
confusing aspects [of the Black-Litterman model], as authors provide contradictory
information regarding its use and calibration[...]" (Walters (2010), p.2). The majority
of authors interpret τ as an investor’s uncertainty about whether or not the CAPM
holds, which is linked to the uncertainty around the accuracy of the estimated im-
plied excess returns Π. Essentially, if τ is low, then the investor is highly confident
in the equilibrium excess returns estimates. The impact of τ on the wealth allocation
is detailed further in this section.

The second step in the implementation of the Black-Litterman model is the spec-
ification of the views of the investor, which consists in deviations from the equilib-
rium returns. There are two types of views:

• Absolute views express the investor’s views on certain securities, independently.
For instance; "next-period’s expected return of security A will be 0.6%".

• Relative views express the investor’s views on a set of securities, linked to each
other. For instance; "Security B will outperform security C by 0.9% next pe-
riod".

Relative views are likely to be the predominant type, knowing that many strategies
imply relative rankings of securities (Rachev et al. (2008)). The K views are materi-
alized in a (K × N) "view" matrix denoted P ∈ RK×N ; each row represents a view
where non-zero elements represent the assets that are involved in the view. Rela-
tive view elements sum up to zero and absolute views sum up to 1 with a single
non-zero element representing the asset involved in the absolute view. The (K × 1)
vector Q ∈ RK contains the views on the securities’ expected returns. Let’s illustrate
with a 3 view example

• View 1 : SMALL LoBM’s next-period excess return will be 0.09 %

• View 2 : ME1 BM2’s next-period excess return will outperform BIG LoBM’s by
0.0009 %
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• View 3 : SMALL HiBM’s next-period excess return will outperform ME2 BM2’s
and BIG HiBM’s by 0.001 %

P ≡

1 0 0 0 0 0
0 1 0 −1 0 0
0 0 1 0 −0.5 −0.5

 Q ≡

 0.09
0.0009
0.001


Note that methodologies to build the matrix P vary. The example above uses an
equal weighting scheme in which weightings are proportional to the number of as-
sets outperforming or underperforming. While straightforward to implement, this
scheme does not take into account the market capitalizations, as pointed out by Id-
zorek (2004) who advocates for a market capitalization weighting scheme in which the
weighting of each asset in a view is proportional to its relative market capitalization,
avoiding undesirable large changes in smaller market cap securities. Continuing our
example, we obtain

P ≡

1 0 0 0 0 0
0 1 0 −1 0 0
0 0 1 0 −0.46 −0.54


Note that the effect of the market capitalization weighting scheme can be much
larger when dealing with substantially different market capitalizations. In func-
tion of the views and of the equilibrium returns, we identify "underperforming" and
"overperforming" assets. If the absolute view is lower (higher) than the equilibrium
returns, than the asset is underperforming (overperforming) (e.g. with a view of
0.09% and an equilibrium return of 0.08%, the asset will be considered overperform-
ing in the views). If the difference in the relative view is greater (lower) than the
difference in the equilibrium returns, than the asset with the highest return will be
considered overperforming (underperfoming) (e.g. with a relative view of 0.001%
difference and an 0.002% difference in the equilibrium returns, the asset with the
highest return will be considered underperforming). We expect the optimal portfo-
lio derived from the Black-Litterman model to load on the outperforming assets and
to divest from the underperforming assets.
Similarly to his belief in the CAPM, an investor also has a degree of confidence in
the views he’s expressing through P. It is reflected in the views’ (K× K) covariance
matrix Ω ∈ RK×K, more precisely in the diagonal elements ωkk, k = 1, ..., K, as off-
diagonal elements are typically set to zero. If ωkk is low, then the confidence in the
kth view is high. Similarly to τ, many different ways exist to specify Ω; proportional
to the variance of the prior, based on a confidence interval, based on residuals in a
factor model, etc 11. The majority of authors specify Ω proportionally to the variance
of the securities’ returns: 12

ωij =

{
pi(τΣ)p′i, if i = j.
0, otherwise.

(3.50)

11Idzorek (2004) proposes an intuitive approach in which the confidence level is specified by the in-
vestor on a 0-100% scale which aims at incorporating other sources of information into the specification
of Ω such as, for instance, the historical accuracy of the model/analyst producing the view.

12Meucci (2006) does not consider diagonalization and specifies Ω as follows:

Ω =
1
c

PΣP′ (3.49)

Where c is set > 1, and is in practice equal to 1
τ
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Where pi ∈ RN denotes the ith row of the view matrix P, i.e. the ith view. Actu-
ally, a view is expressed using the return on a portfolio composed of the securities
involved in the view (which is a zero-investment portfolio in the case of relative
views). The (K × 1) vector of expected returns on all view portfolios is given by
Pµ ∈ RK. Assuming normality of the returns, we obtain the distributional assump-
tion of an investor’s views :

Pµ ∼ N(Q, Ω) (3.51)

An important feature of the specification of Ω defined in (3.50) is the fact that the
actual value of τ becomes irrelevant in the specification of the new vector of expected
returns as it gets cancelled out. However, the specification of τ stays important as it
affects Ω, hence the confidence of the investor in the views and hence the optimal
portfolio weights. Combining two sources of information, i.e. equilibrium returns
given in (3.48) and subjective views given in (3.51) into a new posterior distribution
is the third step in the implementation of the Black-Litterman model. Satchell and
Scowcroft (2000) derive it by applying Bayes’ Theorem:

p(E[R]|Π) =
p(Π|E[R])p(E[R])

p(Π)
(3.52)

Where p(.) is a probability density function, p(E[R]) is the prior pdf of the views
of the investor (defined in (3.51)), p(Π|E[R]) is the pdf of the equilibrium returns
conditional on the investor’s forecast (defined in (3.48)) and p(Π) is the marginal pdf
of equilibrium returns.13 p(E[R]|Π) is the distribution we’re interested in, blending
the investor views and the equilibrium returns, and is given by:14

p(E[R]|Π) ∼ N(((τΣ)−1 +P′Ω−1P)−1((τΣ)−1Π+P′Ω−1Q), ((τΣ)−1 +P′Ω−1P)−1)
(3.54)

Therefore, we can write

µBL = ((τΣ)−1 + P′Ω−1P)−1((τΣ)−1Π + P′Ω−1Q)

ΣBL = (τΣ)−1 + P′Ω−1P)−1 (3.55)

Note that since returns are correlated, expected returns of stocks that are not in-
volved in any view will also be affected. This happens because of the (N×K) matrix
P′Ω−1 ∈ RN×K which maps the K views to each of the N assets. This is illustrated in
Table 3.4 where we immediately see that all returns are affected by a single absolute
view on one asset. He and Litterman (2002) and Walters (2010) insist on the fact that
ΣBL is the variance of the posterior mean estimate about the actual mean, but is not
the variance of the predictive distribution of the returns. Actually, it can be shown
that the predictive mean and covariance matrix of returns that will be used in the
optimization are given by

µ̃ = µBL

Σ̃ = Σ + ΣBL
(3.56)

13The form of p(Π) is not specified in Satchell and Scowcroft (2000) and disappears in the derivation
of p(E[R]|Π)

14For the sake of conciseness, the thorough derivation of the result is not detailed here. Essentially,
we start by applying (3.52) to obtain

p(E[R]|Π) =
k exp(− 1

2τ (Π−E[R])′Σ−1(Π−E[R])− 1
2 (PE[R]−Q)′Ω−1(PE[R]−Q))

p(Π)
(3.53)

Where k is a constant. Then, the simplification of the quadratic term and tedious matrix algebra lead
to (3.54)
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Π µBL
SMALL LoBM 0.0078 0.0084

ME1 BM2 0.0064 0.0069
SMALL HiBM 0.0064 0.0068

BIG LoBM 0.0063 0.0066
ME2 BM2 0.0060 0.0062

BIG HiBM 0.0065 0.0068

TABLE 3.4: Implied expected returns incorporating only an absolute
view on the first asset of the selection

µ̃ can be interpreted as a shrinkage estimator; the higher the confidence in his views,
the higher the deviation from the equilibrium returns. The last step consists in com-
puting optimal portfolio weights based on new inputs; (2.5) can be rewritten and
decomposed as follows:

ω∗ =
1
γ

Σ̃−1µ̃

=
1

1 + τ
(ωmkt + P′Λ)

(3.57)

Where the (K × 1) vector Λ ∈ RK represents the weights given to each of the view
portfolios15. (3.57) tells us that the investor’s optimal portfolio is essentially a com-
bination between the market portfolio and a weighted sum of the view portfolios.

Note that, in the absence of views:

• The investor invests a fraction of his/her wealth in the market portfolio, the
proportion depending on his degree of confidence in the CAPM given by τ; if
τ = 0, the investor believes without any doubt in the CAPM and invests his
whole wealth in the market portfolio

• We obtain Σ̃ = (1 + τ)Σ, which means that the predictive variance of the re-
turns will be larger than the prior variance Σ within the Black-Litterman model
(∀τ > 0).

• We also obtain that the posterior estimate of the expected return is then given
by the equilibrium returns: µ̃ = Π. Similarly, when an investor’s uncertainty
about his views is large, Σ̃ is dominated by Π and the efficient frontier tends
to the traditional Markowitz frontier.

The results of the implementation16 are displayed in Fig 3.1. We observe directly
that the results coincide with earlier expectations in the sense that the portfolio de-
viates from the market portfolio by loading on assets considered overperforming.

15Λ is given by

Λ =
1
γ

τΩ−1Q− S−1P
Σ

1 + τ
ωmkt − S−1 1

γ
P

Σ

1 + τ
P′τΩ−1Q (3.58)

With

S =
Ω

τ
+

PΣP′

1 + τ
(3.59)

16As highlighted already, defining the prior or specifiying confidence levels are arduous tasks subject
to arbitrariness. In our implementation, we try to avoid this as much as possible by calibrating τ from
historical return data. We know, from (3.48), that

µ−Π ∼ N(0, τΣ) (3.60)
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Evidently, the Black-Litterman model is an elegant and powerful tool for practition-
ers to blend their views/opinions on certain assets with market equilibrium. The
impact of confidence and the impact of different kind of views is displayed in Figs
A.8, A.9, A.10 and A.11.

FIGURE 3.1: Black-Litterman optimal allocation with all 3 views. The
BL output consists in deviation from the market portfolio that follow
the intuition given by the views; the first three assets are overper-

forming in the views.

3.1.5 Portfolio resampling

While not strictly Bayesian in the sense that the investor does not specify prior dis-
tributions on the returns’ distribution parameters, portfolio resampling adresses the
same issue and has a similar objective, i.e. reducing the impact of parameters’ esti-
mation risk on portfolio selection, which makes it interesting to address in the con-
text of this thesis. The concept of efficient frontier resampling (also known as port-
folio resampling, the two terms describe the same technique) has been introduced
by Michaud and Michaud (1998), as a tool to reduce the impact of parameters’ esti-
mation risk in portfolio selection. In order to cope with parameter uncertainty, the
investor creates several alternative efficient frontiers based on resampled versions of
the data; Monte Carlo methods are applied to optimization inputs. Each resampled
dataset results into a set of efficient portfolios which can be averaged to obtain a re-
sampled efficient frontier. Each portfolio on this resampled frontier is obtained by

To obtain τ, we compute the covariance matrix of µ−Π, denoted V ∈ RN×N , and we solve

||V || = τ||Σ|| (3.61)

We compute V by computing the covariance matrix of (R−Π) ∈ RT×N where R ∈ RT×N contains the
historical returns on the N assets and Π ∈ RT×N contains the historical implied equilibrium returns.
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averaging a number of simulated portfolios characterized by the same level of ex-
pected return (Michaud (2002)). The procedure to compute the resampled efficient
frontier is the following:

1. Sample estimates for the expected returns and covariance matrix are com-
puted: Σ̂ and µ̂.

2. Assuming Gaussianity of the returns, T samples are drawn from the multivari-
ate normal distribution N(µ̂, Σ̂) and are used to compute new sample estimates
µ̂i and Σ̂i.

3. µ̂i and Σ̂i are used to solve the portfolio selection problem and to build an
efficient frontier.

4. Steps 2 and 3 are repeated I times, i.e. the number of efficient frontier simula-
tions.

Once this is done, it is possible to compute the resampled portfolio weights by aver-
aging over all simulated efficient frontiers. For a given level of return µ0, the resam-
pled portfolio is given by

ωR
µ0

=
1
I

I

∑
i=1

ωi
µ0

(3.62)

Where ωi
µ0
∈ RN is the vector of portfolio weights obtained in the ith simulation

and characterized by the return level µ0, and where ωR
µ0
∈ RN is the resampled

portfolio with return level µ0. If the efficient frontier is recomputed using original
inputs µ̂ and Σ̂ and resampled portfolio weights, it will appear below the traditional
frontier. Indeed, while simulated weights ωi

µ0
are efficient with respects to the sim-

ulated inputs µ̂i and Σ̂i, they are not with respects to µ̂ and Σ̂, which makes the
resampled weights inefficient as well with respects to µ̂ and Σ̂. This is illustrated in
Fig A.12. Fabozzi et al. (2007) advocate that one of the main advantages of efficient
frontier resampling is that estimation error is incorporated into the decision process,
through the bootstrapping process of returns’ parameters estimates. Michaud and
Esch (2012) further argue that resampled portfolios behave more intuitively than
their certainty-equivalent counterparts, with less extreme wealth allocations, with
less sensitivity to input parameters and with overall more stable portfolios over
time. Markowitz and Usmen (2004) compare the performance of two "players";
a "Bayesian player" with a diffuse prior and a "Michaud player" applying the re-
sampled portfolio technique. They show that, on average, the "Michaud player" is
better-off than the other player. Portfolio resampling is not exempt from criticism,
though. Scherer (2003) argue that there is no theoretical basis for the resampled port-
folio to be considered optimal and should hence only be considered as an heuristic
solution to the estimation error problem. Delcourt and Petitjean (2011) show that
resampled portfolio do not systematically increase (decrease) the risk adjusted per-
formance (turnover). As Rachev et al. (2008) point out, there is a methodological
difference between the Bayesian approach and portfolio resampling; in the Bayesian
setting, uncertainty is taken into account before solving the optimization program by
updating the values of µ and Σ in order to reflect estimation risk. Portfolio resam-
pling on the other hand incorporates parameter uncertainty by solving several times
the optimization programs based on bootstrapped sample estimates.
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3.2 Portfolio inference and prior on weights

As stated earlier, estimation risk, high leverage, high sensitivity and non intu-
itiveness of wealth allocation are all substantial problems raised by a certainty-
equivalence application of the mean-variance framework to portfolio selection.
These can be addressed within a Bayesian framework in which a prior be-
lief/distribution is given to the set of parameters that underlies the returns’
distribution, as it has been done in the precedent section. However, it is also
possible to conduct a similar analysis directly on portfolio weights, by drawing
the weights towards a more "desired" or intuitive distribution. The process of
combining prior belief on the behavior of the weights with the traditional certainty
equivalence setup is illustrated in Fig 3.2. Let’s place ourselves in a setup with
2 assets only which means only one asset whose weight to estimate. Based on
simulated data (returns) drawn a substantial number of times from an univariate
normal distribution, it is possible to obtain an empirical density of the asset weight
in the certainty-equivalence setup (the blue curve). In practice, we simulate data
from a normal distribution with given mean and covariance matrix, and compute
the Markowitz optimal weight, repeating this a large number of times. The green
curve corresponds to our prior belief, represented in this example by a normal
distribution centered in 1/2 with a variance arbitrarily set to 1. The purpose of the
figure being solely to illustrate the Bayesian approach, the value of these parameters
are not of high importance. The posterior density (the red curve) of the estimated
weight is obtained by combining the two densities through Bayes’ theorem and
by normalizing the density obtained in order for its integral to be equal to 1. We
visualize that indeed the posterior density is a combination of the two densities. The
weight in the Bayes setup is then obtained by computing the mode of the posterior
distribution.

FIGURE 3.2: Illustration of the Bayesian approach to portfolio selec-
tion with a normal prior centered in 1/2 and a simulated Markowitz
density. The posterior weight is equal to 26.33%, between the modes

of the Markowitz and prior densities.
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In addition to specifying prior on weights, it is also useful and particularly
insightful to conduct portfolio inference, i.e. inference on portfolio weights in a
Bayesian framework. Both of these are addressed in the following section; we start
by deriving the distribution of the GMVP portfolio weights in a Bayesian regression
framework which helps us to obtain a solution to shrink the weights towards a
reference, more desired, portfolio, to propose a dynamic rebalancing decision rule
which takes estimation risk into account as well as quantifying estimation risk and
identifying its drivers. We also review other existing approaches.

Demiguel et al. (2009) summarize excellently the difference between the Bayesian
approach on mean-variance inputs adressed in section 3.1 and on weights addressed
in section 3.2 : "[...] while the Bayesian investor in the traditional setting chooses
the portfolio that maximizes expected utility with respect to the posterior distribu-
tion of asset returns [see (3.1)], in our setting [with prior on weights] the investor
chooses the portfolio that maximizes the posterior distribution of portfolio weights
[...]" (Demiguel et al. (2009), p. 802).

3.2.1 Estimation risk

Modern portfolio theory underlines the existence of two main portfolios; the global
minimum variance portfolio (GMIN) and the tangent portfolio (TAN). The tangent
portfolio is often considered optimal as it maximizes the risk-return trade-off of the
investor. However, several empirical studies have shown that the global minimum
variance portfolio yields better out-of-sample results than the tangent portfolio (e.g.
Jorion (1991), Chopra and Ziemba (1993)), which is attributed to higher estimation
error entailed in the mean vector of asset returns, as pointed out by Merton (1980).
Consequently, Ledoit and Wolf (2003) and Jagannathan and Ma (2003) advise to fo-
cus on the global minimum variance portfolio rather than the tangency portfolio. It
is possible to derive the distribution of the GMIN portfolio weights using a regres-
sion framework, following Kempf and Memmel (2006):

rt,N = α + β1(rt,N − rt,1) + ... + βN−1(rt,N − rt,N−1) + εt ∀t = 1, ..., T (3.63)

Where rt,N is the return at time t of the Nth asset, α and βi are the regression coef-
ficients and εt is the error term. They show that the regression coefficients βi corre-
spond to the weights of the global minimum variance portfolio, βi = ωMV,i. They
also show that α corresponds to the expected return of the GMIN portfolio, α = µMV
and that the variance of the error corresponds to the GMIN variance, σ2

ε = σ2
MV . We

can hence write the following:

rt,N = µMV +
N1

∑
i=1

ωMV,i(rt,N − rt,i) + εt ∀t = 1, ..., T (3.64)

The weight of the Nth asset being given by the feasibility constraint:

ωMV,N = 1−
N−1

∑
i=1

ωMV,i (3.65)

It is possible to derive the distribution of the estimated (CE) minimum variance port-
folio weights by assuming serially independent and normally distributed returns
and by defining the matrix Z ∈ RT×N as follows:

Z ≡

1 z′1
...

...
1 z′T

 =
(
1 z

)
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Where zt ∈ RN−1 contains the regressors zt = (rt,N − rt,1, ..., rt,N − rt,N−1) and
where z ∈ RT×(N−1) gathers all vectors zt. Denote z̄ ∈ RN−1 the vector contain-
ing the arithmetic average of the regressors given by z̄ = 1

T ∑T
t=1 zt and ω̂ex ∈ RN−1

(β̂ex ∈ RN−1) the truncated vector of estimated GMIN portfolio weights (estimated
regression coefficients) neglecting the last element. The "ex" superscript denotes the
fact that the vectors were truncated. In this context, truncating means removing the
Nth element of the vector. We can then write the conditional distribution of β̂ex,
which is equivalent to the distribution of estimated portfolio weights:

β̂ex|z ∼ N(ω̂ex, σ2
MV(z

′z− Tz̄z̄′)¯1) (3.66)

The OLS regression coefficients estimates are jointly normally distributed, hence
weights estimates within the CE setup are normally distributed aswell. This is an
important result which can be used to visualize the uncertainty associated to the es-
timation of the weights, as displayed in fig A.13. Kempf and Memmel (2006) use the
distribution of portfolio weights estimates in order to properly specify and quantify
estimation risk, defined as the additional out of sample variance due to incorrect
weights estimates. Denote r̂T+1,MV = ω̂′MVrT+1 the out of sample return generated
by the minimum variance portfolio with associated risk V[r̂T+1,MV |r1, ..., rT] which
depends on stock returns realizations from t = 1 to t = T, where rT+1 ∈ RN is the
vector of asset returns at time T + 1. The risk is given by 17

V[r̂T+1,MV |r1, ..., rT] = σ2
MV + R̃(ω̂MV)

R̃(ω̂MV) = (ω̂MV −ωMV)
′Σ(ω̂MV −ωMV)

(3.67)

Where ω̂MV ∈ RN is the (N × 1)-dimensional vector of estimated minimum vari-
ance portfolio weights, computed using sample estimates. (3.67) tells us that risk
comes from two components; the innovation risk σ2

MV linked to the randomness of
stock movements and the estimation risk R̃(ω̂MV) linked to incorrect weights esti-
mates. The larger the difference between estimates and "true" values, the larger the
estimation risk. (3.67) is conditional on previous stock returns realizations, we are
interested in the unconditional variance and estimation risk, which are given by

E
(
V[r̂T+1,MV |r1, ..., rT]

)
= σ2

MV + R̄(ω̂MV)

R̄(ω̂MV) = σ2
MV

N − 1
T − N − 1

(3.68)

Where R̄(.) is the unconditional estimation risk entailed with a vector of estimated
portfolio weights. (3.68) tells us how estimation risk evolves with respect to other
quantities; the larger the innovation risk, the larger the investment universe and the
shorter the estimation period, the larger the estimation risk associated with tradi-
tional weight estimates. This is an insightful result which helps to understand what
are the drivers of estimation risk and in which situations an investor is most likely
to be affected.

On a side note, Britten-Jones (1999) propose a similar approach for the tangency
portfolio, also based on a multivariate linear regression model. The results are sim-
ilar for both portfolios in the sense that sampling (estimation) error is large when
dealing with sample estimates in a certainty-equivalence setup, especially when the
innovation risk, the investment universe and the estimation period are respectively
high, large and low.

17For the sake of conciseness the proof is not given here but can be found in Kempf and Mem-
mel (2006) pp 344-348.
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3.2.2 Prior on weights: Bayesian regression framework

The regression framework obtained earlier can be used to derive the distribution of
portfolio weights as well as a quantification of the drivers of estimation risk. But they
can also be used in a Bayesian setup by setting a prior distribution on the weights’
distribution towards which we want to shrink the portfolios. In this section, we
shall start indeed by proposing a prior distribution from which we can derive an
updated posterior distribution of portfolio weights. A link between the prior’s hy-
perparameter and the investor’s risk aversion will be drawn, and two applications
of the framework will be discussed.

Starting back from the regression model given in (3.63), we know that by omit-
ting the intercept and by demeaning all asset returns, the same coefficients and
hence, weights, can be obtained (Frey and Pohlmeier (2016)). Let rd

i ∈ RT be the
demeaned vector of asset i : rd

i = (r1,i − r̂i, ..., rT,i − r̂i)
′ with r̂i =

1
T ∑T

j=1 rj,i. Then,
the regression model can be rewritten in matrix form:

Y = Xωex + ε

Y = rd
N

ωex = (ω1, ..., ωN−1)
′

(3.69)

Where Y ∈ RT is the demeaned vector of returns for asset N, ε ∈ RT is the vector of
errors and where the design matrix X is given by

X ≡

 rd
1,N − rd

1,1 . . . rd
1,N − rd

1,N−1
...

. . .
...

rd
T,N − rd

T,1 . . . rd
T,N − rd

T,N−1


Which is equivalent to z in (3.66). If we assume gaussianity and homoskedastic-
ity in the errors, then the distribution of the dependent variable is normal with
Y |X, ωex, σ2 ∼ N(Xωex, σ2I) where I ∈ RN×N is the identity (N × N) matrix and
σ2 is a scalar specifying the variance (Olive (2017), Ciaburro (2018)). In the bayesian
regression framework, it is possible to specify priors on the parameters that under-
lie the distribution of the dependent variable Y , notably ωex and σ2 in our example.
By specifying priors on the regression coefficients themselves, the investor actually
has the opportunity to express prior belief on the vector of portfolio weights which
turns out to be particularly useful and intuitive; it is often way more intuitive for
an investor to specify prior belief on the behavior of portfolio weights than on the
returns’ distribution parameters. We introduce a conjugate prior from which a pos-
terior distribution can be obtained analytically. It is conjugate in the sense that the
joint prior distribution of ωex and σ2 is conjugate the likelihood function of the de-
pendent variable. The prior was first introduced by Goel and Zellner (1986) and has
been used several times in other studies (e.g. Li and Clyde (2018), Frey (2017)):

ωex|σ2 ∼ N(ωex,∗, gσ2(X ′X)−1)

σ2 ∼ IG(s−1, ν)
(3.70)

Where ωex,∗ ∈ RN−1 is the truncated mean vector of the prior distribution (specified
and known by the investor), g is a hyperparameter scalar, s and ν characterize the
inverse gamma distribution. In fact, we are in a situation where the mean of the
Normal distribution is known by the investor but its variance σ2 is unknown. It is
known that the conjugate prior for the variance of a normal distribution with known
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mean is an Inverse Gamma distribution, which makes it a natural prior distribu-
tion. The proof of the conjugacy can be found e.g. in Walter and Augustin (2009),
O’Hagan (1994) or in Gelman et al. (2003) and is detailed in Appendix B.1. Accord-
ing to Bauwens and Korobilis (2011), this prior is interesting because

• The prior distribution is congruent with the support set of the parameters. The
Inverse Gamma distribution is defined on [0,+∞), which is convenient for σ2

and the Normal distribution is defined on (-∞,+∞), which is convenient for
portfolio weights without short-selling constraint.

• The prior distribution has a form which allows to easily specify prior parame-
ters; Inverse Gamma and Normal distributions are standard and well-known
by investors.

• The prior distribution is such that the posterior distribution can be obtained
analytically.

According to Frey, Voigt, and Pohlmeier (2016), another advantage of the prior spec-
ified in (3.70) is the fact that the only quantity to estimate is the scalar hyperparam-
eter g which, as shown below, governs the degree of shrinkage towards the prior
mean ωex,∗ which is the prior belief specified exogenously by the investor. It is not
required for the investor to specify s and ν as they do not appear in the posterior dis-
tribution of the weights. However, as discussed for instance by Ley and Steel (2012)
and Wang (2015) in an excellent review, existing methods to estimate g are numer-
ous in the literature18. After discussing the distribution of portfolio weights, we
draw a link between g and the risk aversion coefficient, and we discuss an approach
to deal with the uncertainty around g. Frey, Voigt, and Pohlmeier (2016) show that
the posterior distribution of ωex is given by

ωex ∼ tT(ω̄
ex, s̄2V̄) (3.71)

With

V̄ =
g

1 + g
(X ′X)−1

ω̄ex =
1

1 + g
ωex,∗ +

g
1 + g

ω̂ex

s̄2 =
1
T

(
(Y − Xω̂ex)′(Y − Xω̂ex) +

1
1 + g

(ω̂ex −ωex,∗)′X ′X(ω̂ex −ωex,∗)
) (3.72)

Where tT denotes a t-distribution with T degrees of freedom. Note that due to the
feasibility constraint given in (3.65), the distribution of the portfolio weight for the
Nth asset is similar to the distribution of the other weights:

ωN = 1−ωex′1N−1 ∼ tT(1− ω̄ex′1N−1, 1′N−1s̄2V̄) (3.73)

Where 1N−1 ∈ RN−1 is a (N − 1)-dimensional vector of ones. Two parameters in-
fluence substantially the posterior distribution of portfolio weights given in (3.71)
and (3.72): the prior mean or shrinkage target ωex,∗ and the hyperparameter g. As
introduced above, g actually governs the degree of shrinkage of portfolio weights

18Goel and Zellner (1986) recognized already the problem in their early paper which introduced
what is now referred to as the g-prior. They advocated for a diffuse prior on g which would integrate
it out in case g were unknown. Note that the g-prior is slightly different of (3.70) in the sense that a
diffuse prior was initially applied to σ2 instead of an Inverse Gamma.
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towards the shrinkage target; if g → +∞, then the prior mean becomes completely
uninformative and the posterior mean becomes the certainty-equivalence estimated
weights ω̂ex. Similarly, if g → 0, then the prior distribution becomes deterministic
and the posterior mean becomes the prior mean ωex,∗. Intuitively, if g = 1, the data
and the prior belief contribute equivalently to the definition of the posterior. A 2d-
example showing which kind of posterior distribution we obtain for the weight is
displayed in Fig A.14.

Adjusted risk aversion: linking g with risk aversion

Setting the shrinkage target (ωex,∗, ω∗N) ∈ RN equal to the estimated efficient port-
folio, denoted ω̂e(γ) ∈ RN , allows us to link the investor’s risk aversion γ with
the hyperparameter g in (3.70). We write ω̂e(γ) to highlight the fact the the port-
folio considered to be optimal depends on the investor’s risk aversion coefficient;
if γ → +∞, the optimal portfolio tends to the global minimum variance portfolio.
It is well-known (see e.g. Duchin and Levy (2009), DeMiguel, Garlappi, and Up-
pal (2009)) that a strategy consisting in investing only in the optimal portfolio ω̂e(γ)
does not always yield good out of sample performance, especially knowing that
the uncertainty around the weights is large. Moreover, as highlighted before, the
GMVP is often considered less subject to estimation risk due to the absence of the
mean returns vector in its calculation. Setting up a g-prior allows the investor to take
estimation risk directly into account in his investment decision by computing an ad-
justed risk aversion coefficient γ̃ accounting for estimation risk which will lead the
portfolio decision to be shrunk towards the minimum variance portfolio, alongside
the efficient portfolio frontier. Frey, Voigt, and Pohlmeier (2016) actually show that,
under the prior given in (3.70) and by setting a shrinkage target (ωex,∗, ω∗N) = ω̂e(γ),
the bayesian decision rule is equivalent to ω̂e(γ̃) with γ̃ = γ(1 + g)19. By definition,
since g > 0 it holds that γ̃ > γ; the investor takes into account estimation risk in its
decision process by having a higher risk aversion. If g→ +∞, γ̃→ +∞; the prior is
uninformative and the portfolio obtained is the minimum variance portfolio. Con-
versely, setting g to 0 describes the belief according to which there is no estimation
risk/uncertainty in the weights estimates; the portfolio obtained is ω̂e(γ). The im-
pact in the mean-variance space can be visualized in Fig A.15.

19By definition, if we express the investor’s problem based on its utility:

ω̂e(γ) = max1′ω=1

{
µ̂′ω− γ

2
ω′Σ̂ω

}
=

Σ̂−11
1′Σ̂−11

+
1
γ

(
Σ̂−1 − Σ̂−111′Σ̂−1

1′Σ̂−11

)
µ̂ (3.74)

By rewriting ω̄, we prove the proposition:

ω̄ =
1

1 + g
ω̂e(γ) +

g
1 + g

ω̂MV

=
1

1 + g

[
Σ̂−11

1′Σ̂−11
+

1
γ

(
Σ̂−1 − Σ̂−111′Σ̂−1

1′Σ̂−11

)
µ̂

]
+

g
1 + g

ω̂MV

=

(
g

1 + g
+

1
1 + g

)
ω̂MV +

1
(1 + g)γ

(
Σ̂−1 − Σ̂−111′Σ̂−1

1′Σ̂−11

)
µ̂

= ω̂MV +
1

(1 + g)γ

(
Σ̂−1 − Σ̂−111′Σ̂−1

1′Σ̂−11

)
µ̂

= ω̂e(γ̃)

(3.75)
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Estimating g

As highlighted already, estimating g is an arduous task, with lots of possible ap-
proaches. Geinitz (2009) reviews the existing solutions and recent improvements
(e.g. Hyper-g prior or Zellner-Siow g-prior). We investigate an approach introduced
by Frey, Voigt, and Pohlmeier (2016) in which g is chosen ex ante by maximizing
the out-of-sample utility of the investor. We make two assumptions; (i) the shrink-
age target is equal to the equally-weighted portfolio ω 1

N
= 1

N 1N ∈ RN which is an
intuitive shrinkage target with presumed good out of sample performance (see e.g.
Duchin and Levy (2009), DeMiguel, Garlappi, and Uppal (2009)) and (ii) the investor
is characterized by γ = +∞, meaning that he initially invests in the global minimum
variance portfolio ω̂MV ∈ RN which is presumed to be less sensitive to estimation
risk. Hence, we expect ω̂MV to be shrunk towards ω 1

N
. Knowing that the investor is

completely averse towards risk, i.e. only cares about out-of-sample variance, max-
imizing its utility is equivalent to finding the portfolio which minimizes portfolio
variance. We define g as the hyperparameter that will minimize this variance:

g = min
g∈R+

V(ω̄′rt+1|r1, ..., rt) (3.76)

Where ω̄ = (ω̄ex, 1−ωex′1N−1)
′ ∈ RN . It can be shown that the portfolio ω̄opt ∈ RN

minimizes V(ω̄′rt+1|r1, ..., rt): 20

ω̄opt = coptω̂MV + (1− copt)ω 1
N

copt =
(ω 1

N
− ω̂MV)

′Σ̂ω 1
N

µ̂′ΣMV µ̂ + Tr(ΣMVΣ̂) + (ω̂MV −ω 1
N
)′Σ̂(ω̂MV −ω 1

N
)

(3.77)

This procedure can be shown to be equivalent to setting a prior similar to (3.70)
with g =

copt
1+copt

. Hence, we obtain an estimation for the hyperparameter g. This
approach is interesting because the shrinkage factor copt directly incorporates esti-
mation risk around ω̂MV through ΣMV ∈ RN×N which denotes the second moment
of the posterior distribution of ωMV

21; the variance of the weights’ estimates, in other
words, estimation risk, is accounted for in the shrinkage intensity. If the estimation
risk is high, then ΣMV lowers the value of copt by entering only in the denominator,
which then shrinks the portfolio further towards the equally-weighted portfolio. In-
tuitively, when estimation risk goes up, this framework reacts by outputting a more
conservative allocation of wealth. An illustration of the impact in the mean-variance
space is displayed in Fig A.16. Frey, Voigt, and Pohlmeier (2016) show that using
this strategy yields better out-of-sample performance than investing separately in
ω̂MV or in ω 1

N
.

Sparse rebalancing

The regression framework developed above and the prior introduced in (3.70) help
to derive a posterior distribution for portfolio weights, given in (3.71) and (3.72).

20For the sake of conciseness the proof is not given here but can be found in Frey, Voigt, and
Pohlmeier (2016), pp. 18-19. Essentially, they start by expressing the objective function with respect to
a scalar c and then minimize it to obtain the optimal value of c, denoted copt. Then, they show that this
approach is equivalent to setting a prior similar to (3.70) with c = g

1+g .
21ΣMV is given by

ΣMV =
1

T − 1

(
(Y − Xω̂ex

MV)
′(Y − Xω̂ex

MV)
) [ (X ′X)−1 (X ′X)−11N−1

1′N−1(X ′X)−1 1′N−1(X ′X)−11N−1

]
(3.78)
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This framework has many applications, one of them being the opportunity for the
investor to take estimation risk into account in its rebalancing scheme. Tradition-
ally, it is assumed that rebalancing periods are fixed and calendar-based (e.g. every
month). Obviously, this approach does not take into account any exogenous factors
(e.g. market conditions) in the rebalancing decision, which can be quite dangerous.
Moreover, as highlighted several times, the uncertainty around weight estimates is
particularly high, leading to the intuition that portfolio rebalancing might not al-
ways be justified from a statistical point of view. Our objective is to have a rebalanc-
ing strategy that adapts the portfolio weights from time t to t + 1 only if portfolio
weights differ substantially, in order to avoid rebalancing whose only cause is pa-
rameter uncertainty. The Bayesian framework allows us to do so by applying the
following procedure;

1. At time t compute the posterior distribution of ωt given in (3.71) and (3.72)
whose mean is ω̄t.

2. For every asset i, check if ωt−1,i, the weight allocated to asset i in the precedent
period, falls into the credible interval of ω̄t,i.

3. If it is true for every asset, then rebalancing the portfolio is not justified due to
high uncertainty around the weights; ωt = ωt−1.

Formally, the dynamic decision rule can be written as

ωt =

{
ω̄t, if ωt−1,i /∈ [ω̄t,i ± STD(ωt−1,i|r1, ..., rt)

qt(ξ)
2 ] i = 1, ..., N.

ωt−1, otherwise.
(3.79)

Where qt(ξ) is the ξ quantile of the posterior distribution. This dynamic decision
rule should be able to reduce the impact of estimation risk on portfolio weights
decision as well as the turnover of the portfolio. Rebalancing periods which are
not linked to significant changes in wealth allocation are avoided. Frey, Voigt, and
Pohlmeier (2016) advocate that this strategy is in fact able to identify the relevant
dates for trading, rebalancing only when there is a structural readjustment in the
portfolio weights. The impact on the number of trading days can be visualized in
Fig A.17 which illustrates the evolution of the cumulative wealth.

3.2.3 Prior on weights: other approaches

The Bayesian regression framework is obviously not the only existing approach
to specifying prior beliefs on portfolio weights. Brandt (2010), Avramov and
Zhou (2010) and Okhrin and Schmid (2007) conduct exhaustive reviews on modern
portfolio techniques, highlighting the bayesian approaches. Kan and Zhou (2007),
Wang (2005), Golosnoy and Okhrin (2007) , Bodnar, Okhrin, and Parolya (2016)
and Jagannathan and Ma (2003) are example of studies that address the topic
of shrinkage portfolio estimation, aiming at shifting portfolio weights towards a
prespecified target. Frey (2017) compare several Bayesian shrinkage techniques and
introduces a new framework which penalizes deviations from the equally-weighted
portfolio. Tu and Zhou (2010) advocate for an objective-based method for constructing
priors on the unknown return parameters, Σ and µ, based on priors on portfolio
weights. The rationale for the approach is that formulating priors on the weights
is way more intuitive than on Σ and µ, and that a prior on the parameters can be
derived from the prior on the weights. Formally, a prior on the objective, i.e. the
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weights, is formulated and a prior on the parameters µ and Σ is retrieved from the
objective-based prior.

Bera and Park (2008) and Zhou, Cai, and Tong (2013) introduce a portfolio se-
lection technique based on information theoretic criterion; Shannon entropy and
Kullback-Leibler information criteria. While not strictly Bayesian in the sense that
the investor does not specify a prior distribution on the weights, the approach’s
objectives are very similar to the Bayesian approach with a prior on weights, i.e.
shrinking the weights towards a more desired distribution. In particular, they in-
vestigate shrinkages towards maximum diversification, i.e. towards the equally-
weighted portfolio, and show that entropy portfolios outperform classical MV ap-
proach. Lassance and Vrins (2017) and Devi (2019) extend the approach to minimum
Rényi Entropy and Tsallis entropy, respectively.

In their recent papers, Bodnar, Mazur, and Okhrin (2017) and Bauder et al. (2018)
derive the posterior distributions for the weights of the global minimum variance
portfolio and the tangent portfolio respectively. They do so under a diffuse, infor-
mative and hyperparameter prior on the mean vector and the covariance matrix.
They also allow for noninformative and informative prior on the weights directly,
and derive the posterior distributions in each case.

In the following subsection, we detail a well-known approach to portfolio selec-
tion which consists in constraining the norms of the vector of portfolio weights. It
can be shown that this approach can be given a Bayesian interpretation with a prior
on the weights.

Norm constraints

The following section is mainly based on Demiguel et al. (2009) and will be focused
on the global minimum variance portfolio, for reasons already highlighted before
(see Jagannathan and Ma (2003) for a more detailed discussion; "The estimation er-
ror in the sample mean is so large nothing much is lost in ignoring the mean [...]
when no further information [...] is available." pp. 1652-1653). The approach focuses
on portfolio weights directly rather than on asset returns moments by adding a con-
straint to the optimization program according to which the norm of the weights vec-
tor has to be lower than a prespecified threshold δ. The norm-constrained minimum
variance portfolio is defined such that it solves the investor variance minimization
problem without any return constraint and with an additional norm constraint. The
1-norm and A-norm constraints are given by

||ω||1 =
N

∑
i=1
|ωi| ≤ δ (3.80)

||ω||A = (ω′Aω)
1
2 ≤ δ (3.81)

Where A ∈ RNxN is a positive definite matrix. In the special case A = I, (3.81)

becomes the Euclidean norm (2-norm) of the weights vector: ||ω||2 =
√

∑N
i=1 ω2

i .
However, since the squared A-norm is easier to implement and analyze than the
A-norm, the following equivalent constraint is implemented:

ω′Aω ≤ δ̄ (3.82)

Where δ̄ = δ2. Note that when δ → +∞, the solution is the traditional GMIN port-
folio. Imposing a norm-constraint can be seen as a shrinkage of the GMIN portfolio
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towards another portfolio ωM minimizing the norm subject to the feasibility con-
straint.

It can be shown that the 1-norm constrained portfolio with δ = 1 is equal to
the shortsale-constrained minimum-variance portfolio. Generally speaking, δ can
be seen as a way for the investor to limit the overall proportion of wealth that is sold
short to a maximum given by δ−1

2 . Formally, (3.80) can be rewritten as

− ∑
i∈N (ω)

ωi ≤
δ− 1

2
(3.83)

Where N (ω) = {i = 1, ..., N|ωi < 0} is the set of asset indexes whose weight is
negative. The shortsale budget δ−1

2 can be distributed freely among all assets. An
illustration of the evolution of portfolio weights is displayed in Table 3.5.

δ SMALL LoBM ME1 BM2 SMALL HiBM BIG LoBM ME2 BM2 BIG HiBM - ∑i∈N (ω) ωi

1 0.00 0.00 0.00 0.29 0.71 0.00 0
2 -0.50 0.53 0.01 0.62 0.34 0.00 0.5
3 -0.85 0.96 0.01 0.83 0.19 -0.15 1

+∞ -0.90 1.01 0.04 0.86 0.20 -0.21 1.11

TABLE 3.5: Evolution of 1-norm constrained minimum variance port-
folio weights with respect to δ.

When δ goes up, the shortselling budget constraint gets loosened and portfolio
weights progressively tend to the traditional unconstrained GMIN weights, which
are characterized, in our example, by a shortselling budget of 111%. To put in per-
spective, the shortselling budget of the tangent portfolio is around 320%. It should
be noted that this framework can be applied to any portfolio considered efficient,
and not only to minimum variance portfolios; the return constraint can be added
to the optimization program. By doing so, the investor has to take feasibility into
account; if he/she sets the return constraint to be equal to the return of the tangent
portfolio and if he/she sets any δ such that δ−1

2 < −∑i∈N (ω) ωta
i where ωta

i denotes
the weight allocated to the ith asset in the tangent portfolio, then there is no solution
because the shortsale budget is not large enough to reach the return of the tangent
portfolio.

It can be shown that, in the special case A = I, the 2-norm constraint given by
(3.82) and which can be rewritten ∑N

i=1 ω2
i ≤ δ̄, can also be equivalently reformulated

as:22
N

∑
i=1

(
ωi −

1
N

)2
≤
(

δ̄− 1
N

)
(3.85)

22Indeed,

N

∑
i=1

(
ωi −

1
N

)2
=

N

∑
i=1

ω2
i +

N

∑
i=1

1
N2 −

N

∑
i=1

2ωi
N

=
N

∑
i=1

ω2
i +

1
N
− 2

N

=
N

∑
i=1

ω2
i −

1
N

≤ δ̄− 1
N

(3.84)

Since ∑N
i=1 ω2

i ≤ δ̄.
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(3.85) can be interpreted as follows: imposing a 2-norm constraint on portfolio
weights is equivalent to imposing a 2-norm constraint on the difference between the
portfolio weights and the equally-weighted portfolio, the difference being bounded
by δ̄ − 1/N. If δ̄ = 1/N, then we obtain the equally-weighted portfolio since the
difference is bounded to zero. An illustration of the evolution of portfolio weights
is displayed in Table 3.6.

δ̄ SMALL LoBM ME1 BM2 SMALL HiBM BIG LoBM ME2 BM2 BIG HiBM ∑N
i=1

(
ωi − 1

N

)2

1/N 0.16 0.16 0.16 0.16 0.16 0.16 0
1/2 -0.29 0.22 0.15 0.44 0.37 0.12 0.33

1 -0.53 0.41 0.18 0.61 0.37 -0.05 0.83
+∞ -0.90 1.01 0.04 0.86 0.20 -0.21 2.5

TABLE 3.6: Evolution of 2-norm constrained minimum variance port-
folio weights with respect to δ̄.

The higher δ̄, the lower the shrink intensity towards the equally-weighted port-
folio which makes sense since the constraint on the difference between the two port-
folios is loosened. (3.82) can also be used outside of the special case A = I. For
instance, denote Σ̂F the 1-factor covariance matrix (Sharpe (1963)). Then, the con-
straint is equivalent to imposing a constraint on the portfolio variance obtained us-
ing this covariance matrix; we impose ω′Σ̂Fω ≤ δ̄. The 1-norm and 2-norm con-
straints are both useful in their own contexts; if an investor wishes to control the
amount of shortselling in the portfolio, then he will use a 1-norm constraint to do so.
On the other hand, if the investor believes that shrinking the portfolio towards the
equally-weighted portfolio is more efficient, then he will use a 2-norm constraint.
Additionally, an investor believing in the existence of a 1-factor structure in asset
returns will use a Σ̂F-constraint.

The solution of the portfolio selection with additional norm constraints (1-norm,
2-norm and A-norm) can be given a Bayesian interpretation which we detail below.
The 1-norm constrained minimum variance portfolio selection problem can be in-
terpreted as a LASSO (least absolute shrinkage and selection operator) regression
problem23. Tibshirani (1996) show that applying LASSO regression has a Bayesian
interpretation in the sense that it is equivalent to specifying a Laplace distribution
prior on regression coefficients. In our context, the regression coefficients are the
weights. The Laplace distribution is also known as double-exponential distribution
because it can be thought of as two exponential distributions with an additional lo-
cation parameter. By definition of the Laplace distribution, the prior on the weight

23LASSO regression was initially designed for applications in regression analysis. The main objec-
tive of LASSO is to perform variable selection, i.e. selecting the subsets of predictors that minimize
prediction error. This is done by imposing a 1-norm constraint on regression coefficients, shrinking
some of them towards zero. This can be observed in Table 3.5; as δ tends to 1, the number of weights
set to zero increases. Formally, LASSO regression is formulated as an optimization program minimiz-
ing the square of prediction errors, under the 1-norm constraint:

min
(β0,β)

1
N

N

∑
i=1

(yi − β0 − x′i β)
2

subject to
N

∑
i=1
|βi| ≤ δ

Where N is the number of observations, yi is the outcome variable for observation i, (β0, β) is the
vector of regression coefficients with β = (β1, ..., βp), x′i = (x1

i , ..., xp
i )
′ is the vector of observations of

the p variables for the ith observation and δ is the prespecified bound for the 1-norm of the coefficients.
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of asset i can be formulated as

ωi ∼ Laplace(0, b)⇔ p(ωi) =
1
2b

e−
|ωi |

b (3.86)

Where p(.) denotes a probability density function and where b is the scale parameter
of the Laplace distribution governing the degree of concentration of the distribution
around the location parameter µ which is set to zero (the initial goal of LASSO be-
ing to perform variable section which consists in setting regression coefficients to
zero). The impact of b and a comparison with the normal distribution is displayed
in Fig A.18. Demiguel et al. (2009) show that there exists a δ such that the 1-norm
constrained portfolio weights are the mode of the posterior distribution of portfolio
weights for an investor whose prior belief is indeed that weights are iid as a double
exponential distribution, as expressed in (3.86)24.

Similarly, the 2-norm constrained minimum variance portfolio selection problem
can be interpreted as a ridge regression problem 25. Bishop and Tipping (2000) and
Frogner (2009), among others, show that applying ridge regression is equivalent to
specifying a standard multivariate normal distribution prior to the vector of regres-
sion coefficients and hence portfolio weights:

ω ∼ N(0, I)⇔ p(ω) =
1

(2π)N/2|I|1/2 exp
(
− 1

2
ω′ I−1ω

)
(3.87)

Where N is the number of assets in the investment universe and I ∈ RN×N is the
(N × N) identity matrix. Generalizing this result, Demiguel et al. (2009) show that
there exists a δ such that the A-norm constrained portfolio is the mode of the poste-
rior distribution of portfolio weights for an investor whose prior belief is that port-
folio weights are normally distributed around 0 with a covariance matrix A;

ω ∼ N(0, A)⇔ p(ω) =
1

(2π)N/2|A|1/2 exp
(
− 1

2
ω′A−1ω

)
(3.88)

Note that in both situations (1-norm and A-norm), we assume the normality of the
returns. In their implementation, Demiguel et al. (2009) obtain often higher Sharpe
ratios with norm-constrained portfolios than the equally-weighted portfolio, the
market portfolio and traditional MV portfolios.

24The thorough derivation can be found in Demiguel et al. (2009), pp.810-811. Essentially, they
start by obtaining the distribution of the vector of portfolio weights, using the iid assumption. Then,
they apply Bayes theorem using the prior distributions and the likelihood function of ω to obtain the
posterior distribution whose mode is shown to be the solution of the optimization program.

25Ridge regression is a regression technique whose objective is to address multicollinearity in the
data. This is done by imposing a constraint on the size of the coefficients, through a 2-norm constraint
on regression coefficients. As explained by Hastie, Tibshirani, and Friedman (2001), p. 61: "When there
are many correlated variables in a linear regression model, their coefficients can become poorly deter-
mined and exhibit high variance. A wildly large positive coefficient on one variable can be canceled
by a similarly large negative coefficient on its correlated cousin. By imposing a size constraint on the
coefficients [...] this problem is alleviated.". Ridge regression is formulated as follows:

min
(β0,β)

1
N

N

∑
i=1

(yi − β0 − x′i β)
2

subject to
N

∑
i=1

β2
i ≤ δ
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Olivares-Nadal and Demiguel (2018) extend the approach to portfolio selection
problems with a regularization term in the objective function, accounting for trans-
action costs. The regularization term is based on the p-norm26 of the vector of
portfolio weights and is given by κ||Λ(ω − ω0)||p where κ ∈ R is the transaction
cost parameter defining the "weight" given to transaction costs in the objective func-
tion, Λ ∈ RNxN is the transaction cost matrix assumed non-singular 27 and where
ω0 ∈ RN is the starting portfolio typically the portfolio of the precedent period.
They show that this approach is equivalent to three other formulations:

1. A robust portfolio optimization problem where the vector of asset returns µ
is characterized by an uncertainty set whose worst realization serves as input
for the optimization of the investor’s quadratic utility. Generally speaking,
as introduced by Goldfarb and Iyengar (2003), robust portfolio optimization
captures uncertainty in the parameters by maximizing utility with respect to
worst-case scenarios in the parameters µ and Σ.

2. A regularized linear regression problem. In particular, for p = 1, the transac-
tion cost term is equivalent to a LASSO regularization term and for p = 2 it
is equivalent to a ridge regularization term. They extend the result obtained
above by showing that not only norm-constrained problems can be interpreted
as a regularized linear regression problem, but also problems with transaction
cost terms in the objective function

3. A Bayesian portfolio problem with a prior belief on portfolio weights given by
a new distribution termed multivariate exponential power (MEP). Again, this
is a generalization of earlier results obtained with 1-norm, 2-norm and A-norm
constraints on portfolio weights to the incorporation of transaction costs in the
objective function.

It is interesting to note that the Bayesian formulation, in both problems with
norm-constraints and with transaction costs terms, is only an interpretation of the
initial implementation with regularization terms; the problem is not solved by com-
puting the posterior distribution of portfolio weights and taking the mode. This is
probably due to the fact that it is substantially more complex to implement than sim-
ply adding a regularization term to a linear regression model or to an optimization
program.

26The p-norm of a vector ω is given by

||ω||p =
N

∑
i=1
|ωi|p (3.89)

27Λ is usually defined equal to the identity matrix I or to the square root of the covariance matrix
Σ1/2.
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Chapter 4

Empirical analysis

In this section, we shall compare the out-of-sample performance of the portfolio
selection techniques that have been presented in this thesis. Section 4.1 presents
the methodology behind the empirical analysis and Section 4.2 focuses on the most
important results retrieved from the empirical analysis.

4.1 Methodology

4.1.1 Datasets and portfolios

We compare three different types of portfolios; traditional portfolios in the sense
that they are not based on the Bayesian framework, portfolios with prior on input
parameters and portfolios with prior on weights. The list of portfolios can be found
in Table 4.1 with their corresponding abbreviations and sections in this thesis.

Type No. Portfolio Abbreviation Section

Traditional portfolios

1 Certainty-equivalent global minimum variance portfolio MINV 2.1
2 Certainty-equivalent tangent portfolio TANG 2.1
3 Equally-weighted (1/N) portfolio EQWE /
4 Value-weighted (market) portfolio MRKT /
5 Short-constrained global minimum variance portfolio SCMV 3.2.3

Prior on inputs

6 Diffuse prior global minimum variance portfolio DPMV 3.1.1
7 Diffuse prior tangent portfolio DPTA 3.1.1
8 Empirical Bayes GMIN portfolio EBMV 3.1.2
9 Empirical Bayes tangent portfolio EBTA 3.1.2
10 Bayes-Stein tangent portfolio BSTA 3.1.3
11 Covariance matrix shrink tangent portfolio CSTA 3.1.3
12 Covariance matrix shrink GMIN portfolio CSMV 3.1.3
13 Resampled tangent portfolio RETA 3.1.5
14 Resampled global minimum variance portfolio REMV 3.1.5

Prior on weights

15 g-prior variance minimizing portfolio GPMV 3.2.2
16 Sparse rebalancing portfolio SPAR 3.2.2
17 1-norm constrained global minimum variance portfolio 1NMV 3.2.3
18 2-norm constrained global minimum variance portfolio 2NMV 3.2.3

TABLE 4.1: Presentation and abbreviations of the portfolios compared
in the empirical analysis.

Note that for portfolios 3 and 4, no sections are mentioned since these portfolios
do not need any kind of optimization to be built. The market portfolio MRKT is ob-
tained by assigning a weight to each asset equal to its relative market capitalization
which is equal to its market capitalization divided by the total market capitaliza-
tion of all assets in the portfolio. We include SCMV in the analysis as institutional
investors are often forbidden to sell short and as SCMV is a special case of norm-
constrained portfolios, hence including it in the analysis is interesting. We do not
consider out-of-sample evaluation of Black-Litterman based portfolios since their
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performance is tightly linked to the investor’s views which are particularly subjec-
tive and arbitrary. Reporting results by specifying arbitrary views would misdirect
the reader. A similar critique could be formulated for the implementation of GPMV
and SPAR which demand the specification of a reference strategy towards which the
MV portfolio is shrunk. While acknowledging this, we propose a shrink towards the
1/N equally-weighted portfolio which is intuitive for practitioners and a common
shrinkage target in the literature.

The two datasets on which the empirical analysis is based are displayed in Table
4.2. We use monthly data spanning from January 1977 to January 2019 (40 years) as
monthly data is the most likely to be affected by estimation risk (Daves, Ehrhardt,
and Kunkel (2000)).

No. Dataset Abbr. N Time period Frequency Source
1 6 portfolios of firms sorted by size and book-to-market FF6 6 12/1977-01/2019 Monthly K. French1

2 25 portfolios of firms sorted by size and book-to-market FF25 25 12/1977-01/2019 Monthly K. French

TABLE 4.2: Presentation of the data sets used in the empirical analysis. N denotes the num-
ber of risky assets in the datasets.

1 http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/data_library.html

4.1.2 Data simulation

DeMiguel and Nogales (2009) argue that portfolio weights are particularly sensi-
tive to estimation risk and introduce a robust approach to test portfolio performance
from which we take inspiration. As highlighted several times, Bayesian-based port-
folio selection rules are supposedly less sensitive to shifts (parallel or not) in the
inputs, i.e. mean returns vector and covariance matrix (see Table 3.2). To confirm
this intuition, we want the different selection rules to be confronted to major shocks
in the return in order to assess whether or not Bayesian-based techniques do better in
terms of sensitivity which would, for instance, be characterized by a lower turnover
after a shock in the returns. We want these shocks to be of high magnitude, random
and rare in order to best describe "information shocks". Formally, this is done by
considering that returns follow 99% of the time a normal distribution and that they
follow a deviation distribution the remaining 1%. The actual mixture distribution of
the returns denoted G is then given by

G = 99%× N(µ̂, Σ̂) + 1%× D (4.1)

Where D is the deviation distribution. µ̂ and Σ̂ denote the sample estimators over the
FF datasets; we simulate data from a hypothetical normal distribution characterized
by µ̂ and Σ̂. We define D such that it is also a normal distribution with covariance
matrix Σ̂ but with a mean return vector µ̂D that is -50 times the sample estimator:
µ̂D = −50µ̂. (4.1) can then be rewritten as

G = 99%× N(µ̂, Σ̂) + 1%× N(µ̂D, Σ̂) (4.2)

Intuitively, there is a 1% percent chance that returns are drawn from the deviation
distribution which symbolizes a parallel market crash, i.e. affecting equally all asset
returns. An illustration of the actual distribution with random returns jumps can be
found in Fig A.19. We want at least one random return jump in the rolling window in
order to assess best the difference in sensitivity between Bayesian and non-Bayesian
strategies.

http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/data_library.html
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4.1.3 Performance evaluation

In order to compare the performance of all portfolios, we use a "rolling window"
procedure. First, we choose an estimation window τ over which parameters are
estimated, and which is such that τ < T where T is the overall number of obser-
vations1. Second, the return data over τ is used to compute the various portfolios
whose next-period returns are then calculated as well using assets’ next-period re-
turns. Third, we repeat the procedure by moving the estimation window forward:
we include the return data for next month and drop the "oldest" observation. This is
done until we reach the end of the dataset. By doing so, we generate (T − τ × N)-
dimensional weight matrices for each strategy considered, composed of (N × 1)-
dimensional weight vectors denoted ωi

t which contain weights of the strategy i at
time t = τ, ..., T − 1. Holding ωi

t yields the out-of-sample return at time t + 1 de-
noted ri

t+1 = ωi′
t rt+1 where rt+1 ∈ RN is the vector of asset returns at time t + 1.

The returns and weights time series are the building blocks for our performance
measurements. Following Demiguel et al. (2009), we consider three performance

criteria: the out-of-sample variance (σ̂i)2, the Sharpe ratio ŜR
i
and the turnover TOi:

(σ̂i)2 =
1

T − τ − 1

T−1

∑
t=τ

(ωi′
t rt+1 − µ̂i)2

µ̂i =
1

T − τ

T−1

∑
t=τ

ωi′
t rt+1

ŜR
i
=

µ̂i

σ̂i

(4.3)

Where µ̂i is the mean of the returns of strategy i in the rolling window. (σ̂i)2 mea-
sures the dispersion of the returns around the mean, i.e. the variance of the returns.

ŜR
i
represents the risk-return trade-off faced by an investor in the portfolio selection

problem. An investor favours a strategy yielding low out-of-sample variance and
high Sharpe ratio. The turnover of strategy i is given by

TOi =
1

T − τ − 1

T−1

∑
t=τ

N

∑
j=1

(|wi
j,t+1 − wi

j,t|) (4.4)

Where wi
j,t is the jth element of the vector ωi

t, denoting the weight of the asset j
chosen at time t + 1 in strategy i. The turnover is equal to the sum of the absolute
values of the rebalancing movements across all assets N throughout the rolling win-
dow trading dates. The figure is then normalized by the number of trading dates
T − τ − 1. An investor favours obviously a strategy yielding low turnover as trans-
action costs can quickly crush overall net returns.

4.2 Results

The results of the implementation of all strategies can be found in Table 4.3. The
evolution of the cumulative wealth of all strategies is displayed in Fig A.21 which
highlights the impact of the random jump in returns on portfolios’ value. Several
observations can be made:

1We choose τ = 394 which corresponds to roughly 33years of data. Since we have T = 494 obser-
vations, that leaves us with 100 observations in the rolling window. Note that the results with different
values of τ have the same intuition, hence we do not report them here.



44 Chapter 4. Empirical analysis

• The portfolios’ performances in the diffuse prior setup (DPMV and DPTA) are
exactly similar to the performances in the certainty equivalent setup (MINV
and TANG). This observation matches our expectations as we know that the set
of optimal portfolios, and hence the composition of the tangent and minimum
variance portfolios, are not affected by the incorporation of a diffuse prior.

• In traditional portfolios, TANG is outclassed by the market portfolio and by
SCMV in terms of OOSV and Sharpe ratio. MRKT and SCMV turn out to be
very interesting strategies with good overall performance demanding no or
very little effort from the investor. EQWE turns out to be the worst strategy in
terms of Sharpe ratio, even with a decent out-of-sample variance. This is due
to its low average return µ̂i, illustrated in Fig A.20.

• The portfolios with prior on input parameters (6-12) achieve slightly lower out-
of-sample variance than traditional optimal portfolios (1-2). The difference is
very thin regarding global minimum variance portfolios, but is slightly more
significant regarding tangent portfolios. This does not necessarily mean that
implementing a Bayesian framework is more efficient when dealing when tan-
gent portfolios; minimum variance portfolios achieve already low OOSV in
the CE setup, which means that marginal possible gains can be lower. This ob-
servation matches our expectations as Bayesian approaches tend to scale the
risk up by a factor, leading to an increased perception of risk and hence "safer"
investments.

• Variance minimizing portfolios outperform tangent portfolios in terms of
Sharpe ratios. In both datasets, the shrink of the covariance matrix proposed
by Ledoit and Wolf (2004a) seems to be the most efficient strategy in the
prior on inputs setup. Overall, the 1-norm-constrained portfolio proposed by
Demiguel et al. (2009) achieves the highest Sharpe ratios in both datasets.

• It is not clear whether other variance minimizing strategies with prior on
weights (GPMV, 2NMV) outperform the standard certainty-equivalent setup
(MINV); FF6 results indicate particularly thin differences in terms of Sharpe
ratios while FF25 results tend to show greater differences.

• Resampled portfolios (RETA and REMV) achieve equal or higher out-of-
sample variance, for both minimum variance and tangent portfolios (MINV
and TANG). Their performance in terms of Sharpe ratios is hardly dis-
tinguishable from MINV and TANG, but the turnovers are systematically
greater. These results coincide with the empirical study of Delcourt and
Petitjean (2011), which shows that portfolio resampling does not necessarily
lead to higher portfolio performance than the traditional CE setup.

• In terms of turnover, MINV and TANG are systematically beaten by Bayesian
portfolios with prior on inputs (6-12). This observation matches our expecta-
tions as we expect Bayesian portfolios to be less sensitive to information shocks
since the estimation process of µ and Σ are not solely based on the data. This is
translated in lower portfolio turnovers because shocks-related portfolio read-
justments are of lower magnitude. Portfolios with prior on weights also have
lower turnover which matches our expectations aswell; GPMV and SPAR are
based on a shrinkage towards the equally-weighted portfolio. Note that MRKT
and SCMV achieve lower turnover than MINV and TANG, and that, obviously,
EQWE is the best portfolio with zero turnover. SPAR, unsurprisingly, achieves
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particularly low turnover by reducing the number of trading dates, probably at
the cost of suboptimal performance in terms of OOSV and SR. It is SCMV how-
ever which achieves the lowest turnover among "optimized" strategies (i.e. not
including EQWE and MRKT).

• 1NMV and 2NMV see their norms constrained leading to less shortselling bud-
get for the former and to a limitation of the difference with EQWE for the latter,
both phenomena leading to lower turnover. The reader should not be misdi-
rected, though; the impact on the turnover (on OOSV and SR aswell) is directly
dependent on the specification of the norm constraints, i.e. of δ in (3.80) and of
δ̄ in (3.82). For instance, softer constraints for 2NMV (higher δ̄) leads to a lower
shrinkage towards EQWE and hence, to a higher turnover. Results in Table 4.3
should hence be considered as they are, i.e. a relatively strict implementation
of the norm constraints framework2. The results are still interesting though
and show that a strict implementation lead to substantially good performance
regarding all 3 evaluation criteria.

Sharpe ratios, Out-of-sample variances and Turnovers
FF25 FF6 FF6 FF25

Portfolio OOSV SR OOSV SR TO TO
1 MINV 0.00138 0.29991 0.00131 0.33374 0.03538 0.16428
2 TANG 0.00287 0.28200 0.00240 0.27817 0.11995 0.42946
3 EQWE 0.00187 0.24732 0.00168 0.26476 0 0
4 MRKT 0.00128 0.30953 0.00127 0.31045 0.02709 0.04195
5 SCMV 0.00124 0.32754 0.00118 0.31571 0.01279 0.01426
6 DPMV 0.00138 0.29991 0.00131 0.33374 0.03538 0.16428
7 DPTA 0.00287 0.28200 0.00240 0.27817 0.11995 0.42946
8 EBMV 0.00137 0.29937 0.00130 0.33396 0.03518 0.16342
9 EBTA 0.00259 0.28700 0.00223 0.28513 0.11026 0.38728

10 BSTA 0.00238 0.29220 0.00220 0.28506 0.11602 0.35515
11 CSTA 0.00252 0.29145 0.00197 0.29010 0.10181 0.35111
12 CSMV 0.00126 0.31886 0.00119 0.33846 0.02641 0.12048
13 RETA 0.00288 0.28321 0.00240 0.27818 0.12984 0.46709
14 REMV 0.00138 0.29937 0.00131 0.33396 0.04075 0.18638
15 GPMV 0.00135 0.30111 0.00130 0.33335 0.03483 0.14845
16 SPAR 0.00143 0.28946 0.00138 0.30880 0.01603 0.06981
17 1NMV 0.00117 0.34950 0.00119 0.33902 0.01718 0.10833
18 2NMV 0.00115 0.33830 0.00116 0.33288 0.02326 0.11159

TABLE 4.3: Out-of-sample variances (OOSV), Sharpe Ratios (SR) and
Turnovers (TO) of the different strategies, with FF25 and FF6 data.

The results obtained in the empirical implementation of the different strategies cov-
ered in this thesis are coherent with (i) our expectations knowing the features of
these strategies and (ii) results in the existing literature. As expected, portfolios with
prior on inputs are less sensitive and hence display lower turnover than traditional

2For instance, for FF25, we use δ = 2 and δ̄ = 4. Demiguel et al. (2009) implement two approaches
to calibrate δ and δ̄. The first approach is based on minimizing expected portfolio variance and the
second one on maximizing last period’s portfolio return to exploit positive autocorrelation in portfolio
returns. Our results match with theirs; lower out-of-sample variance, higher Sharpe ratio and lower
turnover than traditional CE portfolios.
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CE portfolios (MINV, TANG) which they also outperform in terms of lower out-of-
sample variance and higher Sharpe ratio (similar results in e.g. Jorion (1986), Frost
and Savarino (1986), Rachev et al. (2008), Ledoit and Wolf (2004a)). Among them,
the covariance matrix shrink proposed by Ledoit and Wolf (2004a) is the most effi-
cient. Resampled portfolios are not proven to be better solutions with worst perfor-
mance in all 3 evaluation criteria (similar results in e.g. Delcourt and Petitjean (2011),
Scherer (2003)). Portfolios with prior on weights systematically outperform CE port-
folios in terms of turnover, especially SPAR, as expected (similar results in e.g. Frey,
Voigt, and Pohlmeier (2016)). 1NMV turns out to be the best strategies of all consid-
ered strategies in terms of Sharpe ratio (similar results in e.g. Demiguel et al. (2009)).
SCMV and MRKT turn out to be very interesting strategies with low complexity
and interesting results (similar results in e.g. DeMiguel, Garlappi, and Uppal (2009),
Duchin and Levy (2009)). EQWE, despite low turnover achieves very low Sharpe
Ratio. This results advocates for the usefulness of portfolio optimization techniques
versus naive diversification, under the condition of a careful consideration of the
limits of the present empirical study, mentioned in section 5.1.
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Chapter 5

Conclusion

The conclusion of this thesis starts by briefly summarizing the results, then ad-
dresses the encountered research limitations and finishes by proposing suggestions
for future research.

The purpose of this thesis was to give a comprehensive overview of the exist-
ing techniques implementing a Bayesian approach to the well-known problem of
portfolio selection and optimization. We investigated two classes of techniques; (i)
applying a prior distribution on the parameters of the future asset returns’ distribu-
tion and (ii) applying a prior distribution on the optimization output, i.e. portfolio
weights (see Chapter 3). An empirical analysis has been executed using simulated
FF6 and FF25 data with random returns jumps in order to compare the performance
of all different methodologies introduced, in light of their theoretical expected re-
sults (see Chapter 4).

The results found in the empirical analysis match with our expectations and with
the existing literature on the topic. Bayesian approaches with prior beliefs on the
mean vector of asset returns and on the covariance matrix display lower sensitivity
to returns shocks (parallel or idiosyncratic) and turnover, as expected. The covari-
ance matrix shrink within a constant correlation model seems to be the most efficient
among them. Constraining the `-1 and `-2 norm of portfolio weights, which can be
given a Bayesian interpretation with prior on weights, lead to superior performance
in terms of Out-of-Sample Variance and Sharpe Ratio. Portfolios that do not need
sophisticated optimization also display superior performance, especially the market
(value-weighted) portfolio and the short-constrained minimum variance portfolio.
Generally speaking, minimum variance portfolios tend to outperform tangent port-
folios. Resampling techniques seem to be systematically outperformed by the tradi-
tional CE approach, regarding Out-of-Sample variance, Sharpe Ratio and Turnover.
The Bayesian regression framework provides a convenient toolbox to easily specify
prior on weights, with the minimum variance portfolio as a starting point. Specify-
ing the equally-weighted portfolio as a shrinkage target does lead to slightly higher
performance than traditional CE optimization. Last but not least, naive allocation
(equally-weighted portfolio) does seem to be the worst strategy of all.

The reader should be aware that these results are obtained within a specific
methodology, with associated limitations addressed in Section 5.1.

5.1 Research limitations

Every research has its limitations, and this section aims at pointing out the ones
encountered in this thesis. The results obtained should hence be considered under a
careful consideration of the following four aspects;
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1. Firstly, we ignore transaction costs associated with portfolio rebalancing while,
in practice, they represent an important problematic for practitioners. The ro-
bustness of the results should be further tested including transaction costs into
the analysis. Note that the measurement of turnover as a performance evalu-
ation criterion helps identifying which strategies are most likely to be affected
by high transaction costs.

2. A second important limitation arises with the data used and, more generally,
with the methodology behind the empirical analysis.

• Only two time series are considered in the analysis, as displayed in Table
4.2. The robustness of the results should be further tested including in
the analysis other popular time series in the literature such as Kenneth
French’s industrial portfolios or country indices.

• The results are obtained given a specific dataset itself obtained via a
simulation process that we used to highlight the sensitivity differences
between Bayesian and non-Bayesian approaches (with random return
jumps). Ideally, the results should be obtained by using lots of different
simulated datasets and by computing for each of them the different
evaluation criteria. Should a clear trend appear (e.g. systematic over-
performance of a given strategy), then it should be reported with the
associated uncertainty around it (e.g. the standard deviation of the
evaluation criterion). This has not been executed in this thesis mainly for
computational intensity imperatives.

• We used monthly data following Daves, Ehrhardt, and Kunkel (2000), as-
suming monthly rebalancing. The robustness should be further tested
with daily, weekly or yearly data and by assuming other rebalancing fre-
quencies.

3. Thirdly, as highlighted several times in this thesis, arbitrariness can be a ma-
jor flaw in the implementation of Bayesian frameworks. While continuously
trying to address this, there are situations where arbitrariness has not been
avoided, e.g. the implementation of 1NMV and 2NMV. Solutions exist in the
literature, but not all of them have been implemented in practice.

4. Lastly, portfolio selection is a widely-addressed topic in the literature and,
obviously, there are plenty of other applications of the Bayesian framework
which could not be addressed in this document. However, we tried to im-
plement strategies that strongly differ from each other to provide the reader
with a view as exhaustive as possible on the existing techniques, and non-
implemented techniques have been systematically mentioned/referenced.

This does not mean that results obtained in Table 4.3 should not be considered at
all: (i) we still observe coherence in the results with varying estimation windows τ
and data sets and (ii) results match our expectations. However, the reader should
be aware of the above-mentioned limitations and take them into account in its own
perception of the results.

5.2 Suggestions for future research

We end up this thesis with several future research suggestions that are worth inves-
tigating;
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1. Normality of the returns is a common assumption in portfolio selection and
especially in the Bayesian framework. As underlined in Section 2.2, estimation
risk is often understood as uncertainty around the returns’ parameters but not
around the parametric form of the returns’ distribution. Dropping the normal-
ity assumption, as advised by e.g. Adam, Houkari, and Laurent (2019), could
be interesting for future research as we know that, in practice, the normality as-
sumption is often violated (see e.g. Kaplan (2012)). For instance, Meucci (2017)
investigates the impact of non-normality on the Black-Litterman model.

2. So far, Bayesian approaches to portfolio selection have been applied to
"vanilla" portfolio selection problems, i.e. with very few constraints (fea-
sibility, no short selling), while in practice several constraints are added to
the optimization program to limit, for instance, concentration. It might be
interesting to see how the Bayesian framework performs in such a more
realistic setting.

3. In the same vein, extending the approach by applying the Bayesian frame-
work to other portfolio selection problems might also be particularly interest-
ing from a research perspective. An example is applying Bayesian techniques
to optimization programs including VaR or CVaR rather than variance as a
measure of risk (see e.g. Martínez-Sánchez, Martínez-Palacios, and Venegas-
Martínez (2016) or Chen, Zerilli, and Baum (2018))
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Appendix A

Figures

FIGURE A.1: Efficient portfolio frontier in the traditional mean-
variance certainty-equivalence setup. The optimal portfolio lies at
the tangency point between the capital allocation line and the effi-

cient frontier.
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FIGURE A.2: Shift of the efficient frontier in a diffuse prior bayesian
setup. When the number of assets is fixed, a decreasing number of

returns’ observations leads to a higher perception of risk.

FIGURE A.3: Shift of the efficient frontier in a informative prior
bayesian setup. Everything else being equal, an increase in τ will lead
to an efficient frontier flattening around the specified prior. Indeed,
in our illustration we assume a prior in which all securities have the

same expected return.
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FIGURE A.4: Shift of the efficient frontier in a informative prior
bayesian setup. Everything else being equal, an increase in ν will lead
to an efficient frontier approaching more and more the traditional ef-
ficient frontier. Indeed, as ν goes up, so does the confidence of the in-
vestor in the fact that Ω is correctly estimated. In our illustration, the
prior on the covariance matrix is directly proportional to the sample
covariance matrix on which the traditional frontier is based. Hence,
the confidence of the investor in the fact that Ω is correctly estimated
and close to Σ̂ leads the bayesian efficient frontier to tend to the tra-

ditional one.
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FIGURE A.5: Evolution of the shrinkage intensity in function of the
number of observations in the constant correlation model. In general,
the shrinkage intensity tends to go down as the number of observa-
tions increases, which makes sense; intuitively, as T goes up, the in-
formation contained in the sample covariance matrix becomes more
and more accurate and less volatile, in terms of the variance of the
entries of the sample covariance matrix (π̂) in (3.37). However, it is
interesting to note that δ̂∗ is sensitive to shocks in the returns, with a
relatively long lasting effect. Indeed, around observation 100, we ob-
serve a shock in the returns (100x lower than previous return) which
has an immediate and tremendous impact on π̂, setting δ̂∗ to 1 for a
number of observations, before going down again once the shock is
"diluted" in the other observations. In conclusion, the shrinkage in-
tensity is highly sensitive to shocks in the returns, with potentially
long-lasting effects. Practitioners should be aware of that particular
feature. This figure is based on historical data spanning from Decem-
ber 1977 to January 2019, the shock corresponds in fact to the "Black

Monday" in October 1987, as displayed in Fig A.6.
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FIGURE A.6: Historical evolution of the mean of the returns. The
shock around observation 100 corresponds to October 1987 when the
"Black Monday" happened. This crash is responsible for the extreme
rise of volatility which sets the shrinkage intensity to 1 for a while, as

displayed in Fig A.5.
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FIGURE A.7: Efficient frontier built in the CE, diffuse prior, and
shrink on covariance matrix setup. The shrink on the covariance ma-
trix leads to a higher perception of risk, similarly to the diffuse prior
setup. However, it also leads to different portfolio decisions with less
extreme long/short positions; portfolios’ compositions experience a

shrink towards the equally-weighted portfolio.
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FIGURE A.8: Black-Litterman optimal allocation with all 3 views and
low confidence. The BL output consists in deviation from the market
portfolio that follow the intuition given by the views; the first three

assets are overperfoming in the views.

FIGURE A.9: Black-Litterman optimal allocation with only one ab-
solute view on the first asset and high confidence. The first asset is

overperforming in the views.
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FIGURE A.10: Black-Litterman optimal allocation with only one ab-
solute view on the first asset and low confidence.

FIGURE A.11: Black-Litterman optimal allocation with all 3 views
and high confidence. These 4 figures allow us to observe the flexi-
bility and reactivity of the Black-Litterman model to the inputs it is

given, in terms of views and confidence.
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FIGURE A.12: Traditional (certainty-equivalent) efficient frontier and
resampled efficient frontier. The resampled frontier appears indeed
below the traditional one, since resampled portfolio weights are con-
sidered inefficient with respects to Σ̂ and µ̂. In our implementation,

I = 100 and T = 500.
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FIGURE A.13: Simulated density of the weight of the first asset of
the global minimum variance portfolio in the certainty-equivalence
setup. The mode of the distribution coincides with the traditional CE
solution. However, it should be noted that the uncertainty around
this point estimate is particularly high, with .05 and .95 quantiles
equal to -0.16 and -0.43 respectively (point estimate is equal to -

0.2965).
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FIGURE A.14: Density of the first asset’s posterior distribution given
by (3.71) and (3.72). The mode of the distribution coincides with
the shrunk optimal portfolio weight ω̄1 and is indeed between the
prior weight (equal to 0.04 since the shrinkage target is the equally-
weighted portfolio) and the estimated Markowitz weight (equal to
-0.2965, see Fig A.13). The shrinkage intensity g is set to 1 for illustra-

tive purposes.
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FIGURE A.15: Risk adjustment procedure and impact of applying the
prior on portfolio weights. The black dots correspond to the portfolio
decisions with adjusted risk aversion coefficients γ̃ and with simu-
lated values for g. Obviously, with increasing risk aversion, the port-
folio decisions get closer to the GMVP portfolio, adjusting for param-

eter uncertainty.
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FIGURE A.16: Illustration of the impact of the estimation of g through
utility maximization on the selected portfolios. The red triangle, very
close to the GMVP, is the portfolio ω̄opt obtained by computing copt
according to (3.77). The black dots correspond to the portfolios ob-
tained by simulating values for copt. As we can see, the lower the
copt coefficients, the larger the shrink towards the equally-weighted
portfolios, yielding "suboptimal" portfolios according to the tradi-
tional mean-variance setup. By using the FF25 dataset, we obtain
copt = 0.93, which would indicate that the uncertainty around weight
estimates is relatively low in our context. Therefore, the magnitude of
the shrink towards the equally-weighted portfolio is relatively small.
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FIGURE A.17: Evolution of the cumulative wealth of an investor
choosing 4 different strategies: EW portfolio, minimum variance
portfolio, optimal portfolio and dynamic rebalancing portfolio with
ξ = 0.1, and based on historical data. The black vertical lines are the
readjustment dates for the dynamic rebalancing strategy, the 3 others
rebalance on a regular monthly basis. Obviously, it allows for much
lower rebalancing in the portfolio, hence much lower costs. The value
of the dynamic rebalancing portfolio oscillates between the minimum
variance portfolio and the equally-weighted portfolio, which is per-
fectly normal as our implementation defined ω̂MV as starting protfo-
lio and ω 1

N
as shrinkage target. Note that choosing a lower quantile

is directly linked with the turnover; if ξ = 0.01, then there will be
much less trading dates because less reallocations will be considered

structural breaks in the rebalancing strategy.
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FIGURE A.18: Comparison of Normal and Laplace distributions cen-
tered in 0. The Laplace density puts more mass near 0 than the nor-
mal distribution, which reflects the greater tendency of the lasso to
produce estimates that are either large or 0, hence the tendency of 1-
norm constrained portfolios to have few assets with positive weight,

when the constraint is active.
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FIGURE A.19: Simulated returns drawn from a mixture distribution
G = 99%× N(µ̂, Σ̂) + 1%× D. 494 (to match original data) returns
were simulated and we observe 4 clear shocks over the timespan of
the simulation; 4 observations follow the deviation distribution D.
The red line indicates the start of the rolling window period in which

we evaluate out-of-sample performance.
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FIGURE A.20: Evolution of cumulative wealth using the five tradi-
tional strategies (MINV, TANG, EQWE, MRKT, SCMV) based on sim-
ulated data with random shocks. TANG can be clearly differentiated
from the four others with much larger end-of-period wealth asso-
ciated with much higher variations (leading to much larger OOSV
and lower SR). Among the four other strategies, MINV generates
the highest wealth and EQWE the lowest wealth at the end of the
rolling window, corresponding with the intuition that its average re-
turn is the lowest. The impact of the random jump around obser-
vation t = 35 should also be analyzed. EQWE is the most affected
portfolio which makes sense since the jump affects all assets. MINV
is particularly slightly affected by the shock and TANG is able to re-
cover towards the end of the rolling window while all other strategies

tend to stagnate around their post-shock level.
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FIGURE A.21: Evolution of cumulative wealth of all portfolios
(DPMV and DPTA are not included as wealth evolution match ex-
actly with MINV and TANG). The purpose of this chart is to show
that tangent strategies are particularly affected by the shock and that
they are the only ones able to recover their initial level before the re-
turn shock (RETA, EBTA and TANG: cyan, seagreen and green lines).
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Appendix B

Other appendices

B.1 Conjugacy of the Inverse Gamma distribution

This section is related to section 3.2, more precisely to (3.70) where a prior for port-
folio weights is specified by the investor. The prior is a normal distribution with
known mean, because specified exogenously by the investor, and unknown vari-
ance. The Inverse-Gamma distribution is a natural prior for the variance parameter
because of the conjugacy property, which we prove here. We know from Bayesian
statistics that

prior× likelihood ∝ posterior (B.1)

If the posterior distribution has the same distribution than the prior distribution,
than the prior distribution is said to be conjugate to the likelihood function. The
likelihood function of a normal distribution is given by

L(µ, σ2|x1, ..., xn) = (2π)−
n
2 (σ2)−

n
2 exp

{
− 1

σ2

n

∑
i=1

(xi − µ)2

2

}
(B.2)

Where x1, ...xn are i.i.d. samples drawn from the normal distribution. By definition
of the Inverse-Gamma distribution, the probability density function of σ2, i.e. the
prior distribution, is given by

σ2 ∼ IG(α, β)⇔ f (σ2|α, β) =
βα

Γ(α)
(σ2)−(α+1) exp

{
− β

σ2

}
(B.3)

Where α ∈ R+ and β ∈ R+ are the shape and scale parameters, respectively. α gov-
erns the shape of the PDF and β governs the strecth/shrink of the PDF, by definition
of shape and scale parameters. Γ(.) is the Gamma function. If we ignore constants
in both distributions, i.e. βα

Γ(α) in (B.3) and (2π)−
n
2 in (B.2) (σ2 is not considered as a

constant) and apply (B.1), we obtain

prior× likelihood ∝ (σ2)−(α+1) exp
{
− β

σ2

}
× (σ2)−

n
2 exp

{
− 1

σ2

n

∑
i=1

(xi − µ)2

2

}
∝ (σ2)−(α+1+ n

2 ) exp
{
− 1

σ2

(
β +

n

∑
i=1

(xi − µ)2

2

)}
∝ posterior

(B.4)

Putting constants aside, (B.4) has a very similar form to (B.3). In fact, the posterior
distribution is indeed an Inverse-Gamma distribution with a shape parameter α + n

2

and a scale parameter β+∑n
i=1

(xi−µ)2

2 . Since it is an Inverse-Gamma distribution, the
conjugacy of the Inverse-Gamma distribution with a normal likelihood with mean
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known and variance unknown is proven. The posterior distribution is obtained by
rewriting (B.3) with updated parameters

f (σ2|x, µ) =

[
β + ∑n

i=1
(xi−µ)2

2

]α+ n
2

Γ(α + n
2 )

(σ2)−(α+1+ n
2 ) exp

{
− 1

σ2

(
β +

n

∑
i=1

(xi − µ)2

2

)}
(B.5)

With x = (x1, ..., xn). Note that (B.5) is solely defined on R+; its support is [0,+∞).
This is convenient for the variance parameter which can’t be negative. Note as well
that certain authors specify Gamma priors on the inverse of the variance term, usu-
ally termed the precision parameter and denoted τ = 1/σ2. These two formulations
are strictly equivalent:

τ ∼ G(α, β)⇔ σ2 ∼ IG(α, β) (B.6)

B.2 The Inverse Wishart distribution

The Inverse-Wishart (IW) distribution is a probability function defined on real-
valued matrices, i.e. its PDF assigns a probability on each possible values that a
matrix distributed as an Inverse-Wishart can take. Formally, let’s assume Σ ∈ RN×N

follow a Inverse-Wishart distribution with Ω ∈ RN×N , a (N × N)-dimensional
positive definite matrix as scale parameter and with ν degrees of freedom. Then,

Σ ∼ IW(Ω, ν) (B.7)

The distribution carries more information as ν increases, which is coherent with the
observation that ν describes the degree of confidence of the investor in its belief that
Ω is the "true" matrix. The PDF is given by

p(Σ) ∝ |Σ|−(ν+N+1)/2 exp
{
− 1

2
Tr[Σ−1Ω]

}
(B.8)

The Inverse-Wishart distribution is often used in Bayesian statistics because it is a
conjugate prior for the Gaussian distribution’s covariance matrix. If an IW prior
p(Σ) is specified on the covariance matrix Σ of a multivariate normal distribution
from which it is assumed that the data X is drawn, hence the likelihood function
is normal, then the posterior distribution p(Σ|X) is inverse-Wishart as well (with
updated parameters, obviously). See Gelman et al. (2003) (pp. 87-88) for a proof.

The Inverse-Wishart is termed that way because of its relationship with the
Wishart distribution;

Σ ∼ IW(Ω, ν)⇔ Σ−1 ∼W(Ω−1, ν) (B.9)

The Wishart distribution is the conjugate prior for the precision matrix, i.e. the in-
verse of the covariance matrix, of a Gaussian distribution.

A link between the Inverse-Gamma conjugate prior for the scale parameter de-
tailed in Appendix B.1 and the Inverse-Wishart conjugate prior for the covariance
matrix can be drawn. The Inverse-Matrix-Gamma distribution is the generaliza-
tion of the Inverse-Gamma distribution to the multivariate setup, more precisely to
positive definite matrices. It is defined by a shape parameter α ∈ R+, and scale
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parameters β ∈ R+ and Ω ∈ RN×N . Then, we can write 1

Σ ∼ IMG(α, β, Ω)⇔ p(Σ) ∝ |Σ|−α−(N+1)/2 exp
{
− 1

β
Tr[Σ−1Ω]

}
(B.11)

The Inverse-Matrix-Gamma distribution, similarly to the Inverse-Wishart distribu-
tion, is also used as conjugate prior for the covariance matrix of a Gaussian distribu-
tion. In fact, (B.11) reduces to (B.8) for α = ν/2 and β = 2, hence the inverse Wishart
distribution is a special case of the Inverse-Matrix-Gamma distribution.

As said above and shown by Gelman et al. (2003) and Schuurman (2016), the
amount of information carried by an Inverse-Wishart distribution is directly pro-
portional to its degrees of freedom and to its scale parameter. When both tend to
zero, then the prior becomes progressively uninformative. In the extreme case where
ν → 0 and Ω → 0, then we obtain the uninformative prior specified in Section 3.1.1
(see (3.6)):

p(Σ) ∝ |Σ|
−(N+1)

2 (B.12)

For similar results, see Zellner (1971) p. 225-226 or Bawa, Brown, and Klein (1979)
p.54.

1The Inverse-Matrix-Gamma distribution is given this name because it generalizes (B.3) to the mul-
tivariate setting, using the multivariate gamma function ΓN(.). Its full PDF is given by

p(Σ) =
|Ω|α

βNαΓN(α)
|Σ|−α−(N+1)/2 exp

{
− 1

β
Tr[Σ−1Ω]

}
(B.10)
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