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Abstract

Machine learning and tractography are methods that have gained interest in
the previous years to study brain microstructure. The purpose of this master thesis
is to use those tools to find biomarkers for vertigo in hearing-impaired patients,
while maintaining a maximum interpretability of the obtained results.

A workflow was created based on previously existing methods to produce bundles
and analyse DTI measures in precise locations of these bundles. Those tract-wise
analysis were also compared with regions-wise analysis of the microstructural
metrics, structural lateralization of key bundles, and FSL’s statistical analysis.
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Abreviations

AD Axial diffusivity.

AF Arcuate Fasciculus.

AFQ Automated Fiber Quantification.

ANTs Advanced Normalization Tools.

ARC Arcuate Fasciculus.

ATR Anterior Thalamic Radiation.

BPPV Benign Paroxysmal Positional Vertigo.

BUAN BUndle ANalytics.

CC Corpus Callosum.

CSD Constrained Spherical Deconvolution.

CSF Cerebro Spinal Fluid.

CST Cortico-Spinal Tract.

dMRI Diffusion Magnetic Resonance Imaging.

DTI Diffusion Tensor Imaging.

FA Fractional anisotropy.

FBC Fiber to Bundle Coherence.

FDR False Discovery Rate.

FSL FMRIB Software Library.



IFOF Inferior Fronto-Occipital Fasciculus.

ILF Inferior Longitudinal Faciculus.

MD Mean diffusivity.

MdLF Middle Longitudinal Fasciculus.

MNI Montreal Neurological Institute-Hospital.

MRI Magnetic Resonance Imaging.

NODDI Neurite Orientation Dispersion and Density Imaging.

ODF Orientation Distribution Function.

OR Optic Radiation.

PCA Principal Component Analysis.

PIVC Parietal-Insular Vestibular Cortex.

RD Radial diffusivity.

RDF Random Forest.

RecoBundles RecoBundles.

RFBC Relative Fiber to Bundle Coherence.

ROI Region Of Interest.

SGL Sparse-Group Lasso.

SIFT Spherical-deconvolution Informed Filtering.

SLF Superior Longitudinal Faciculus.

SLR streamline-based registration.

SVM Support Vector Machine.

TBSS Tract-Based Spatial Statistics.

UF Uncinate Fasciculus.



VEMP Vestibular-evoked myogenic potentials.

VHIT Head Impulse test.

VNG Videonystagmograpy.

VOR Vestibulo-ocular Reflex.

WMQL White matter query language.



Chapter 1

Introduction

Vertigo is a common symptom that affects up to 20% of adults yearly, and lead
to an interruption in daily activities 80% of the time [1]. This is a daily matter
of concern for a few hearing-impaired patients included in an on-going clinical re-
search. However, the vertigo symptoms were not yet investigated on this population.

The purpose of this master thesis is then to find biomarkers for vertigo in those
patients. To reach this goal, machine-learning tools will be used to analyse the cere-
bral microstructure of the patients based on Diffusion Magnetic Resonance Imaging
(dMRI). One of the main goals wll be to maintain a maximum interpretability of
the results.

Tractography and tractometry, that have gained in interest in the recent years,
will be used to produce the data to analyse, and a comparison with other common
methods (based on brain parcellation, and Tract-Based Spatial Statistics (TBSS))
will be done.

This thesis will be divided in several parts. First, an overview of the theoretical
background needed to understand the methods used. Second, the presentation of
the means developed to obtain the results. Third, the presentation of those results,
and finally their discussion.
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Chapter 2

Theoretical background

2.1 Magnetic resonance imaging
Magnetic Resonance Imaging (MRI) is an imaging technique that is really

an asset in medical applications as it allows various imaging modalities without
implying any radiation. It relies on the magnetic properties of protons to create
different types of images contrasts. As shown on figure 2.1, at rest protons have
randomly oriented individual magnetic moments µ, which sum to 0 and result in a
null magnetization M of the matter.

However, when they are placed in a magnetic field B0, they align to this
magnetic field and form two populations: parallel (low energy) and antiparallel
(high energy) to the magnetic field. The parallel population will contain a few more
protons than the other population, causing the magnetisation of the matter.

Figure 2.1: Effect of the magnetic field of protons’ spin oriantation [2].

But protons are quantum particles, having an angular momentum (spin) that
will interact with the magnetic field, resulting in a torque which causes the proton
to precess around the magnetic field instead of perfectly aligning with it. This pre-
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cession occurs at a particular frequency, the Larmor frequency, that is proportional
to the magnetic field and the gyromagnetic ration (γ):

ω0 = γB0

When the protons are excited by a Radio-Frequence pulse, some will switch
to a higher energy state, becoming in phase with one another and the mean
magnetization switch from longitudinal (Mz on figure 2.2) to transverse (Mxy).
Another precession is started around the transverse direction besides the precession
around B0. T1 and T2 relaxation times are unique for each tissue, tightly linked to
the chemical nature of tissues. We can then measure the magnetization at different
times to play with its relaxation profile and obtain different contrasts.

Figure 2.2: Schematic illustration of the mechanisms of MRI. (A) Protons precession,
(B) after RF pulse excitation, and the graphical representation of T1 relaxation and T2
relaxation, adapted from [3].

There are a lot of different MRI sequences using unique sequences of excitations
and measure, as well as gradient (secondary magnetic fields used to encode the
voxels of the image) variations to obtain those contrasts.
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Figure 2.3: Examples of MRI sequences parameters (TR is the time between 2 RF pulse
and TE the time between the RF pulse and the signal measurement) for T1 (above) and
T2 (below) contrasts [4]

Diffusion MRI Diffusion MRI is just another MRI modality that measures the
motion of water molecules in tissues. It is based on the use of two RF pulses: one
that is followed by a gradient dephasing the protons, and a second one followed by
a gradient that rephases the protons. If the protons are highly mobile, they will
not be in the same position at the second gradient (measurement) than at the first
one and the signal will be low (as gradients are used to encode voxels position),
while it will be high in voxels in which water diffusion is limited.

From diffusion MRI, we can evaluate tissue’s microstructure in many ways,
making MRI a precious tool for non-invasive microstructure probing. Many mathe-
matical models try to evaluate it using some assumption about the microstructure
and its link with the dMRI signal.

Diffusion tensor imaging Diffusion Tensor Imaging (DTI) is one of those
mathematical models. It is a model that fits a 2-dimensional tensor to the dMRI
data in order to extract 3D information about the diffusion of water in cerebral
tissues.

D =

Dxx Dxy Dxz

Dyx Dyy Dyz

Dzx Dzy Dzz


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This tensor is symmetric (Dxy = Dyx) and we can get several metrics of interest
from it, with λi the ith eigen value of the diffusion tensor:

• Axial diffusivity (AD) is the first eigen value (λ1 on figure 2.4), the mobility
of water along the preferred axis of diffusion (λ1 on figure 2.4)

• Radial diffusivity (RD) is the mean of the two other eigen values, the mobility
of water orthogonally to the preferred axis of diffusion (λ1+λ2

2 )

• Mean diffusivity (MD) quantifies the mobility of water molecules, indepen-
dently of their diffusion direction (λ1+λ2+λ3

3 )

• Fractional anisotropy (FA) quantifies how much water molecues diffuse along
a common direction. it ranges from 0 (perfectly isotropic) to 1 (perfectly
anisotropic) (

√
1
2

(λ1−λ2)2+(λ2−λ3)2+(λ3−λ1)2

λ1+λ2+λ3
)

Figure 2.4: DTI metrics schematics [5].

2.2 Tractography
One way of studying dMRI data is using the information of water diffusion

across brain structures to reconstruct the white matter fibres. Those reconstructed
fibres would allow retrieving sub-voxel information, measuring information along
tracts of interest, structural connectivity analysis, etc ...
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There are many ways to achieve this reconstruction and obtain a so-called
tractogram (see figure 2.5), using different approaches (local or global tracking) and
mathematical algorithms based on microstructure metrics (DTI, Neurite Orientation
Dispersion and Density Imaging (NODDI) or composite), or directly on dMRI
images, complemented by graph-theory, mathematical or anatomical constraints to
obtain the most relevant results.

Figure 2.5: Example of a whole brain tractogram produced with high-quality data [6].

In this part will be presented the notions that will be used in the following
sections when it comes to tractography.

Local tracking Local tracking implies propagating a streamline, starting from a
seed point, along a direction given by the Orientation Distribution Function (ODF)
and with a given step length. The ODF field can be interpreted as the probability,
for each considered direction, that water diffuses in this specific direction in a given
voxel (see figure 2.6).

At each iteration, we lengthen the streamline by both of its ends. But we also
need to know when to stop a streamline growth as explained a bit later 2.2. The
main drawback of this paradigm is the accumulation of trajectory errors along the
streamline, we then need to find the right step size: a small step is often chosen for
this reason, though we are limited by the resolution of the image and taking a step
too small will only impair the results.
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Figure 2.6: Local tracking algorithm: the algorithm follows the ODF the reconstruct a
streamlines pathway [6].

From there, there will be two kinds of tracking algorithms: deterministic and
probabilistic ones. With deterministic tracking, direction at each step is chosen as
the most probable one (hence the name “deterministic” as a given seed will always
give the same streamline), while probabilistic algorithms select at random the next
direction according to the ODF: the most probable is more likely to be chosen, but
it is unlikely (not to say impossible) to obtain the same streamline by using a given
seed again and again. It is then usual to set a maximum for the angle change between
two steps for probabilistic algorithms to have streamlines with reasonable curvature.

Constrained spherical deconvolution Constrained Spherical Deconvolution
(CSD) is one of the mathematical models that can be used to compute the ODF.
It uses a tissue response 1 to produce a sharp ODF based on tissue properties, by
deconvolution of the dMRI images with this response. If the tissue response is
accurately estimated, this leads to an improved ODF with less ambiguous directions
where several tracts cross, allowing to produce not only simple short trajectories
but also longer and complexer ones [6]. But a perfect estimation is difficult to find
and often patient-specific, especially with low b-values and low resolution images.

There are again many ways to find estimate tissues (white and gray matter,
Cerebro Spinal Fluid (CSF), ...) responses (see 2.7), but single-shell dMRI only
allows single-tissue response estimation, we then try to find a good estimate for
white matter. The most straightfull technique is to compute this response on
voxels where the FA is above a certain threshold (but it is then needed to fine-
tune this threshold), on voxels within the white-matter mask, or using iterative
algorithms that start either from a response estimated with an aforementioned
method (Tournier algorithm in MRtrix3 and Dipy or Robust Unbiased Model-
BAsed Spherical Deconvolution in Dipy), or from a template response (a “fat” one

1only white matter for single-shell data, but multiple tissue responses for white and grey
matter can be used with multi-shell data.
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for the tax algorithm or a sharp one for the Tournier algorithm) [7, 8].

Figure 2.7: Response function and schematics, adapted from [9].

Seeding To generate all streamlines, many seeds are created in the image volume.
As shown on figure 2.8, it is often done within the white-matter mask or at the
white-matter/grey-matter interface. The latter has the advantage to increase the
number of streamlines that gets in the gyri but will more likely produce streamlines
that follow incoherent pathways or over-estimated lengths. Indeed, in that zone of
the image, the FA is much lower than in deep white matter and chances to find a
good seeding point are reduced.

Figure 2.8: Modalities of seeding [6].

Stopping criterion Streamline growth can be stopped by several ways: if it exits
the white-matter mask or if the streamline gets in a zone of the image where the
FA is under a given threshold for instance. In the first case we would depend on the
quality of the used mask as we should not terminate a streamline too soon, while it
is always possible to crop it after tracking if it has gone too far in the gray matter.
Another possibility is to use anatomical constraints : streamlines that get in CSF
or do not connect two gray-matter volumes are either rejected or back-tracked (we
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go back of a few iterations and choose new directions and find correct streamlines).
It is also possible to get rid of tracts that are too short, knowing they are often
spurious and not biologically coherent trajectories. Such anatomically-constrained
stopping criterion for tractography has shown to reduce the number of incoherent
streamlines in the final result and to improve post-tracking filtering.

That last method, Spherical-deconvolution Informed Filtering (SIFT), relies on
data generated by CSD to accurately filter out streamlines where there are many
of them, while keeping more where there are less, reducing the bias of tractography
towards simple trajectories that are supported by the ODF and improving both
fibre density and connection strength estimation. However, this implies to generate
a lot of streamlines and keep only a small portion (often 1/10), though there are
also seeding approaches that try to put the seeds where they are needed more to
improve the ratio of kept streamlines after filtering [10].

Global tracking Like local tracking, global tracking starts by propagating
streamlines from seeding points. But rather than lengthening them until a stopping
criterion is reached, global tracking stops after a few steps, generating short
streamlines that are reoriented and joined to represent the ODF the best. Those
methods rely on probabilistic algorithms as Expectation-Maximisation, or graph
analysis approaches. However, global tracking is less used and less accessible: nor
Dipy or FSL do propose any of them and MRtrix3 has only one algorithm available
for multi-shell datas.

2.2.1 Tractometry
Several approaches exist to treat tractography data, like connectomics (creating

a graph from the structural connectivity information) or tractometry. Tractometry
implies sampling microstructural information along tracts, and extracting features
from there, either by taking the mean for a given bundle, or by taking the mean
for each segments of a given bundle (see 2.9). Once extracted, statistical analysis
can be run on those features to determine if there is a local change in any of the
segments in any bundles.
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Figure 2.9: Tractometry analysis in a picture: bundles are reconstructed from the dMRI
data and tract-profiles are computed for any metric of interest [11]

Tract segmentation The first thing that is needed to be able to evaluate metrics
along a given bundle is obviously to identify all the streamlines that belong to
that bundle. To do so, it is usual to use include and exclude regions: geometrical
shapes like rectangles, disks or spheres that allow to select a streamline if it passes
through the roi (include region) or to remove it (exclude region). Those rois can
then be used together by using AND (all conditions must be fulfilled) and OR (any
condition has to be fulfilled) relationship.

AFQ Automated Fiber Quantification (AFQ) was made to segment deterministic
whole-brain tractogram into specific well-defined bundles like Cortico-Spinal Tract
(CST) or Arcuate Fasciculus (ARC). The procedure follows several steps that are
illustrated on figure 2.10.

First streamlines are attributed to a given bundle according to the Region Of
Interest (ROI)s they cross or not. Those are defined in Montreal Neurological
Institute-Hospital (MNI) space, streamlines then need to be registered to this space
using deformable registration done with Dipy. Hence, all rois that are crossed
can be listed for each streamline. Rois are mainly include regions with AND
relationships, meaning that only streamlines that pass nearby (a distance threshold
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can be defined) all ROIs associated with a given bundle are selected. The sole
exception is the Superior Longitudinal Faciculus (SLF) that has 1 exclude region
while all other bundles only have 2 include regions. Streamlines are also selected
whether they cross the mid-line or not: it is only used for corpus callosum tracts
as CST has a “do not cross the midline” feature, where “do not cross the midline”
means the streamline goes from its start to its end without ever going from one
hemisphere to the other.

An optional step after ROI selection is to use probability density maps to
refine the selection of streamlines: only streamlines that have a mean probability
(mean of the values of the density map that are encountered along the streamline
points) above a chosen threshold are kept. In practice, this step is done before ROI
selection to fasten the computations. Those density maps are defined a bit like
brain atlases using several subjects, except that instead of determining anatomical
ROIs, each voxel of a density map comprise the number of streamlines belonging to
a given bundle that passes through this voxel. Such visitation count maps are then
normalized so that they can be treated as probability, averaged and normalized
across subjects to give the resulting probability density maps. Both AFQ and
Natbrainlab provide density maps that are generated from deterministic tracts.

Figure 2.10: AFQ worflow [11].

Once streamlines are segmented into bundles, they are cleaned further. AFQ
uses a distance measure to discard streamlines that follows significantly different
trajectories from the other streamlines of the bundle. To do so, fibres tracts are
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represented as a 3-dimensional gaussian distribution to detect outlier fibres using
the Mahalanobis distance:

DM(x) =
√

(x − µ)T Σ−1(x − µ)

where x is a 3D point, µ the mean point, and Σ the covariance matrix (which
indicates the spread along each axis). Bundle is then splitted into a hundred
segment, before using the Mahalanobis distance for each segment to evaluate the
distance from other streamlines while taking the segment 3D shape into account
by normalizing with the covariance matrix. A streamline is discarded if its mean
Mahalanobis distance across segments is 5 standard deviations away from the mean
distance of streamlines in the bundle, or if the streamline length is 4 standard
deviations away from the mean length 2. This procedure is followed five times
to better filter the data while improving means and standard evaluations at each
iteration as incorrect streamlines were discarded. In this process, streamlines are
resampled to a hundred points to form the 100 segments over which Mahalanobis
distance will be evaluated.

Finally, resulting bundles can3 be filtered, given the ROIs of a cortical atlase
(it uses the AAL atlas by default): a streamline is discarded if one of its endpoints
is found farther than a distance threshold from those ROIs. Include and exclude
regions can be added to the default ones, either defined in patient or MNI space.

After segmentation, AFQ samples microstructural metrics at each point of the
resampled streamlines but does not offer any analysis of the sampled data, so that
T-test or other statistical analysis is often done afterwards to detect differences
between subjects.

BUAN and RecoBundles It follows the same principles as AFQ: segmenta-
tion in bundles, splitting into segments and statistical analysis. However, here
the segmentation is performed differently. RecoBundles is the first step of the
BUndle ANalytics (BUAN) profile workflow: using a subset of streamlines from
each tractograms, the streamlines are registered onto a reference tractogram using
streamline-based registration (SLR) (a streamline-wise distance metric between the
two tractograms is minimized). Then centroids from the subject’s whole tractogram
are computed and matched with the centroids of the reference bundle to remove
strongly inaccurate streamlines (far pruning), and the obtained streamlines are

2approximately 99% of the streamlines belonging to the Gaussian distribution are kept with
3 standard deviations, so that only the streamlines that do not belong to this distribution are
removed

3this step is not mandatory
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registered onto the reference bundle to achieve another stronger pruning (local
pruning)[12]. A flowchart of this procedure can be found on figure2.11[12].

Figure 2.11: RecoBundles’s bundle segmentation flowchart [13]. RB stands for RecoBun-
dles.

The second step is to split the obtained bundles into segments. Here, instead
of resampling the streamlines to 100 points to define the 100 segments, centroids
that are defined along the bundle are used to assign streamlines’ points to the
right segment. After what the sampled microstructure values are averaged and a
linear-mixed-model is used to find differences between patients [13].

2.3 A bit of neuroanatomy
This part presents the main anatomical denominations that will be used in the

following of this thesis. Figures 2.12 and 2.13 shows the names of cortical areas.

Figure 2.12: The lobes of the brain [14, 15].
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Figure 2.13: The Destrieux cortical atlas used in Freesurfer [16].

White matter bundles are often defined from such cortical parcellation to have
anatomically relevant characterization of long-range connections. Many papers
will use different names for those white matter bundle. Definitions presented here
could then differ a bit from the literature, but are the ones considered for the
rest of this work and are based on anatomical definitions in the White matter
query language (WMQL) documentation and in the articles used as sources in the
following paragraphs.

As shown on figure 2.14, the longitudinal fasciculus connects the parietal lobe
with the temporal lobe (Middle Longitudinal Fasciculus (MdLF), Inferior Longi-
tudinal Faciculus (ILF)) and the frontal lobe (SLF) as shown on figure 2.14. ILF
may be involved a broad range of brain functions concerning the visual modality,
including object, face and place processing, reading, lexical and semantic processing,
emotion processing, and visual memory. They are involved in language, but also in
other functions such as visually guided behaviours like reading and face recognition
for the ILF [17], or motor behaviour and working memory for the SLF.

The SLF is often divided in three parts, though it can vary between articles [18]:

SLF I : connects to the superior parietal cortex with the premotor cortex, which
suggests this branch is involved in motor behaviour regulation

SLF II : connects the prefrontal cortex to the inferior parietal cortex which con-
trols spatial attention and visual and oculomotor functions. It is then
thought to convey information about the visual space, and regulation of
the attention in the visual field.

SLF III : connects the inferior parietal lobule with the inferior frontal lobe. It
plays a role in language, working memory, orofacial and hand movements
monitoring, and lesions of its posterior part near the inferior parietal
lobule have been associated with gestural impairments

14



Figure 2.14: Bundles illustrations, adapted from [19].

Similarly, the Arcuate Fasciculus (AF) can be divided in three parts: an an-
terior segment that is similar to the SLFI, a posterior segment similar to MdLF,
and a long segment that connects the prefrontal cortex to the superior temporal
lobe. This last part has a crucial role in language by exchanging and modulating
audio-spatial information.

Besides connections with the parietal lobes, the prefrontal cortex also connects
with the occipital lobe through the Inferior Fronto-Occipital Fasciculus (IFOF),
and with the temporal pole through the Uncinate Fasciculus (UF), shown on figure
2.15.
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Figure 2.15: Bundles illustrations, adapted from [19] (UF), [20] (Corpus Callosum (CC)),
[21] (CST), and [22] (IFOF).

The IFOF is thought to play a role in semantic processes and treatment of
familiar stimuli [23], while the UF would be implied in working memory and treat-
ment of competing memory representations [24], and is related to the hippocampal
network [25].

Apart from aforementioned intra-hemispheric connections, there are also inter-
hemispheric ones -called commissural fibres- that connect left and right hemispheres
together. The corpus callosum is the main commissure, and is often subdivided in
several parts, depending on the cortical regions that are connected.

Finally, the CST is the white matter bundle that vehiculates sensorimotor
information between the sensorimotor cortex and spinal cord’s motoneurons. It
has then a crucial role in motor action planning and execution, with other white
matter bundles which are closely related as the superior cerebellar peduncles and
the thalamic projection with the sensorimotor cortex.

2.3.1 Thalamo-cortical Network
When it comes to structural connectivity, thalami are highly connected with

a lot of cortical regions, allowing information transfer and its regulation between
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cortical regions, as well as the integration of multisensory information. The vestibu-
lar network is not an exception: as it is shown on figure 2.16, the thalami are
part of two pathways of the connections between the vestibular nuclei and the insula.

The posterior thalamocortical vestibular pathway is thought to provide neural
correlate related to perceptual stability when both active and passive movements
occur.

Figure 2.16: Left thalamo-cortical network. Ipsilateral projections are shown in yellow
(passing through the thalamus) and pink (getting directly to the insular cortex). Con-
tralateral projections are shown blue (crossing in the brainstem), green (crossing in the
midbrain) and red (callosal tracts) [26].

Besides the connection between vestibular nuclei and the postero-lateral thala-
mus, the anterior thalamus is connected to head direction cells and the navigation
networks. Unilateral lesions of the anterior thalamus were then found to cause
dizziness and swaying unsteadiness, while brainstem and postero-lateral thalamus
impairments was associated to rotational vertigo, nystagmus and posture imbalance
[26].

2.4 Vertigo
The vestibular system is a crucial part of our neural system: it allows us to

stand, walk, to perceive our position in space, stabilize our gaze, ... It is a highly
multisensory network as it relies not only on vestibular inputs from the inner ear,
but also on other sensory inputs such as visual, proprioceptive and auditive. Such a
diversified multisensory integration requires both bilateral and hierarchical complex
architecture of the network [27].
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So, when this system happens to dysfunction, it can express itself by many
symptoms and many things can be the cause of this deficit. This section will
provide a glimpse of these possibilities, as well as the clinical test that can be
performed to accurately diagnose the patients, and an overview of the vestibular
system.

2.4.1 Peripheric vestibular system
The main peripheric vestibular organs are parts of the inner ear, as pictured on

figure 2.17: the semicircular canals, the utricle and the saccule. Semicircular canals
are responsive to rotations in 3 dimensions but not to linear displacements. Those
linear stimuli are treated by the otolith organs: the utricule detects near-horizontal
translations and the saccule the near-vertical ones [28].

These organs contain a liquid, the endolymph, that will flow during head
rotation or translation. As shown on figure 2.17, this flow bends hair bundles of
hair cells (present at the inner surface of saccule and utricle, and at the ampula
at the ends of semicircular canals), inhibiting or exciting the cells. The signal
received by each cell is transmitted by the vestibular nerve to the vestibular nuclei
and the cerebellum to integrate the overall vestibular stimulation of the peripheral
vestibular organs [28].

Figure 2.17: Left: peripheral vestibular system scheme [29]. Right: hair cells scheme, the
arrow indicates the direction of an excitatory flow (adapted from [28]).

The right and left vestibular nuclei have connections with each other as already
mentioned in section 2.3.1, allowing bilateral integration of the vestibular inputs.
They also project back to vestibular organs where it can regulate the vestibular
nerve excitation. Vestibular nuclei have projections with the cerebellum, to the
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same regions that receive direct vestibular nerve inputs (nodulus and ventral uvula,
lobules I to VII, the flocculus and ventral paraflocculus).

The rest of vestibular nuclei connections are either descending path involved in
oculomotor, spinal and autonomic reflexes, or ascending path towards the thalami
and cortex that were already pictured in 2.3.1.

2.4.2 Symptoms and tests
The symptoms of a dysfunction of the vestibular system can be numerous and
varied:

• Nystagmus 4, it can be a sign of both central or peripheral deficit depending
on the symptoms

• the false impression of moving

• the false impression that the external world is moving

• balance (postural) disorder, walk in a star-trajectory

• visual instability, etc ...

They can be accompanied by many other non-vestibular secondary symptoms
as motion sickness, presyncope, mental confusion or depersonalization/derealisation
[30]. Those symptoms can have many causes, peripheral or central.

In some cases, the symptoms can be reduced by some central compensation
mechanism: the patient’s neural system reorganizes itself to adapt to the lesions
and circumvent the deficit. An example is Benign Paroxysmal Positional Vertigo
(BPPV): it has a peripheral origin, but there occurs central compensation in some
patients [31]. Apart from BPPV, diseases that are often encountered in the articles
studying the vestibular network comprise stroke, tumours, vestibular migraine (a
migraine subtype that is characterized by its vestibular symptoms), etc ...

Central causes to vestibular symptoms could be any lesion of the sensory inputs
implied in the vestibular function (auditive, visual, propriceptive, speed or pressure
perception, ...), of the vestibulo-ocular or vestibulospinal pathways themselves, or
even of the cerebellum.

4inability to fix the gaze: when fixing a target, the patient’s eye slowly drift away from the
target before coming back to it with a corrective saccade
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Lastly, with age comes an increased propency to develop vestibular deficits
because of the diminution of sensory information integration: the number of long
connections is known to reduce with age while shorter connections will form to
compensate for the loss of long connections.

Figure 2.18: Head Impulse test (VHIT) procedure [32].

Head impulse test This test quantifies the Vestibulo-ocular Reflex (VOR) gain
(eye velocity in s−1 divided by head velocity in s−1) of the patient to evaluate its
capacity to maintain gaze on a target when his head his suddenly moved.

This test then assesses the healthiness of semicircular canals that measures the
head rotations, but also of the parts of the nervous system that can be implied
in the VOR: vestibular nuclei, superior colliculus, visual system and oculomotor
system, cerebellum, etc ... [28]

Videonystagmography Videonystagmograpy (VNG) uses caloric stimulation
to stimulate the eye and records its movements using infrared cameras to measure
the responsiveness of the vestibular system and how symmetric the responses
are between left and right [31, 33]. Caloric irrigation through the auditory canal
selectively stimulates the inner ear by creating a flow within the semicircular canals.
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Vestibular-evoked myogenic potentials Vestibular-evoked myogenic poten-
tials (VEMP) is a vestibular function test performed by measuring evoked potentials
after repetitive stimulation of the ear. There are 2 types of VEMP testing: cer-
vical (cVEMP) and ocular (oVEMP). Even if they are mostly used to diagnose
peripheral disorders (affection of the saccule and utricle), they can be linked to
the central network: cVEMP with the ipsilateral vestibulo-spinal tract relaying
information from the vestibular nuclei, and oVEMP with the pathways linked to
the VOR (mostly the MdLF). Lesions involving the vestibular nuclei can present
abnormalities of both cVEMPs and oVEMPs, delayed responses of VEMPs are
characteristic of multiple sclerosis and reduced VEMP responses can be observed
in patients with vestibular migraine [34, 35].

2.4.3 Previous studies
Many papers have studied the vestibular network over the years, and some have

conclusions that seem contradictory regarding functional or structural connectivity
(the way brain regions are associated in time to perform a task, or by their structural
connections) and lateralization of the vestibular system. As examples, we can cite
the structural (mainly at the brainstem level) and functional lateralization of the
vestibular system using PET imaging and vestibular caloric stimulation [36], the
functional lateralization of only some vestibular functions using fMRI [27], and
structural lateralization of some regions of the vestibular system to the left and
others to the right [37].

But it is to be kept in mind that some of these studies only investigated func-
tional connectivity, while others opted for structural connectivity. Furthermore,
functional connectivity studies sometimes look for task-related activity, and the
unique nature of this task will therefore limit the ability to generalize to other
studies without putting the results into the right context .

The posterior insula appears to be multimodal and is implicated in processing a
variety of stimuli. It does not merely receive information from the vestibular organ,
but also integrates stimuli from the visual and proprioceptive systems [38].

However, most of the articles agree to say the insula and surrounding frontal
and parieto-temporal regions as well as the thalami are playing a crucial role in the
vestibular function, which makes those regions as well as the association tracts that
connect them a major point of interest when it comes to studying the vestibular
network.
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Structural connectivity Previous studies have shown that regions implied in
the vestibular system are organized in modules (groups that are highly connected
together but less with other modules), and they are more modules in the left
hemisphere than in the right (images can be found in the annexes, figures 6.5 and
6.6), suggesting a higher multisensorial integration in the right hemisphere [39, 37].
They also showed significant lateralization of the regions that are parts of those
modules.

The structural and functional separation of the two thalamic nuclei complexes
allowed a lateralization of the right and left hemispheric functions to develop.
Furthermore, it made possible the simultaneous performance of sensorimotor and
cognitive tasks, which require different spatial reference systems in opposite hemi-
spheres, for example, egocentric manipulation of objects (handedness) and allocen-
tric orientation of the self in the environment by the multisensory vestibular system.

Another reason that could explain the contradictory results concerning lat-
eralization is that some articles test if the regions are lateralized at all before
inferring the side of the lateralization from the data, while in other articles they
directly test the hypothesis of either right or left lateralization, or even compute an
overall lateralization index by summing the lateralization of all intra-hemispheric
connections.

Functional connectivity The same kind of results were obtained with functional
connectivity, the vestibular system is divided in a symmetric bilateral and highly
connected network, and a second asymmetric one (opposite to the hand) and less
connected:

• asymmetric and poorly connected (correlated with fewer than 12 RSN):
inferior frontal gyrus, superior and medial temporal gyrus (hearing, motion,
spatial localization), insula (spatial orientation, spatial reasoning, coordinate
transformation and further vestibular coordinate input processing functions)
[27].

• symmetric (opposite to the hand) and highly connected: anterior insula
(correlated with temporal and frontal lobes, linked to attentional salience and
adaptive cognitive control of cognition and behaviour), sensorimotor areas,
superior temporal gyrus (hearing, touch, pain, visceral sensation and tactile
attention), temporo-parietal regions (limbic, visual, auditory and somatosen-
sory percept in self-reference and localization of self-other relationships, as
well as reflective thinking, introception and theory of mind) [27].
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Other papers investigated changes of the functional connectivity in patients with
vestibular system impairements:

• decreased ipsilateral functional connectivity between the thalamus and the left
cingulate, bilateral insular and right supplementary motor cortex in patients
with vestibular migraine [40].

• decreased controlateral functional connectivity between the left thalamus
right precuneus and middle frontal gyrus, and between the right thalamus
and the superior parietal gyrus in patients with vestibular migraine [40].

Those findings are in a manner consistent with the multisensory nature of the
vestibular system and the fact that the thalami is a center of connection relays
and that the vestibular network comprises insular, cingulate, frontal and parietal
regions.

Attention Networks A last paper has shown that the parieto-insular vestibular
cortex is inhibited when attention networks in the parieto-occipital cortex are acti-
vated by visual stimuli during attentive tracking. This shows vestibular sensations
can be reduced through attention networks.

2.5 Machine Learning
Apart from statistical analysis as seen so far in the tractometry section, other use

machine learning algorithms to find features that are related to a patient condition.
Most of the information given in this section are inspired from [41, 42, 43]. The
main problem for all models is the tendency to overfit5 when there are much more
features than subjects, but there are many ways to circumvent this drawback.
This comes either by a selection of the features to reduce information redundancy,
dimensionality reduction techniques, or by the inner structure of the models itself.

Cross-validation Cross-validation is a precious tool to limit overfitting. Data
are first divided into two sets: one on which model is trained and one on which
it is tested. This way, we can estimate its performances on data it had never
seen before, evaluating the generalization error. However, a better estimation
of this generalization error can be obtained by averaging the errors on different
couples of train and test sets, this is called cross-validation. As models often

5overfitting means we are giving too much importance to the specificity of each subject, fitting
the noise of the data. The model is then highly efficient on data it was trained on, but useless on
new data. This often happens when we have too many parameters compared to the amount of
data at our disposal.
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have hyperparameters that must be optimized, the train set is itself splitted into
train and test set to first select the best hyperparameters before evaluating the
performances on other data. This methodology is depicted on figure 2.19. There
are many types of cross-validation, of which stratified ones that keep the same ratio
between classes in both train and test sets, repeated that repeat the cross-validation
by ensuring sets in each run are independent, Shuffled that draw train and test
sets at random after shuffling, K-fold that ensure no overlap between all sets, etc.

Figure 2.19: Nested cross-validation scheme. Adapted from [44].

Ensemble models This family of models uses other models that are trained
on subsets of data, drawn with replacement (bootstrap) or not. By averaging the
results of all trained models, one can have a more accurate and robust evaluation
of model performances, and increase the ability to detect overfitting. This is the
Bootstrap Aggregation (Bagging for short). Other Ensemble models use weighted
averaging of the models prediction to “trust” more the ones that are more often
accurate, like AdaBoost that uses exponential weights to tune this ponderation
until the most difficult subjects are correctly classified. Though, as this weighted
average implies another set of hyperparameters (the weights), it is necessary to
tune them by using a cross-training loop within the nested cross-validation process,
which can be highly computationally intensive.

Class Imbalance When dealing with data where a class is underrepresented
compared to others, this class imbalance can bias the predictions of the model by
giving more importance to the overrepresented class. To tackle with that issue, one
can use weight subjects depending on the inverse size of the class they belong to.
This is useful for linear models but is often inefficient with some non-linear models
like Random Forest that are not sensitive to weights attributed to features or
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samples. In this case we can use resampling (oversampling of the underrepresented
classes and undersampling of the overrepresented classes), which has virtually the
same impact as weighting except it is as efficient on Random Forest and linear
models.

2.5.1 Preprocessing
Preprocessing in machine learning mainly consists in preparing the data so that

the models could be the most efficient. This means it will often be model-specific
and application-specific: depending on the data at our disposal and the models
that are to be used, different preprocessing steps could lead to optimal results.
Ideally, each preprocessing steps should be included in the cross-validation process.

Imputing This is simply the fact of “filling the holes” in the data. When data is
missing for some features of some subjects, several ways may allow replacing this
missing piece of information by a synthetic value created from values of subjects
for whom it is not missing. All methods have different behaviours, drawbacks and
advantages, but similar (and good) performances when there are a lot of data and
not too many features. However, here we are in the opposite case. A constant
imputing should then be preferred: missing values are replaced by a constant,
classically 0.

Filtering The first approach to filtering is to use statistical analysis to discard
subjects that are considered as outliers: their features are so different from other
subjects’ that they are likely to impair the results. This can also be done with
the features by removing those that always have the same value in all subjects for
example.

Once done, features can be selected to use only those that contain more
information. This can be done either by:

- ranking them by mutual information, that considers even non-linear depen-
dencies and reflects the amount of information that is brought by a feature
when knowing the value of others, so that it tries to find the best compromise
between information content and minimizing redundancy.

- ranking them according to the p-value of a F-test (an ANOVA test for
classification). Such ranking is then based on correlation measures between
the features (microstructural measures here) and the target (do patients have
vertigo or do not?), which is more appropriate for linear models. However, as
this does not include minimization of redundancy, it is usual to remove all but
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one features that are too much correlated together (as they are considered to
bring nearly the same information)

PCA Another approach to reduce the number of features is dimensionality
reduction. Here instead of simply selecting the features, we first transform them
so that this selection can be made by loosing the least information as possible.
There are many dimensionality reduction methods, but Principal Component
Analysis (PCA) is the most simple and common one. It uses correlation measures
to find the axis in the feature space along which the correlation is maximized,
while ensuring no correlation between those directions. With a less mathematical
language, this means each PCA axis is linear combination of the features, each
axis being ranked according to the difference it finds between subjects: first axis
has maximal correlation and last ones only have what’s left of information. We
can then select the first components as they contain more information than the
last ones. As it is based on correlation analysis, PCA will perform well with linear
models, by removing parts of the data that are similar for all subjects and providing
features that contains more information related to their differences.

Scaling Features often have different scales, units, etc, ... which means that using
them as they can bias the results because a feature that has a value between 0 and
10 could be considered as more significant than another between 0 and 1 for instance,
just because of the scale. The basic approach is the same as the one used with a
T-test: standardization. This implies transforming the features towards a standard
normal distribution (mean of 0 and standard deviation of 1) by subtracting their
mean and dividing by their standard deviation. This “centring” is also the first
step of the PCA algorithm, but is not always the best choice for all models and data.

Other scaling methods exist to match the scales of all features and reduce
(limited) loss of information produced by centring: the mean and scale of features
can also carry precious information, and though centring allows efficiently comparing
the shape of features distribution, it does not compare their mean and standard
deviations

2.5.2 Models
A lot of different models exist but they can be gathered in two main categories:

linear and non-linear ones. All models that will be presented here have the advantage
to provide feature importance estimation via their inner structure.
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Support Vector Machine [45] Classical linear classification approaches imply
finding a linear regression that fit a line for each class, minimizing the squared
distances from the line in each class while keeping those lines parallel, and separating
classes according to the midline. On the other hand, Support Vector Machine
(SVM) uses only a few subjects (support vectors) for each feature so that it can find
the best linear regression to separate two classes (where classic linear regression
only gives one solution that is not necessarily optimal).

Figure 2.20: SVM schematic representation [45].

This is done by finding the linear regression that gives the largest marge between
the two classes, while minimizing the number of misclassified subjects (ξ on figure
2.20) as shown in equation 2.5.2. Weights associated to each feature can be
interpreted as the importance it has on the prediction. Non-linear variants of
the SVM allows to use the same computations on transformed features (either a
polynomial or exponential transform for instance), but this lower interpretation
power. As it relies on a few data to make predictions, SVM is known to be resistant
to overfitting, but also sensitive to unbalance between the number of subjects in
each class (see 2.5.2).

1
2

p∑
j=1

β2
j + C

n∑
i=1

ξi

subject to yi(
p∑

j=1
βjϕj(xi) + b) ≥ 1 − ξi

Where βj are the weights associated with the p features, ξi the distance within the
margin of misclassified data. In the case of overlapping classes, support vectors are
then misclassified data.
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Random Forest [46] Random Forest (RDF) is no more than another type of
ensemble model that uses bagging on both samples and features (but features
are not drawn with replacement). It fits decision trees on such constructed data
subsets. Decision trees that use an impurity criterion (Gini or mutual information)
to determine the most significant feature within the subset, split it according to
the feature’s values and rehearse with all newly-created subsets. It then works with
logical operations (AND), and a feature importance can be estimated via the gain
in purity when classing the patients according to this feature. This is scikit-learn’s
implementation that takes the mean of such feature importance across the trees of
the forest.

Logistic Regression [43] Logistic regression is actually a family of models. They
are constrained linear regression that uses the log-loss instead of the mean-squared
error to estimate the probability of belonging to each class. The constraints used
during regression have the purpose to limit overfitting by limiting the l2 norm of
the weights (Ridge model), their l1 norm (Lasso model) or both (ElasticNet model).
The error criteria that are minimized by the models are then as follows, with β the
weights of the regression and Xi and yi the features and class of the ith subject,
respectively:

Lasso :
n∑

i=1

k∑
h=1

δh log (σ(β, Xi)h) + λ1

p∑
j=1

|βj|

Ridge :
n∑

i=1

k∑
h=1

δh log (σ(β, Xi)h) + λ2

p∑
j=1

β2
j

ElasticNet :
n∑

i=1

k∑
h=1

δh log (σ(β, Xi)h) + λ1

p∑
j=1

|βj| + λ2

p∑
j=1

β2
j (1)

binary logistic regression
error criterion l1 penalization l2 penalization

Where δh is 1 when patient i belongs to class h and 0 otherwise, σh is the
sigmoid function that translates the linear regression on the features into pseudo-
probabilities of membership to the class h:

σ(β, x)h = 1
1 + e−z

, z =
p∑

s=1
βsx

ElasticNet-like models are well known in the statistic field as alternatives of
statistical analysis models (like ANOVA or T-test) that are efficient when dealing
with a lot of features. The use of logistic error criterion is furthermore known to
reduce the impact of outliers and of the shape of features’ underlying distribution
(if they are normally distributed or not) by using the logarithmic loss.
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Sparse Group Lasso [47, 48] Sparse-Group Lasso (SGL) is another type of
logistic regression. Its particularity is to apply penalties specific to groups in
which features are clustered in. The Group Lasso model will then apply the Ridge
penalty in a group-wise manner, implying ridge penalization within groups and
Lasso penalization between them (the second is implicitly imposed by the grouped
structure of data when the first is applied). On the other hand, SGL applies both
the Lasso and group-wise Ridge penalties. With these improvements, equations of
the Ridge and ElasticNet model become:

Group Lasso :
n∑

i=1

k∑
h=1

δh log (σ(β, Xi)h) + λ2

p∑
j=1

K∑
k=1

wkδkβ2
j

Sparse
Group Lasso:

n∑
i=1

k∑
h=1

δh log (σ(β, Xi)h) + λ2

p∑
j=1

K∑
k=1

wkδkβ2
j + λ1

p∑
j=1

|βj|

binary logistic regression
error criterion

group-wise l2
penalization l1 penalization

with δk equal to 1 within the group k and 0 outside, and ωk the weight of the
group k (by default the square root of the group length). Lasso will evaluate each
variable individually, while Group Lasso will select groups as a whole and SGL is
able to select variables on both individual and group levels.

Model comparison Figure 2.21 shows the fraction of predicted positives (False
Positives + True Positives, the subjects predicted with vertigo for example) in
function of the mean predicted probability of appartenance to the positive class.
This for instance shows the tendency of Random Forest and SVM towards false
positive when the predicted probability is high, while Logistic Regression have
the opposite behaviour. This is a reason why Random Forest and SVM are more
sensitive to class imbalance than logistic regression, as an over-representation of
the positive class will bias them towards high-probability prediction and high
False-Positive rate.

Figure 2.21: Calibration curve of models, adapted from [49].
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Figure 2.22 shows the results of Richie et al on several datasets. They used
Logistic Regression model without or with PCA (PCR Lasso and SGL) to predict
age (regression) or (classification). The main conclusions were that [47]:

• SGL was either more accurate, more robust or both.

• Logistic regression was more efficient when dealing with the mean of segments
instead of the mean of the whole bundle.

We can also see those performances depend on the studied data, and it is legitimate
to think SGL performances would strongly rely on the underlying sparsity of the
data (if biomarkers are located in a specific bundle or are more distributed).

Figure 2.22: Comparison of logistic regression models on different datasets, with classifi-
cation (scored by accuracy) or regression tasks (scored by coefficient of determination,
R2) [47].

2.5.3 Evaluation
Depending on the models used there are many strategies to both evaluate

model performances and feature importance (how much a given feature impact the
prediction of a given model).

Model performance Here, we ask “How well does my model perform?”. This
is a legitimate question as if we want to find relevant pieces of information in our
data, we can only trust models that really found patterns related to our research
question (does a patient have vertigo?) in it, in other words the models that are
able to correctly predict the conditions of a majority of patient.
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There are many metrics to evaluate a classification model such as accuracy
(proportion of correctly classified subjects), precision/recall (mean of the proportion
of of in the predictions/instances of a given class) or log-loss (that gives an idea of
how much the model is right/wrong when it gives a good/bad prediction). All of
which can be adapted to account for class imbalance. These are measured on the
test set during nested cross-validation to avoid overfitting, and we seek for models
that have the better scores while having the least variance across folds (a model
that would be efficient on all folds can be expected to generalize better than one
efficient on some and awful on others).

Another way to assess a model’s performances is to use random permutations
of subjects’ labels: for each cross-validation fold, the model is fitted on the train
set and evaluated on the test set.

Figure 2.23: Histogram of the scores of an example model for all permutations [50].

This is done several times by randomly permuting the classes of subjects.
Performances with the real data are then compared to those obtained with the
random permutations to compute a p-value that estimates the probability the
model’s predictions on real data are due by chance: a small p-value indicates the
results are reliable.

Feature importance As for model performances, features impact on models’
predictions can be evaluated by many ways. Some models have a structure that
allows a direct interpretation of a feature impact on their predictions: linear mod-
els have coefficients interpretable as correlation links while RDF have so-called
“gini-feature-importance” that uses the gini impurity criterion averaged on the
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forest’s trees features to give an insight on the non-linear links between features
and patient’s class.

However, this impurity importance is biased by a simple mean across trees
as all features are not present in each of them [51], but cannot be corrected by
taking into account the number of time a feature is selected, knowing this already
conveys information about feature importance as features subsets for all trees are
only conserved if they respect certain constraints (a minimum number of splits
must be possible for example).

Permutations can again help to compensate this problem and to have a measure
that is: similar for all models (and then comparable), independent of the training
task (and then less prone to overfitting and statistical biases), applicable for all
models (even those that do not inherently support feature importance estimation)
and that takes model performances into account. One way is to train the model
on a train set and assess its performances on a test set, while replacing at each
iteration the values of a unique feature by random values that follows a distribution
inferred from the training data, which is done n times for each feature. Feature
importance is then considered as the mean difference between the performance
metric on the original data and on permuted data. Many other approaches exist
based on the same principles, training and testing on different sets, using different
noise model or feature importance evaluation.
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Chapter 3

Methods

This part will introduce the methods used to process and analyse data. Analysis
were done based on deeply and bilaterally deaf patients that had either vertigo
symptoms, vertigo symptoms with the ability to compensate, or no vestibular deficit.
Most of them were right-handed, and they were all included in a study that received
the approval of an ethics committee. Their dMRI and T1 images were used. dMRI
were acquired with a Siemens 3T. dMRI images were acquired with 64 directions, a
b-value of 800 s/mm2, an in-plane resolution of 1.95mm and a slice thickness of 2mm.

In the following pages, there will be a few moments where registration is men-
tioned. If not presented otherwise, it will consist in a rigid affine registration (6
degrees of freedom: 3 translations and 3 rotations) computed by FMRIB Software
Library (FSL) with the cross-correlation metric, and applied by Advanced Nor-
malization Tools (ANTs) with the GenericLabel interpolation. This method was
inspired by Yousef et al.’s work, that identified FSL’s affine registration as slightly
more efficient than ANTs’s , and by Shaerers’s work underlying the efficiency of
ANTs’s GenericLabel interpolation for label images [52, 53].

The codes used as well as some supplementary figures can be found on Github:
https://github.com/Dany546/TFE_vertigo.git. All images of the following
sections were produced using Freeview application [54] or Fsleyes’s comandline
interface [55] (for anatomical views), TrackVis [56] (for tractograms), or python
scripts.

Some patients were not taken into account as their dMRI images were not
whole.
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3.1 Data preprocessing
On one side, data were preprocessed with Elikopy [57]. Basic preprocessing

was performed: brain extraction [58], denoising using Marchenko-Pastur PCA [59],
motion correction [60, 61, 62] and bias field correction [63]. It was chosen not to
apply a gibbs correction as no gibbs artefact seemed to appear in most of the
patients.

On the other side, white-matter segmentation and parcellation were computed
from the T1 images using Freesurfer. The parcellation was done based on the
Destrieux cortical atlas, assigning white-matter voxels to the closest atlas region to
form white-matter regions corresponding to the cortical atlas. The segmentation
includes a peak around for grey-matter, one for white-matter and a last one for
CSF. As it incorrectly identified parts of the skull as white-matter, it was corrected
by hand.

Figure 3.1: Freesurfer white-matter mask. A: Freesurfer white-matter segmentation, B:
binarized segmentation with a large binarization interval, C: binarized segmentation with
a small binarization interval. All images were registered to the dMRI space with Dipy.
Binarization was achieved before registration (with nearest-neighbour interpolation) of
the segmentation.

Nonetheless, this segmentation did not include cerebellum and brainstem and
was not binarized. It was then needed to threshold the segmentation to produce
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a white-matter mask (by setting all the voxels with values out of a given inter-
val around the white matter peak to 0 and those inside the interval to 1). As
there is a slight overlap between the white and grey matter peaks, any chosen
threshold lead to white matter labelled as grey matter or inversely, resulting in
poorly segmented white matter at the white-matter/grey-matter interface. As
shown on figure 3.1, a large interval lead to grey matter identified as white matter
and a small interval lead to white-matter voxels identified as non white-matter ones.

On the other hand, the Freesurfer parcellation seemed to fit the anatomy of
the patients better than any binarized white-matter mask, and the cerebellum
and brainstem was included in it. For this reason a white-matter mask was
extracted from the parcellation with MRtrix3’s 5TTgen [64] command: it reads the
parcellation and creates five images according to its labels: white-matter, cortical
grey-matter, sub-cortical grey-matter, CSF and injured tissues (this last one was
empty in our case)1. This allowed to produce accurate white- and grey-matter
mask, as shown on figure 3.2.

1As the command did not recognized the Thalamus-Proper* label, a copy of the parcellation
was used with thalami relabelled as putamen so they are included in the subcortical grey-matter
image.
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Figure 3.2: Freesurfer parcellation-based masks.

Though, the cerebellum segmentation was imprecise (only white/grey matter
based on the segmentation) and was replaced with one produced by Volbrain[65]
for microstructure metrics sampling, and another mask was produced by setting
all cerebellum labels of the Freesurfer parcellation to cerebellum white-matter in
order to have the less restrictive white matter mask as possible for the tractography
step. Indeed, cerebellum gyri are much thinner and many streamlines would be
discarded by using the white-matter mask for the cerebellum. Moreover, Volbrain
does not segment the Brainstem and is not in exact agreement with Freesurfer’s
cerebellum/brainstem boundary, it was then needed to extend the white-matter
labels of Volbrain with the ones adjacent to this boundary to not have holes in the
parcellation.

Though, Volbrain crops the images around the cerebellum during their pro-
cessing pipeline, so that output segmentation is in the space of the box used for
cropping, and not in the initial space of the images. A rigid registration was then
applied with Dipy to make correspond the binarized cerebellum segmentations of
Volbrain and Freesurfer before changing the labels. The final result can be seen on
figure 3.3 for one patient.
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Table 3.1: Volbrain to Freesurfer translation of left cerebellum, the equivalent labels were used
for the right cerebellum.

Volbrain region (label) Freesurfer region (label)

Left lobule I-II (1) Cbm_Left_I_IV (601)
Left lobule III (2) Cbm_Vermis_VI (606)
Left lobule IV (3) Cbm_Right_CrusII (612)
Left lobule V (4) Cbm_Left_V (603)
Left lobule VI (5) Cbm_Left_VI (605)
Left lobule Crus I (6) Cbm_Left_CrusI (608)
Left lobule Crus II (7) Cbm_Left_CrusII (611)
Left lobule VIIB (8) Cbm_Left_VIIb (614)
Left lobule VIIIA (9) Cbm_Left_VIIIa (617)
Left lobule VIIIB (10) Cbm_Left_VIIIb (620)
Left lobule IX (11) Cbm_Left_IX (623)
Left lobule X (12) Cbm_Left_X (626)

Figure 3.3: Freesurfer parcellation mask with Volbrain’s cerebellum segmentation.

3.2 Tractography
Both deterministic and probabilistic tracking were performed iteratively (because

of the size of produced files) with Dipy: tracking is performed once, intermediate
results are saved and added to results of previous iterations. Deterministic tracking
was stopped either after 12 iterations or if the file size exceeded 450Mo (almost
always the second case) while probabilistic tracking was stopped either after 25
iterations or after reaching a file size of 900Mo. Indeed, deterministic tracking
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lead to approximately 3 times more streamlines selected after filtering with AFQ
than with probabilistic tracking for equivalent number of streamlines before filtering.

At each iteration, tracking was done using 1 seeding point per voxel of a dilated
white-matter mask (dilated to enhance track density at the grey-matter/white-
matter interface and especially in the gyri). Each seeding point was placed at
random in its assigned voxel to not generate the same streamlines at each iteration
with deterministic tracking.

The white-matter response was estimated with the FA-threshold based method
presented in 2.2: voxels of the white matter mask that exceeded a FA threshold of 0.8
were used to compute the response. ODF was then produced with Dipy’s CSD with
Dipy’s default 362-vertices sphere. For deterministic tracking, orientation peaks
were obtained from the CSD model with a random peak threshold between 0.75
and 0.9 for deterministic tracking and between 0.8 and 0.9 for probabilistic tracking.

This was done for two reason: first, acceptable and comparable results were
obtained with values in those intervals for two patients, and moreover it is to be
expected that the optimal value (if there is one) would change from one patient
to another. Knowing a higher value imply simpler trajectories and too low values
imply a higher number of false-positive tracts and a higher noise, it is then better
to use different thresholds from one iteration to another to ensure we use coherent
threshold for some iterations for all patients.

Similarly, the maximum allowed angle at each step for probabilistic tracking
was chosen at random between 20 and 25 degrees. According to Dipy’s default,
both direction peaks for deterministic tracking and ODF for probabilistic were
normalized between 0 and 1 before filtering the directions with the aforementioned
thresholds.

After tracking, obtained streamlines were then cropped to the white-matter
mask. To reduce the number of invalid streamlines, those that did not cross the
gray-matter mask were removed, and those that crossed the eroded CSF mask
were discarded too. Finally, only those longer than 20 mm were kept. These 3
final steps have for purpose to reduce the size of the saved files and both accel-
erate and improve tract segmentation as only long tracts (≃ 50mm) are to be
selected, and many short streamlines are produced when cropping them to the
white-matter mask (because of tracts connecting 2 gyri but getting out of the
white-matter mask, at the limit of the dilated white-matter mask used for tracking).
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Dilation of the white mask was done with the same procedure as in connec-
tomemapper3 [66]: with a binary dilation of followed by a gaussian smoothing and
a thresholding to smooth then binarize the mask. All of these steps were done with
FSL’s command line tools. However, using a mask without the subcortical regions
(to produce thalamic projections) yield to unsatisfying results (no streamline found
for the CST in some cases), so that three white-matter masks were used instead:
(see figure 3.4)

• subcortical regions were added to the dilated white-matter mask and used
for seeding (3.4C)

• the non-dilated white-matter mask where an erosion of the subcortical regions
was removed was used during odd iterations to crop streamlines exiting the
white-matter mask (3.4B)

• the non-dilated white-matter mask with the subcortical regions was used
during pair iterations to crop streamlines exiting the white-matter mask
(3.4A)

Figure 3.4: White-matter masks for one patient, after registration to the dMRI space.
Original (A), without eroded subcortical gray matter (B), and dilated mask (C).
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All masks were processed based on the Freesurfer parcellation-based masked
produced with 5TT, modified (dilations, erosions, ...) in the resolution of the T1,
and finally registered into the dMRI space. To do so, the T1 was registered with
FSL on the T1 already registered on the dMRI by Elikopy, using a rigid affine
transform (6 degrees of freedom). The affine transform was then applied on the
masks with the GenericLabel interpolation of ANTs.

3.3 Tractometry
Tractometry was then done based on AFQ procedure: segmentation, cleaning

and splitting into segment. AFQ was chosen because it has no parameters for
the user to optimize (if default registration method is kept to register the ROIs),
compared to RecoBundles (RecoBundles). However, AFQ has some disadvantages
for our particular application:

• 100 segments are used for all bundles, whatever their length, and resamples
streamlines to 100 points to do so, which cause two problems: spatial sampling
frequency is not constant from one bundle to another, and for short bundles
such as the Anterior Thalamic Radiation (ATR) it will resample streamlines
to a number of point greater than before resampling.

• include ROIs and probability maps are defined in MNI space and needs to be
registered, the quality of the registration then determines the quality of the
segmentation.

• there is only 2 include ROIs and no exclude ROIs for most bundles, meaning
include ROIs must be very restrictive to be efficient.

• a streamline is selected only if it respects all include and exclude conditions,
so that many streamlines are discarded as the ROIs are often placed at the
end and beginning of the bundles and streamlines belonging to the bundle
but with one end between the ROIs are discarded. Though it is possible to
increase the tolerated distance between streamlines end and ROIs, this would
also increase the number of wrong streamlines that are selected.

It was then chosen two bring some improvements to this workflow (as explained
further in ??) and to compare it with WMQL. When there were not enough
streamlines in a given bundle, another round of tractography was performed using
a binarized version of the probability density maps of NatbrainLab [67] as seeding
masks. NatbrainLab’s probability density maps [68] were also used to add cerebellar
bundles that were not included in the default AFQ bundles.

40



To use WMQL, it is needed to define each bundle according to the regions
of Freesurfer’s parcellisation. As those definitions needs to be both anatomically
coherent and robust throughout hemispheres (for non-interhemispheric connection
within a given patient) and patients. That’s why default definitions provided in
WMQL’s code were used as baseline.

From those definitions, new definitions were produced by merging bundles
having similar spatial trajectories (such as the thalamo-cortical connections with
the pars-opercularis, the pars-triangularis and the lower part of the precentral gyrus
that were merged into a thalamo-broca pathway) to reduce the number of thalamo-
cortical connections considered. It was also needed to split some bundles as the
corpus callosum: removing the tapetum from its posterior segment, as the tapetum
does not have the same trajectory as the rest of this segment of the corpus callosum.

By visual inspection of the results on a subset of 5 patients, these definitions
were slightly refined to ensure no overlap between bundles and similar shaped
bundles throughout patients and hemispheres. For instance, the initial definitions
of corpus callosum’s segments kept streamlines ending in the cingulate cortex,
which is not suitable here as it would impair the construction of the mean bundle.
There were also the thalamic projections that were not truly defined 2. Hence,
the following modifications were done, as detailed in the Annexes (6.1). Exact
definitions can be found on Github3.

Using AFQ on a subset of patients led to unusable results as most of the bundle
were not segmented (or poorly, less than 50 tracts) in all patients, especially for
probabilistic tracking. To give an order of magnitude, we got from a starting file of
1Go to an output file of ≃ 2Mo for probabilistic tracking and from 500Mo to 5Mo
for deterministic tracking.

However, WMQL led to much better result: ≃ 65Mo files for both deterministic
and probabilistic tracking because of a greater amount of selected streamlines as
depicted on figure 3.5. Here it is shown for only one patient (not the best nor the
worst results) but the same conclusion was drawn on other patients. WMQL is
moreover much faster than AFQ: a tenth of minutes for WMQL against more than
an hour for AFQ.

2The available definitions only provide definitions for connections between the thalamus and
any existing gyri and the anterior thalamic projections that were defined as connections between
the thalamus and the entire frontal lobe.

3https://github.com/Dany546/TFE_vertigo.git
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Figure 3.5: AFQ and WMQL comparison for the CST for deterministic tracking (bottom)
and probabilistic tracking (top).

As pictured on figure 3.5, and as just mentioned, WMQL led to much better
results than AFQ, by keeping more valid streamlines, which is preferable for the
consequent analysis.

While being much more accurate on this dataset, WMQL only preforms bundle
segmentation, and does not split them into segments. Nor does it include any
filtering of the selected streamlines to remove fibres that do not belong to the mean
bundle. It was then complemented by cleaning methods similar to AFQ.

It was tried to compensate for the lower number of streamlines selected by
AFQ by repeating tracking for all bundle that showed low number of fibres, using
Natbrainlab’s probability density maps as seeding masks to track within this
bundle only. However, the results were not convincing for most bundles and the
segmentation remained poorer than with WMQL.

Here, WMQL was used to segment the tractograms into bundles before using
AFQ-inspired methods to clean the bundles and split them into segments. This
was compared with AFQ’s segmentation, using the same steps after segmentation
in both cases.

As first round of cleaning was done with the cleaning function of AFQ to keep
only tracts that follows the same spatial patterns as the majority of the tracts
within the bundle. For deterministic tracking, the cleaning step ends here end we
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get to subdividing into segments. For this step a procedure similar as in AFQ was
used:

• streamlines are resampled into 2∗n +1 points to form the AFQ segments

• the mahalanobis distance is evaluated at each of these segments

• the mean tract is computed at each segment as the average streamline
weighted by the mahalanobis distance

Indeed, it is important for interpretability of the data that differences that
are identified between patients are not due to a mismatching of the segments
position. Though it could be interesting to know if there is a significant difference
in bundle shapes between healthy and ill patients, it is an analysis that should
be done separately from the microstructure analysis to be able to appreciate the
contribution of both variables to the patients’ differences.

Last but not least, this modification should only impact with spread endpoints
like the arcuate fasciculus, and not/less the other ones, for which it would only
fasten the computations if anything.

Once the mean tract is defined, it is needed to assign streamlines points to the
correct segment. Indeed, here it was chosen to use a method that takes advantages
of all the points generated by the tractography algorithm rather than sampling
microstructure at only one point per streamline in each segment as in AFQ. The
method used was then more inspired by RecoBundles’s methodology:

• n centroids were defined from the 2n + 1 points of the mean tract (there are
n segments, n points in their centre and n + 1 points at their boundaries)

• all points of each streamline were assigned to the segment for which the
Euclidean distance with its centroid was minimal

• microstructure metrics were sampled at each point using trilinear interpolation

From there, the methods differ a bit from RecoBundles’s. By taking the mean of
all points belonging to a given segment, streamline segments with more points would
have a greater impact than shorter ones. Similarly, streamline points corresponding
to extreme metrics values or noisy streamline would strongly impact the mean value.

To resolve the first problem, it was chosen to use the mean of the sampled
metrics for each points of the same streamline belonging to the segment before
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taking the mean of the obtained values in the segment (which is equivalent to us-
ing a weighted average to take into account the number of points in each streamline).

Concerning the second problem, it was chosen to use a bootstrapped mean
rather than a simple average. AFQ uses a weighted average according to the Ma-
halanobis distance to address this problem, but this implies making the hypothesis
that streamlines are normally distributed around the mean tract.

Bootstrapping, on the other hand, will equivalently make a weighted average but
without assuming the normality of streamlines’ spatial distribution (which could be
wrong in long bundles that could be organized in sub-bundles), and will not only
take into account spatial distribution of the streamlines, but also the distribution
of the sampled metrics. As bootstrapping is done on the metrics, so values that
will be taken into account the most will be the most sampled ones, correspond-
ing either to the metrics sampled where there are a lot of streamlines, or to the
metrics sampled where there are less of them but the sampled metric is not different.

This should also reduce the impact of misaligned streamlines in the segment as
they would be longer than aligned ones.

As the metrics images had low resolution (128x128x56) and some streamlines
travels near the CSF or the image background (near cortical areas that are thinner
than the voxels dimensions), it was needed to discard the points where the sampled
FA is lower than 0.1. However, it would be better to not remove the contributions
of those points but rather adapt the trilinear interpolation algorithm so that it
only takes into account voxels where the FA is higher than 0.1.

To define the number n of segments, mean tracts were first computed on a
randomly chosen patient by fixing the segment length to 4mm (to have segments
with length greater than the voxel size). Then, to standardize the result, the
number of segments of the left and right bundles were replaced by the mean of the
two, and the number of segments of the callosum bundles were chosen to be equal.
The number of segments of each bundle were then adjusted to be consistent with
one another (2 times more segments for the IFOF than for the anterior thalamic
radiations, for instance). A last adjustment was performed by computing the mean
length of the streamlines segments, for each segment 4 and comparing between 5
patients to try keeping a 4mm thickness in average for all segments.

These are the only steps for deterministic tracking, but probabilistic tracking
4which would be overestimated with probabilistic tracking and for highly curved bundles
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needed a further round of cleaning. It was done using a mixed method implying
the Mahalanobis distance and the Relative Fiber to Bundle Coherence (RFBC) to
remove streamlines that were badly aligned because they deviate from the mean
bundle in a restricted location, while preserving streamlines that are in the core of
the bundle but not perfectly aligned with it. It was possible to use this method to
clean bundles quite well but not without removing a lot of streamlines while it is
not needed to clean that much. It was then chosen to use less strict parameters to
keep a certain compromise between the amount of noise in streamlines trajectory,
and the amount of streamlines that allows to compensate for the noise in the
sampled metrics images.

3.4 Analysis
Several analyses were conducted to study the impact of vertigo on cerebral

microstructure. First, statistical analysis was performed to find any significant
dependency of the vestibular tests with age or structural lateralization.

Second, Machine learning analysis was performed on several datasets: the values
sampled with the Freesurfer white-matter parcellation, along the bundles obtained
with deterministic tracking, along the bundles obtained with probabilistic tracking
and finally on the structural lateralization data.

Finally, statistical analysis of the FA maps was performed using Elikopy [57]
(with a similar procedure to FSL’s TBSS [69, 70]) to compare the results with
machine learning analysis.

3.4.1 Structural lateralization
To study structural lateralization, the numbers of streamlines in left and right

bundles were measured for each patient and used to compute a lateralization index
[37]:

I = R − L

R + L

Where R is the number of streamlines in the right hemisphere and L the number
of streamlines in the left hemisphere. This index goes from -1 (fully lateralized
to the left) to 1 (fully lateralized to the right). As bundles are resampled to 3000
streamlines before cleaning and knowing that cleaning removes a given percentage
of the streamlines, it was chosen to use the number of streamlines in the not-cleaned
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bundles.

As some bundles were not found in some patients (especially for deterministic
tracking), some lateralization index had incorrect values of 0 (the bundle was not
found in both hemispheres) or ± 1 (because the bundle was not found in one
of the hemisphere). In the last case, it obviously impairs the estimation of the
lateralization index as finding 10, 100 or 1000 streamlines in the right hemisphere
bundle would lead to a lateralization index of 1 if no streamlines are found in the
left hemisphere. That is why when performing the statistical tests, only patients
with streamlines in both left and right bundles were kept for each bundle.

Similarly, as some vestibular tests were not carried out on all subjects, only
patients that have undergone a given vestibular test were used for the statistical
tests corresponding to this vestibular test.

3.4.2 Machine learning
Data analysis was conducted by fitting several models (Logistic regression with

elasticnet, lasso, ridge or sparse-group lasso penalty, SVM and RDF) in a nested
cross-validation loop to exhaustively evaluate the ability of the models to predict
vertigo for all tested combination of hyperparameters. Nested cross-validation was
performed using afqinsight’s library that extends scikit-learn’s, and offers facilities
for models using groups and saving models used during cross-validation.

As there were a limited amount of patients in the least populated class (6
healthy patients for 50 patients with non-compensated vertigo and 12 with compen-
sated vertigo), Repeated Stratified 5-fold cross-validation was used for the outer
cross-validation loop to limit the most the impact of class representation unbalance.
As the cross-validation is stratified it maintains the ratio of class populations in
the folds and each fold contains 1-2 healthy patients, 2- patients with compensated
vertigo and 8 patients with non-compensated vertigo. But leave-one-out is known
to have a great bias and variance in performance estimation, and a “repeated”
cross-validation was used to improve the estimation of models performances by
rehearsing the cross-validation 7 times (for a total of 49 folds).

Hyperparameters as well as pre-processing steps (choice of scaling and filtering
methods) were tested using the GridSearch approach: by fitting all possible combi-
nation of the chosen parameters. Here a Stratified 4-fold cross-validation was used
as the inner loop of nested cross-validation, with no repeats.

A quite broad range of values were tested for all parameters to apprehend the
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behaviour of models on this dataset to find the best parameters for each model in
a reasonable amount of time, and tested hyperparameters were adjusted afterward
if necessary.

Several steps were done before running the models on the data:

• a first feature selection to remove feature that were either constant across
subjects or missing in more than half patients of one class

• missing values were replaced by 0

• PCA was applied in some cases to reduce the dimension of data, as explained
later

• data was pruned by removing features that were strongly correlated together,
keeping only the one that is the more correlated with the target (vertigo or
the result to the vestibular tests)

• scaling of the data

• selection of the features using F-test or mutual information

Scaling For the scaling step, standardization was used as baseline and compared
that are more conservative of features singularity (for example if the precise value
of the features conveys information):

- Min-max scaling: minimum value is subtracted before dividing by the differ-
ence between the maximal and minimal values. All features are then between
0 and 1 but have their own means and standard deviation.

- Max-abs scaling: it rescales the data so that their maximum absolute value
is 1. For positive features, it will lead to a stronger difference of mean and
standard deviation than Min-max scaling5.

Those two approaches then tends to preserve more information about the mean
and standard deviation of the features. The choice of the right scaling method
strongly depends on both the data and the models, it is then often hard to predict
the impact on the final results.

5For features with negatives values, each feature is then comprised between -1 and 1, and have
its own mean and standard deviation, but its sign is conserved.
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PCA The results obtained with the base data were then compared with results
obtained on the data transformed by PCA. Concerning the along-tract sampled
data, previous work has shown a reduced performance when using PCA to reduce
the number of studied segments [47], while using PCA on data sampled along a
given tract to reduce the number of metrics considered yield interpretable results
[71, 72]. It was then chosen to apply the PCA independently for each tract to find
components expressed by the DTI.

The procedure was the same with the white-matter parcellation, except it was
applied for each region instead of each tract, and it was compared with applying
the PCA on corresponding grey and white matter regions of both right and left
hemispheres together. In both cases, only 2 components were kept.

Age influence As there were a significant difference (p-value < 0.05 to an
ANOVA test) between the mean age of the patients in each class (“healthy”<“com-
pensated”<“vertigo”), several results were compared:

• using the raw data

• including the age as a new feature in the data in the hope it would be selected
in place of variables that depends more on the age than on the vertigo, so
that only features that are poorly (on their own) related to the age would be
selected

• using linear regression to remove the linear link that exists between the age
and the microstructural metric

A drawback of the second approach is that it would also bias the performances
of the model: if we add the age to the parameters and the age is predictive of
the patients condition, then the performances should increase if the age was se-
lected and there were no links between the age and the microstructure and the
age. But if the age is selected and there is no increase in performances, it means
it has replaced features that were only selected for their link with age6. And if
the age is not selected, it does not mean there is no relation with the age, but
rather that it was judged (by the model) as less significant than the link with vertigo.

The first approach was only run with the white-matter parcellation to compare
with the second approach, as the age was not often selected as one of the most
important features using the second approach. For the second approach, a model
that uses the age as one of the most important variable for its prediction was not

6Or at least that the link with the age is more important than the link with vertigo.
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considered as a viable model for vertigo prediction, but still studied for its ability
to extract age dependencies in the data. This is the reason for the use of the third
method, to see if applying a correction for the age lead to significantly different
results for the previously selected models, and if the model selecting the age as a
core variable would be able to compensate for its absence by selecting other variables.

This last method is not ideal as the evolution of microstructure with age is not
linear, as suggested by some paper it is more probable to be a quadratic relationship
[73, 74], but Kochunov et al. showed a linear relationship could still capture most
of the link above 30 years [74] (which is inferior to most of the patients’ age here),
and using a polynomial regression would increase the risk of a misestimation of
the metrics evolution with age, especially knowing that the exact relation seems
to differ from men to women [73]. But a simple linear regression would still be
impaired by the much higher number of older patients than younger ones, and the
correction would be good for older patients but not for young ones.

Moreover, microstructure evolution with age varies with brain regions and sex
[73, 75]. We then used a weighted linear regression for each region: by dividing
patients in 10 groups of similar ages and weighting the contribution of each patient
to the linear regression by the inverse of the number of patient in the same age
group7.

Model evaluation Models performances were assessed with several metrics of
interest. Apart from accuracy, precision and recall, were used:

• balanced accuracy: the mean of accuracy for each class, so that each class
weight for 50% in the score in a binary classification scheme, or 33% if there
are 3 classes

• top 2 accuracy: it counts not only the number of correct predictions, but also
the number of incorrect ones for which the correct prediction was the second
choice of the model. It was adjusted for class imbalance by taking the same
weighted average used in scikit-learn models implementation

• “corrected” top 2 accuracy: an alternative implementation of the top 2
accuracy based on scikit-learn’s version. The difference is that we only count
the second choice as valid if its associated probability is closer to the one of
the first choice than the third choice (ie the model hesitate between the two
first choices but is sure of what the patient is not: the third choice), and if

7The weights were normalized by the mean of the weights, to ensure the mean would be equal
to 1.
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the probability associated to the third choice is below 20% (ie the model is
at least sure at 80% that the patient does not belong to the class of its third
choice). It was adjusted for class imbalance by taking the same weighted
average used in scikit-learn models implementation

• the “unclassable” patients were defined as the patient for which all model’s
predicted probabilities were above 30%, so that the maximum gap between
the predicted probability for 2 classes in a 3 classes classification scheme is
10% (30%, 30% and 40% for instance). It was adjusted for class imbalance by
taking the same weighted average used in scikit-learn models implementation

To gain time in the cross-validation process, after the first inner loop, models
with mean performances across all inner loops lower than what is expected by a
random model were discarded (with 3 classes, accuracy of 33%, same value for the
balanced accuracy). After each inner loop, the model was tested on the test-set
data of the outer loop to estimate generalization abilities of the model. If mean
scores on the test set were significantly lower than mean scores of the inner loop,
the model was considered to overfit, and consequently discarded.

Features’ impact on the models’ predictions was estimated with the permutation
framework presented earlier in 2.5.3, and the computed feature importances were
averaged across the cross-validations. Similarly, the permutation test score was
used with a 2-repeats-5-folds cross-validation with 399 permutations 8 and a model
was considered reliable if the cross-validated p-value obtained by the test was lower
than 0.05.

Figure 3.6: Caption

Ensemble models Base scikit-learn’s implementation of both BaggingClassifier
and RandomForest does not entirely take class imbalance into account: for each
sub-model it randomly draws the subjects on which it will train itself. But when
randomly drawing subjects with the same weights, it can happen there are no
“healthy” patients in the drawn samples, and even when it does not the class
imbalance will be drastically increased and have a stronger impact on model’s
performances evaluation than the sub-models that had drawn (by chance, it will
rarely happen) more “healthy” subjects than there are in the initial data.

8for a total of 3990 permutations and a minimum p-value of 0.0025 for each cross-validation
fold
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Those base ensemble models were then compared with another implementation,
where the sampling function of scikit-learn was modified to either maintain the
class ratios in the sampled subjects, or to reduce it.
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Chapter 4

Results

4.1 Age influence
Difference of age between patients groups was studied with a False Discovery

Rate (FDR) corrected t-test that revealed significant age differences between pa-
tients with normal and abnormal results to the following vestibular tests: bilateral
cVEMP tests and left oVEMP test with after correction, and between the left
caloric VNG, and the right oVEMP test.

An ANOVA test revealed the 3 classes “healthy/compensated/vertigo” were
nearly significantly different (p-value of 0.053). The difference between the 3 classes
is displayed figure 4.1. We can see that Vertigo and Compensated patients are on
average older than Healthy ones, and the difference is stronger for Vertigo patients.

Figure 4.1: Age differences between patients

Correction of the microstructural metrics using linear regression with the par-
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cellation data was quite incoherent with age evolution of FA that can be found
in the literature: there were an increase of FA with age in many regions, while
most brain structures are known to have reduced FA with age in healthy subjects
[76]. This would suggest there may be an increase in FA with vertigo (as healthy
patients were younger) that was sufficient to noise the estimation of age dependence.

The same was observed using the tract-based data for the linear regression.
However, regions with incoherent age evolution were also regions with poorer
correlation with age. This could explain why evolution with age in those regions
was miscomputed.

However,

4.2 Elikopy statistical analysis
The results of statistical analysis using Elikopy led to no significant p-values

after correction so that the results presented here are only related to regions that
have low p-values before correction. For sake of brevity, only 3 sections of different
anatomical orientations are presented here, but more complete images can be
found on the Github. Significant regions of the FA skeleton were filled (using
tbss_fill script of FSL) to make the presentation easy (skeleton appears clearer
than surrounding white matter).

As Elikopy uses the FSL randomise analysis, which relies on bootstrapping, the
selected regions should be the ones that do not variates much with age or that is
more influenced by vertigo than age. For instance, if Vertigo patients have lower
FA, even younger ones, the difference with other patients will be even stronger
with older vertigo patients. On the contrary, if the age have a stronger impact
than Vertigo the younger patients would typically have higher FA than Healthy or
Compensating patients and the difference of FA would only be significant for older
patients and the regions are less likely to be selected.

Healthy vs Vertigo The regions near the selected regions were coherent with
previously reported regions related to the vestibular system:

• Posterior Insula (left)

• Occipital lobe

• Inferior Parietal lobe (mostly right)

53



• Prefrontal cortex (mostly right)

• Brainstem (mostly right)

• higher cerebellum

However, those regions were quite small as can be seen on figure 4.2, so that
the only large region that is selected is the right brainstem. Nearly all regions were
selected because FA of Vertigo patients was lower than Healthy patients, which is
opposite to the natural evolution with age and could explain regions were quite
limited.

Figure 4.2: Healthy - Vertigo FA analysis. Blue regions means FA is lower for Vertigo
patients than Healthy ones, Red means FA is higher for Vertigo patients than Healthy
ones.

Healthy vs Compensated There were selected regions similar to the ones
discriminating the Healthy and Vertigo patients (brainstem and), but other regions
were selected too: temporal (apparently along the MdLF and ILF, mostly in the
right hemisphere), occipital (mostly in the right hemisphere) and frontal (near the
prefrontal cortex, mostly in the left hemisphere).
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Figure 4.3: Healthy - Compensated FA analysis. Blue regions means FA is lower for
Compensating patients than Healthy ones, Red means FA is higher for Compensating
patients than Healthy ones.

Compensated vs Vertigo As expected from the comparison Healthy/Compensated,
frontal regions were found as cores of differences between the compensating and
non-compensating patients. However, frontal regions were significant in both hemi-
spheres for the Healthy/Compensated comparison and in the right hemisphere for
the Healthy/Vertigo comparison. Therefore, the fact the left hemisphere is selected
in this case seems coherent.

Figure 4.4: Compensated - Vertigo FA analysis. Right hemisphere on the top, left on the
bottom. Blue regions means FA is lower for Compensating patients than Healthy ones,
Red means FA is higher for Compensating patients than Healthy ones.

A point of concern with those results is the age difference between Compensating
and Vertigo patients, as FA is lower in older adults and selected regions are found
with higher FA for Vertigo patients (who are younger). The results can then be
linked to compensation, or only to age. But as those regions were also selected as
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having lower FA than Healthy patients, the latter case is less likely as Compensating
and Healthy patients have similar ages.

4.3 Machine learning analysis
This section will expose the main results obtained from machine learning analysis,

starting from basic analysis of the interactions between the features and estimat-
ing the importance of each vestibular test in the “healthy/compensated/vertigo”
classification.

For brevity’s sake, “ElasticNet” will designate the logistic regression classifica-
tion model with ElasticNet penalty. The vestibular tests were simplified to “normal”
and “abnormal” to ease classification when predicting the results to those tests.

SVM model trained on the vestibular tests had balanced accuracy between 49
and 70%. Some models designated the left caloric VNG test as the most reliable
parameter for the prediction followed by the VEMPs and other VNG tests, the
age, and finally the VHIT test that were always left as unimportant, while other
models took the VHIT into account in place of the age, VEMPs or VNG tests but
the left caloric VNG was always in the top important features.

A last note before going into details for the different datasets is that RDF never
led to satisfying results. The performances were actually most of the time worse
than a random model, even with its updated implementation to maintain class
ratios. It could be hypothesized that the high cardinality of data is responsible for
it, but this is probably not the only reason. Indeed, random performances were
obtained with Bagging too, which means that predictions strongly varies between
the sub-models, and taking their average leads to random predictions. That would
sustain the fact there are different patterns of differences between patients and that
another classification of the patients could be studied to group Vertigo patients
with similar symptoms together, for example.

Similarly, no SGL model survived cross-validation, either because the correction
for class imbalance was not properly implemented1, or because there are no sufficient
bundle-wise differences between classes: no bundles shows a significant difference
between classes across all of its segments and the “best” models use only Lasso
penalty and no Ridge penalty.

1SGL had never a balanced accuracy above 33% without the correction, and get untill 38%
with it
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4.3.1 White-matter parcellation
In this part, we will summarize the main results obtained with the data sampled

from the white-matter parcellation, starting from the best results that were obtained
with the entire data (white-matter, grey-matter, subcortical grey-matter and
cerebellum regions).

Entire data As can be seen on figure 4.5, values sampled with the white-matter
parcellation were strongly correlated together, but applying the PCA allowed to
decorrelate the data on top of reducing its dimensions. Obviously, the PCA will
inherently decorrelate features as it projects data onto the directions of maximum
covariance, but here PCA was not applied on the whole data. It was applied
region by region, by grouping analog cortical and white-matter regions of both
hemispheres together. It is then normal that features decorrelate within the same
group, but it is interesting to see that the correlation between principal components
of different groups is much smaller than between the initial features.

Figure 4.5: Correlation maps for the parcellation dataset, for the original data (left)
and after PCA (right). Columns and ligns follow the same order: CC stands for corpus
callosum, Cb for cerebellum, CTX for cortex, WM for white matter, subCTX for
subcortical grey matter and Test for the vestibular tests.

Even if those components quite varies from one group to another - not only from
subcortical regions to white-matter but also from one lobe to another - there are
always several groups with similar components (for example equivalent contribution
of FA and all diffusion metrics for the first component in some regions, or equivalent
contribution of all diffusion metrics and a negative contribution of FA for other
regions), but the correlation between their components is still poor. This means
that even if one metric in one region is correlated with the same metric in other
regions, the variations of the four metrics as a whole is specific to each region.
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Figure 4.6: Models performances on the parcellation data. WA means the age correction
was used.

Figure 4.6 show the performances of the models for several metrics. We can
see only SVM models survived the cross-validation with a positive result to the
permutation-test, especially when PCA was used. SVM tends to have much higher
accuracy than balanced accuracy, meaning Vertigo patients are well classified (it
is the overrepresented class), while Compensated and Healthy patients are less.
As the balanced accuracy remains quite low (below 55%), it then means that in
some folds of the cross-validation, no Healthy and/or Compensated patients were
correctly classified.

White-matter and grey-matter If we remove the cerebellum and subcortical
regions, the models select more or less the same regions, but the performances
are reduced: fewer models survive cross-validation and the models that does not
reach the maximum performance obtained with the entire data. This confirms that
cerebellum and subcortical regions contains unique information that is relevant for
vertigo identification, and that most models that were selected before are not able
to compensate for this loss of information with other variables.

White-matter only Here instead of keeping only white-matter and cortical
grey-matter, the only regions that were used were the white-matter ones. Similarly
as in the previous paragraph: performances were reduced, but this was emphasized
for PCA as here the performances using PCA were inferior to the performances
using the microstructural metrics.

With this dataset, PCA could obviously not be applied the way explained in
the Methods section as the grey-matter was not used any more. It was then applied
with the white-matter only, and the components were different from before, which
could explain the reduced performances of models.
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PCA The PCA components quite varied across regions: they were similar in
subcortical and deep white-matter regions (such as the corpus callosum and the
brainstem), but different in cerebellum regions, and again different in the cortical
regions and their corresponding white-matter regions. The main observations for
the first component are

• deep white-matter2: strong and equivalent contribution of AD, MD, RD and
smaller (half to third) and negative contribution of FA. The exceptions were
the central corpus callosum for which the FA contribution was positive, and
the mid-posterior and posterior corpus callosum for which it had nearly the
same absolute contribution as MD and RD, and the contribution of AD was
lower.

• subcortical grey-matter regions: strong and equivalent contribution of AD,
MD, RD and smaller (third to sixth) and negative contribution of FA. The
only exception were the Amygdala for which the FA contribution was positive,
and the pallidum for which it was half the contribution of AD, MD or RD.

• cerebellum: strong and equivalent contribution of AD, MD, RD and smaller
(half to fourth) contribution of FA.

• cortical and white-matter: strong and equivalent contribution of AD, MD,
RD and smaller though similar (more than half) and negative contribution of
FA.

Concerning the second component, the main conclusions are:

• deep white-matter: strong contribution of FA, and a lower (half) contribution
of either AD (positive) or RD (negative).

• subcortical regions: strong contribution of FA, lower (fourth) contribution of
AD, low and negative contribution of RD or no contribution of it.

• cerebellum: strong contribution of FA, lower (fourth) and negative contribu-
tion of AD and RD.

• cortical and white-matter: strong contribution of FA and AD (half FA’s),
lower (fourth) contribution of MD and RD.

When correcting for the age, most principal components were similar for deep
white-matter, subcortical regions and cerebellum, with a slightly decreased FA
contribution (as FA is increased for aged patients after the correction) and increased

2corpus callosum, optic chiasm, brainstem and unsegmented white-matter

59



diffusion contribution (it is decreased for aged patients after the correction). This
interpretation is however less pertinent for the cerebellum where the FA contri-
bution is positive, but it may be due to cerebellum segmentation that was used:
white matter of cerebellum’s gyri was taken as belonging to the lobe instead of
being separated into cortical grey-matter and subcortical white-matter. This would
obviously increase the FA measured and could explain the difference of principal
components with the other regions.

For cortical regions and their associated white-matter, there were a strong
difference with the correction for most regions. It led to principal components with
lower loadings for the first components and higher for the second components: the
loadings were typically 90% and 9% before correction, while 70% and 29% after
the correction.

The second component of most regions were similar after the correction: strong
contribution of FA, lower (third to fifth) contribution of AD (positive) and RD
(negative). Concerning the first component, the absolute contribution of FA was
lower in most regions (barely or not contributing), and opposite in some regions
(from a negative contribution to a positive one), or even gets from a negative to a
positive one. This component is then much harder to interpret, as it varies more
between regions.

From those observations, we could hypothesize that the first component is
mainly indicative of the isotropic diffusion (high diffusion, low FA) while the
first one would be more indicative of white-matter integrity (high FA and AD,
low RD)[77] for most regions. This hypothesis is much more relevant after age
correction.

Graphical summary Figure 4.7 depicts the regions selected by the models.
More detailed images can be found on Github3. Many regions are selected, but left
parietal is more strongly selected for the first component of PCA, along with the
white matter underlying the primary and supplementary motor cortex and cingular
cortex (bilateraly). Regions selected for the second component were right temporal
and frontal regions, and left medialorbitofrontal.

3https://github.com/Dany546/TFE_vertigo.git
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Figure 4.7: Selected regions of Freesurfer’s parcellation shown on one patient’s anatomy.
The colour map scale was arbitrarily chosen for visualization purposes, averaging the
feature importances across models. Brighter colours mean a greater impact on models’
performances.

However, the fact the results are lateralized must be mitigated by the correlation
between left and right hemisphere homologous. The regions selected with the age
correction or without PCA were the same.

Models trained to predict the results of patients to the vestibular tests were
less efficient (no more than 60% of balanced accuracy for binary classification)
and much fewer models survived cross-validation. However, the models that pass
cross-validation selected similar regions than the ones selected in the Healthy-
Vertigo-Compensated classification. More precisely, VHIT test were related to
brainstem, corpus callosum and motor cortex, while VEMP tests were more related
to frontal regions, motor cortex, and parietal cortex.

4.3.2 Tract-based analysis
Here, the results were obtained from with different methods: either with the

original tract-based dataset (with or without age correction), or with the same
data transformed by PCA. As explained in the Methods (??), there were several
ways of applying PCA: on each bundle independently or using segments of both
hemispheres as samples for the PCA.

Results obtained with probabilistic tractograms were compared with results
obtained with deterministic tractograms. As deterministic tracking did not allow
finding biomarkers for vertigo (no models getting through the cross-validation),
only the results obtained with probabilistic tracking will be detailed.
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The first observations that can be drawn from these datasets are related to
the correlations between features. As pictured on figure 4.8, features are much
less correlated compared to the parcellation data. The features that are correlated
together are from the same bundle but from different segments when there are
only slight evolution of the microstructure along the bundle, or metrics sampled
from segments of similar locations (for example crossings of the CC, CST and
thalamo-sensorimotor bundles).

Figure 4.8: Correlation maps for the tract-based dataset, for the original data (left) and
after PCA (right). Ligns and columns are organized in alphabetical order: AF, ATR, etc
...

As we can see on figure 4.9, models have higher performances than what was
obtained with the parcellation dataset, especially when correcting for the age.
There were much more models that pass the performance permutation-test, and
less overfitting.

Figure 4.9: Models performances on the tract-based data, on the test sets. Accuracy
(left) and balanced accuracy (right). WA means the age correction was used.

Performances were lower with PCA on SVM, but had a positive impact on
ElasticNet’s performances as no models survived cross validation without it.
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PCA on original data In contrast to the parcellation data, PCA applied along
bundles yield to similar results for all bundles. For most of them, the 2 main
components (≃99% of cumulated explained variance ratio) were the following:
1st component : it had an equivalent contribution of AD, MD and RD, and smaller

(third to 2/3) contribution of FA

2nd component : it had a strong contribution of FA, a smaller (half) and negative
contribution of RD, and a smaller (third) to no contribution of
AD and MD

The first component could be interpreted as indicative of the isotropic diffusion,
with a FA contribution because of the small correlation of FA with AD, MD and
RD in white matter. On the other hand, the second component could be indicative
of white matter integrity because it increases with FA, AD and MD but decreases
with RD[77].

However, there were some exceptions: the first component had a negative
contribution of FA for the CST, and thalamic projections with the superiorparietal
and inferiorparietal gyri. This remains coherent with the previous interpretation
for the first component as related to isotropic diffusion, except here there is an
increased difference between patients in segments where the FA is low, as near the
cortex.

PCA on data corrected by age As for the parcellation data, the components
after correction by age were similar for most bundles, with slightly increased con-
tributions of AD, MD and RD and a slightly lower contribution of FA.

The performances were better than the ones obtained without the correction: a
higher balanced accuracy and lower accuracy (less favouritism of one class), but
also a higher top-2-accuracy (the right class is less often taken as the last choice).

PCA applied unilaterally When the PCA was applied on each bundle sepa-
rately, instead of both right and left hemisphere simultaneously, there were obviously
small differences between right and left components contribution and loadings.
However, these small differences were sufficient to reduce the performances of the
models, so that no models were selected as reliable.

Graphical summary Figure 4.10 depicts the regions selected by the models.
More detailed images can be found on Github4. Many regions are selected, but left

4https://github.com/Dany546/TFE_vertigo.git
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parietal is more strongly selected for the first component of PCA, along with the
white matter underlying the primary and supplementary motor cortex (bilateraly).
Regions selected for the second component were right temporal and frontal regions,
and left medialorbitofrontal.

Figure 4.10: Selected segments shown on one patient’s anatomy. The colour map scale
was arbitrarily chosen for visualization purposes, averaging the feature importances across
models. Brighter colours mean a greater impact on models’ performances.

However, the fact the results are lateralized must be mitigated by the correlation
between left and right hemisphere homologous.
Interestingly, more regions are fond when identifying those that have a negative
impact on the predictions when the importance of these features is miscomputed
by the model. Occipital, parietal, temporal and frontal region are more strongly
selected, especially in the right hemisphere for occipital and inferior-temporal areas
for the first component of PCA, and right parietal and superior-frontal and left
temporal regions for the second component.

Models trained to predict the results of patients to the vestibular tests showed
similar performances and results than with the parcellation, but selected fewer
regions: VHIT test were related to brainstem, corpus callosum and motor cortex,
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while VEMP tests were only related with segments of the AF and SLF in the
opercular regions, near the posterior insula (see figure 4.11).

Figure 4.11: Selected segments shown on one patient’s anatomy for right oVEMP test:
right hemisphere sagittal section (A), frontal section (B). The colour map scale was
arbitrarily chosen for visualization purposes, averaging the feature importances across
models. Brighter colours mean a greater impact on models’ performances.

It was shown on figure 4.10 that the right brainstem was relevant for prediction
of vertigo. To dig a bit further, a T-test (without correction) was performed on
the data sampled along the right CST, and revealed the second component of PCA
(pc1) in the first segments of this bundle had a significant link with the results
to the VHIT test. In these segments, the results to the VHIT test were worse for
patients with higher pca1. Figure 4.12 shows the evolution of this PCA component
for the three Healthy/Compensated/Vertigo classes.

Figure 4.12: Evolution of the second component of PCA along the right CST, from the
lower brainstem (segment 0) to the motor cortex (segment 19).
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This would mean the results to the VHIT test worsen with a higher FA and
AD, and lower RD in the right brainstem. One hypothesis could be there is a lower
structural complexity, for instance because of a reduced communication within the
right vestibular nuclei and the cerebellum.

4.4 Structural lateralization
Before presenting the results themselves, it is important to first give an insight

on what could be the source of structural lateralization. Indeed, the first impulse
we could have when seeing there is a lateralization is to think there are really more
tracts in one hemisphere than in the other. But the thing is that the lateralization
computed here reflects more the capacity of the tracking algorithm to reconstruct
the tract than the lateralization of the tract itself.

To be more specific, let’s think about an example: if there is a microstructural
pattern that would impair tracking efficiency (like low FA and diffusion) in a local
region of the brain, as the internal capsule, and that this pattern is present in the
left hemisphere only, it could impact the lateralization of several bundles (the CST
and thalamic projections with the sensorimotor cortex for example, as both are
intertwined). But in reality there could be either lateralization of both bundles,
lateralization of one of the 2, or no lateralization at all depending on the source
of the microstructural difference between left and right hemispheres (for instance,
lateralization of another bundle which cross their trajectory).

It could also be the result of the lateralization of a non-identified bundle: if
a bundle that is not segmented is lateralized, it could locally noise the sampled
microstructure along the bundle it crosses. So that only local microstructure
differences between left and right would be identified along the segmented bundles.

On the other hand, if there really is a lateralization of a given bundle, we could
think it would result in an observed microstructural difference between left and
right hemispheres along the main part of the bundle. But local differences could
still be a sign of lateralization if there is lateralized microstructural differences
along bundles that crosses the one of interest such that those differences along the
other bundles compensate the differences along the bundle of interest.

Figure 4.13 shows the results for structural lateralization index. Results obtained
with deterministic tracking were more accentuated than with probabilistic tracking,
and there were more missing data, making deterministic tracking results less reliable
for most tracts. Another source of differences is the link between the lateralization
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and the tracking algorithm itself: deterministic tracking tend to favour some
trajectories against others (typically simple and short ones are preferred to long and
complex) so that if a microstructural mismatch exists between the left and right
hemisphere, it will have a stronger impact on favoured trajectories and lateralization
indexes are poorly correlated together.

Figure 4.13: Lateralisation index for all segmented tracts obtained with deterministic
tracking (top) and probabilistic tracking (bottom).

On the other hand, probabilistic tracking, when facing the same event, will
distribute the impact over all possible tracts as it does not favour simple trajectories
as much as deterministic tracking, and the lateralization indexes are more corre-
lated together than with deterministic tracking (especially for thalamic projections).

It will then be needed to compare deterministic and probabilistic results with
microstructural and lateralization analysis. This is crucial to be able to put the
results into the right context and not to come up with misleading interpretation,
but also to understand possible contradicting results.

Probabilistic tracking Neither Mann–Whitney U test nor T-test yield to
significant result for vertigo (p-value < 0.05) once FDR correction applied. However,
the IFOF was the only one with a significant p-value for vertigo before the correction.
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The only test that passed FDR correction was concerning the thalamic projections
with the broca’s area: it is significantly correlated with right cVEMP.

Deterministic tracking Here the Optic Radiation (OR) was significantly (p-
value < 0.05) more lateralized to the right in healthy patients than in patients with
(compensated-)vertigo

Machine learning When using models to predict the results of vestibular tests
based on the structural lateralization, the performances remains quite modest, as
pictured on figure ??. Both accuracy and balanced accuracy stick around 45%,
while top 2 accuracy reach 95%. This is revealing of the fact the models are often
confronted to a subject for which it is not clear to which class it belongs, and the
model makes the wrong prediction even if the right one was its second choice. The
models are then quite sure of the class the patients do not belong to, even if it does
not have good performances for prediction of the right class itself.

If we look at the features that are selected by the models, the most often selected
features were posterior and sensorimotor thalamic projections with probabilistic
tracking (ATR and thalamo-broca, thalamo-sm, thalamo-superior/inferior parietal).
For deterministic tracking, the optic radiations SLFII and SLFIII were the most
significant.

4.5 Results summary and interpretation
Elikopy’s analysis As Compensated patients are on average older than Healthy
ones and FA is known to decrease with age in most brain areas [76], it is possible
that the age (and not the vertigo) is responsible for the decrease in FA between
Compensated and Healthy patients in some of the regions highlighted in the com-
parison Healthy/Compensated. The same would apply for the Healthy/Vertigo
comparison.

However, Vertigo and Compensated patients have a slighter difference of age,
and if there were an impact of this difference, it would be an increase of FA with
compensation. But their comparison showed the opposite5: a suspicious decrease
of FA in Compensated patients in the right medial prefrontal cortex and left insula.

5these results can then be noised by the age difference but not due to it
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This would also explain why there were not many significant regions in the
Healthy/Vertigo comparison: if Vertigo patients have a higher FA than Healthy
ones, which is opposite to the natural decrease with age, the “old-vertigo” patients
would have similar or lower FA than “young-healthy” ones, while “young-Vertigo”
patients have a higher FA. The resulting effect being that those regions shows no
significant differences and only differences that would be found are those positively
(or not at all) correlated with the age.

It would then be legitimate to wonder if (at least) some Vertigo patients would
have an increase in FA due to vertigo. Indeed, another explanation for the few
regions in the Healthy/Vertigo comparison would be that all Vertigo patients does
not have the same biomarkers and are too different from each other than to be
considered as one group from a “brain microstructure” point of view.

Some selected regions (brainstem, left Parietal-Insular Vestibular Cortex (PIVC),
broca’s area and medial-frontal) similarly showed a lower FA in Vertigo and Com-
pensated, so that the differences measured in these regions could be linked to
Vertigo.

A decrease in FA with compensation could be explained by an increased mi-
crostructural complexity connections with more scattered regions because of an
increased information integration for instance, similarly to the structural reorga-
nization that occurs with age [78], but less in the insula where the correlation
between FA and complexity is lower [76]. There could also be a decrease in FA due
to a lower white-matter integrity (reduced number of connections or demyelination
for example), which would increase the efficiency of short connections, and may
decrease it for long-range connections [77].

Structural lateralization An interesting thing to note is that none of the
variables passing the corrected statistical tests lead to more significant p-values
when using the absolute lateralization rather than the lateralization itself. This
could indicate that, as can be hypothesized from figure 4.13, the difference of mean
lateralization between classes is not due to a systematic and similar lateralization
difference of all Vertigo patients from Healthy ones, but to the fact there is an
important difference between some of the Vertigo patients compared to the mean
of Healthy patients.

This observation first ensure there were no significant impact of the handedness
of patients (as few were left-handed or ambidextrous). This is also another evidence
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that the differences between Vertigo and Healthy patients is complex and varies from
one patient to another, i.e. there could be several subgroups of Vertigo patients with
similar microstructural differences with the Healthy and Compensated patients.

Machine Learning The regions selected were coherent with the ones identified
by TBSS, instead cerebellum regions were only selected by unreliable models, which
may be due to the noise brought by the age differences. Similarly, Freesurfer
parcellation often highlighted cerebellum and subcortical grey matter regions (hip-
pocampus, amygdala, nucleus accumbens, pallidum), but only when models were
identified as unreliable by the permutation-test procedure.

Still, machine learning analysis selected regions near parietal and insular cortex
(mostly in the right hemisphere) as well as frontal regions (mostly in the left
hemisphere). As there is a natural left lateralization of this Broca’s because of
language lateralization, there is a risk the results are due to this lateralization, and
that in reality the differences are present bilaterally. Indeed, this natural structural
lateralization could lead to greater the differences in the left hemisphere compared
to the right.

However, the structural lateralization of these frontal regions showed an in-
creased right-lateralization (or lower left-lateralization) in Vertigo patients, which
could explain the selection of these regions: a greater white matter complexity (for
example) in the left frontal lobe than in the right could lead to such a lateralization.
This could translate in higher diffusion metrics and lower FA around Broca’s area,
which was observed in the TBSS’s Healthy/Vertigo comparison.

Finally, the metrics measuring hesitation of the models showed a greater hesi-
tation between Healthy and Compensated patients (up to 45%), followed by the
hesitation between Compensated and Vertigo patients (up to 35%), the last being
hesitation between Healthy and Vertigo (up to 20%). This further shows the models
have
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Chapter 5

Discussion and future perspectives

With this dataset, it was shown that no results were significant when a correc-
tion was applied on the p-values produced by the statistical test. This depicts the
fact the differences between patients are small when studying one feature at a time,
but also implies a high rate of false positives. Especially when considering the
difference of age between the classes, it is then probable that some of the present
findings are not biomarkers of Vertigo in general, but only in this particular dataset.
However, it still allows pointing out regions of interest and hypothesis for future
investigations that could verify the validity of those results.

Another thing that would impair the ability to generalize the results is the fact
all patients are deaf. It would indeed be better to be able to compare with Healthy
patients without hearing impairment, and (compensated-)Vertigo -again without
hearing impairment - to be able to disentangle the impact of deaf on microstructure
evolution with age and vertigo.

As the regions selected using machine-learning algorithm and TBSS statistical
analysis were consistent with each other, but the differences between classes remains
small, it could be interesting to compare this results with analysis of the functional
MRI data, including connectomes-based approches.

5.1 Tractography
FOD The random threshold used to prune the before tracking was chosen to
reduce the possibility to favour one bundle to the others, especially as it was not
possible to include these parameters in the cross-validation process. But other
ways of choosing this parameter could lead to better results, and the impact of this
choice on the models’ performances and predictions could be studied.
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White matter response The functions of Dipy’s library were used to generate
the from the preprocessed dMRI. However, it is suggested in Mrtrix’s documentation
to upsample dMRI images to improve the white-matter response estimation and
ODF computation [79].

5.2 Tract segmentation and Tractometry
AFQ was designed to segment tracts obtained with deterministic tracking, and

the probability maps used are defined by such tracts, so that it’s not as appropriate
for probabilistic tracts than it is for deterministic ones. It was indeed more difficult
to obtain more than a few tracts for most of the bundles with probabilistic tracking.

Segments Another point that could be discussed is the segments production
procedure: with predefined number of segments to tend towards the wanted length.
First, this length (4mm) could be discussed, as it was chosen to have segments
thicker than a voxel dimension and with enough points in each streamline segments
(1 point each 0.5mm), but thinner segments could be used as in the base methodol-
ogy of AFQ and BUAN.

Moreover, once used on all patients, the imposed number of segments led to
segments with thickness between 3.5 and 7 mm, indicating the anatomy of patients
could strongly variate as the shape of the bundles. But this could bring noise in the
measurements, by having segments that are not placed around the same cortical
areas from one patient to the other (because one patient has a large frontal lobe
compared to another, for example).

It could then be interesting to compare the results with an alternative method,
where the centroids of the segments would be defined in a standard space (like an
average brain) using streamline-based linear registration, so that segments would
have comparable anatomical placement in all patients by adapting the length of
the segments to the patients’ anatomy.

Cleaning In the process of bundle segmentation, it was chosen to add another
round of cleaning for tracts obtained in probabilistic tracking to reduce the impact
of spurious fibres on further analysis. Indeed, it was expected such fibres that are
misaligned with the mean tract could noise microstructure sampling and subdivision
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of the bundle into segments. The second round of cleaning than had the purpose
of limiting such phenomenon, but it should be needed to verify if there really is an
impact of spurious fibres on the results and if improvements should be done for
this step.

Bundles Here, some main white matter bundles were used, as the one segmented
by default in AFQ, and some thalamic projections were added. However, it would be
needed to take other bundles into account, that could have a link with the vestibular
system. An exhaustive analysis would then include the cingulum, connections
between the insula or limbic cortex and other regions, connections of the striatum
with cortical areas and thalamus, or spinal tract connecting with the insula for
instance.

Diffusion metrics sampling Diffusion metrics were sampled directly on the
DTI images of the patients using trilinear interpolation. The images then had the
same resolution as the dMRI. It could then be better to upsample the metrics
images so that they have a higher resolution. The trilinear interpolation would
be more accurate and less susceptible to noisy voxels as the upsampling would be
done with an interpolation method that will smooth the data.

Microstructure metrics DTI model was used here, but it could be misleading
when interpreting the results as this model is sensitive to several noise sources
(myelinization or fibre orientation, for instance, could both influence the diffusion
and FA metrics). It could also be interesting to compare the results with the ones
obtained by adding NODDI measures to the diffusion metrics.

5.3 Machine Learning
Missing values When dealing with tractography data, there were a lot of fea-
tures where some values were missing. In most cases, this was because a whole
bundle was not reconstructed during tractography for one or a few patients and
was then missing for those patients.

As explained in the Methods, these cases were dealt with by removing from the
dataset all features that were missing in at least half of the patients of one class ,
and replacing other missing data by 0.

But it may be better to replace missing values by the mean value of all patients,
or of the patients belonging to the same class. Though this could bias the model
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towards good predictions and overestimate models performances, this may lead to
better results than the used method as microstructure data are not categorical.

Age Here, only the impact of age on the predictions was studied as a third
party-variable because it was the only one with a significative difference of values
between the classes and was expected to either (or both): impair the results by
overwhelming the features’ variation with vertigo because of the evolution with age,
or impair the interpretation by overestimating the models performances because of
the increased difference between patients (in this case we would have a classification
“young-healthy” / “old-compensated-vertigo” / “old-uncompensated-vertigo” rather
than “healthy” / “compensated-vertigo” / “uncompensated-vertigo”).

But a more extensive study of the impact of other third party variables - such
as sex, handedness, white-matter volume or age of onset of the symptoms - could
be interesting. Indeed, there are other factors that can affect brain microstructure
as well as its evolution with age, as shown on figure 5.1 [80].

Figure 5.1: Impact of diverse risk factors on the microstructure of important bundles,
and on its evolution with age [80].

74



Another thought about the method used here to correct for the age is that some
biomarkers for vertigo could be correlated with age in this dataset, so that correcting
for the age would also correct the main linear differences related to vertigo because
of the age differences between Healthy and Vertigo patients. For example, if the FA
is higher in Vertigo patients than in Healthy ones, the correction would decrease the
FA of Vertigo patients instead of increasing it to correct for the natural decrease with
age. It results that parameters correlated with the age in this dataset would be less
often selected and have lower impact on models predictions (as differences between
the classes is smaller) than biomarkers that are not strongly correlated with the age.

PCA In this work, PCA was applied on all DTI microstructural metrics to benefit
from its capacity of dimensionality reduction of data with multi-colinear features.
However, it is known PCA can be biased if many features are strongly correlated
together, as AD, MD and RD in this case. This is why it could be interesting
to compare the results with Sparse PCA1 and with the method described in [71]
(removing some of the variables that are strongly correlated).

It could also increase models performances to apply PCA on each segment sepa-
rately, instead of applying it simultaneously on all segments from the same bundle.
But this would also decrease interpretability of the results, as the components
would vary from one segment to the other.

Results interpretation The used methods here only give the possibility to
identify features that are biomarkers for vertigo on their own, or features that
are often selected together (with a lower individual importance) because of the
interplay between them2. But it does not provide the real piece of information
the model found in each feature (does it discriminate all three classes, one class
from the two others, or does it allow a better classification for only a subset of
patients?). Moreover, the estimation of feature importance used will necessarily
underestimate a feature importance when this feature was selected mainly for its
interplay with other features.

It would then be interesting to study more deeply the feature importance, and
take features interplay into account, as well as studying the impact of each feature
on the classification of each patient. This could be done using Shapley explanation

1A variant of PCA with an added sparsity constraint that finds better components when data
are organized in subgroups source

2these features bring significantly more information together than the sum of the information
they each bring on their own
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[81], amongst other methods, though it was not used here because it needs the
construction of a matrix NpNfx NpNf , with Np the number of patients and Nf the
number of features, which implies a too great computational cost if used on all
models with all features. However, it could be used to study more deeply the impact
of each selected features on the classification for a chosen model, for instance.

Feature selection Here, machine learning analysis was preceded with a first
feature selection was done to remove the less relevant features (based on an
ANOVA test). This allowed to increase the performances of the models, but also
increased the metrics measuring hesitations between two classes. Moreover, in
many regions the features lead to a decrease of models’ performances when the
feature importance is miscomputed (like the corresponding coefficient in a linear
regression analysis that would be taken as negative instead of positive, for example).

Those two observation implies there may be a possibility to find a better
feature selection procedure, preceding the machine learning analysis. This could be
done using embed feature selections methods, using information about the models’
selected variables when discarding features of low importance.
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Chapter 6

Conclusion

The goal of this thesis was to identify biomarkers for vertigo using machine
learning and tractography analysis brain microstructure, based on dMRI data.

Deterministic tracking algorithm are most often used for tractometry analysis,
and was not able to highlight differences between Healthy and Vertigo patients
(with or without compensation) using machine learning analysis.

Here, we showed probabilistic tracking allowed to find such differences, that
were comparable with other analysis methods such as TBSS, machine-learning
analysis of white matter parcellation, or study of the structural lateralization.
However, tract-based analysis based on probabilistic tracking was more performant
than parcellation-based analysis.

All methods identified regions consistent with previous findings related to the
vestibular system in the literature. Though, the low efficiency and/or reliabil-
ity of most of these results suggest a need to develop further into this subject to
understand why those regions are selected and to which vertigo patterns it is related.

The main limitations that were encountered were linked to the patients’ charac-
teristics. First, there were very few Healthy and Compensated-vertigo patients and
many Vertigo ones. Then, patients had really different ages, which is a difference
that could not be successfully overcome.
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Annexes

6.1 White Matter Query Language
In summary, the following modifications were done on the base definitions of

WMQL:

• the “thalamo-broca” connections were defined as the connections between
the thalamus and the parstriangularis, parsoprecuparis, and the part of the
precentral gyrus that is not higher than the parsopercularis

• the anterior thalamic projections were restrained to the connections between
the thalamus and the fontal lobe for which the endpoints in the frontal lobe
were not higher than the caudal-middle-frontal gyrus, nor posterior to the
parstriangularis nor included in the “thalamo-broca” connections

• the “thalamo-sm” connections were defined as the connections between the
thalamus sensori-motor areas (precentral, paracentral and postcentral gyrus)
that were not included in the “thalamo-broca” connections

• the interhemispheric tracts passing through the anterior corpus callosum were
subdivided in 3 parts: an orbital bundle connecting the broca’s areas of the
2 hemispheres, an anterior callosum bundle connecting the frontal lobes (not
higher than the caudal-middle frontal gyrus and not included in the orbital)
and a superior anterior callosum bundle connecting the rest of the frontal
lobes (the main part of the superiorfrontal gyrus)

• interhemispheric connections between the temporal lobes and insulas going
through the corpus callosum were also defined

• definitions of the corpus callosum parts were refined by ensuring no streamline
was part of two of them, which was necessary after splitting the anterior
callosum bundles and after defining the temporal and insular callosum tracts

• the posterior callosum bundle was refined by removing streamlines with
an endpoint that was not posterior to the ipsilateral thalamus, as some
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streamlines selected with the original definition were half included in the
tapetum

• the original definition for the uncinate fasciculus wrongly selected streamlines
half part of the ILF/MdLF and of the IFOF, and streamlines with endpoints in
the posterior superiorfrontal gyrus. Two modifications were then introduced:
streamlines with endpoints in the superiorfrontal gyrus that were not anterior
to the rostral-midlle frontal gyrus were discarded, streamlines with a part
posterior to the ipsilateral thalamus were discarded

• the arcuate fasciculus was subdivided in its anterior, posterior and long
segments. The anterior segment matched with the definition of the third
segment of the SLF and they were merged together. The posterior segment
matched with the definition of the MdLF, they were merged together too.

• as cerebellum was at most half in the image in all patients, and as there
were no brainstem segmentation available, 2 cerebellum tracts were defined:
one connecting the superior lobes to the brainstem, and one connecting
cerebellum’s white matter to the brainstem

6.2 Cleaning for probabilistic tractogram
As stated in the Methods section 3.3, a second round of cleaning was used for

probabilistic tracking as cleaning using the Mahalanobis distance was judged insuf-
ficient for noisy probabilistic bundles. A noisy UF bundle was then produced using
bad WMQL definitions on purpose, to test several methods using the Mahalanobis
distance and/or the Fiber to Bundle Coherence (FBC) [87]. This noisy bundle and
the result of the first cleaning round (using Mahalanobis distance only) are shown
on figure 6.1. We can see the first round was able to remove the most incoherent
fibres, but did keep other streamlines that should be removed.
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Figure 6.1: Noisy UF before and after the first cleaning.

Figure 6.2 depicts the results of the tested cleaning methods after the first
round of cleaning. The first method (figure 6.2.A) used the FBC only to remove
spurious fibres, using the default kernel proposed in the paper [87]. In this method,
all streamlines belonging to the 5th quantile of RFBC were discarded (removing),
as this metric is higher for aligned fibres and lower for misaligned ones. This was
performed iteratively (5 times) as the results were comparable with using a higher
RFBC threshold but discarding less streamlines in total.
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Figure 6.2: The four cleaning methods tested on the UF. A: FBC only. B: FBC and
Mahalanobis distance used consecutively. C: FBC corrected by Mahalanobis distance. D:
corrected FBC and Mahalanobis distance used consecutively.

The second method (figure 6.2.B) consisted in adding a Mahalanobis distance
cleaning at each iteration of the RFBC cleaning, removing the 1% streamlines
with the greatest mean Mahalanobis distance. We can see there are still some
streamlines with incoherent endpoints in the posterior superior frontal gyrus.

The third method (figure 6.2.C) also used the Mahalanobis distance, but to
weight the RFBC of each streamline rather than directly cleaning. This way, the
RFBC was increased for streamlines near the mean bundle and streamlines with
wrong endpoints were discarded first as their RFBC was decreased. Here the results
are quite satisfying, with no more streamlines discarded than with the second
method.

However, it was possible to further improve these results by combining both
the second and third methods (figure 6.2.D): at each iteration, the bundle is
cleaned using the Mahalanobis distance (discarding x% of the streamlines), then
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the Mahalanobis distance is recomputed on kept streamlines and used to correct the
RFBC (also computed on kept streamlines), and x% of the streamlines are discarded.

The “x” threshold was first chosen as 5 (removing ≃5% at each step), but a
higher proportion of streamlines were removed in bundles with much more fibres
than here (because of the higher difference between the tails of the RFBC distribu-
tion). Moreover, when there were fewer streamlines in the bundle, the threshold
had to be increased or no streamlines would be removed. It was then chosen to use
an adaptive threshold, from 0.0158 (3000 fibres) to 0.05 (300 fibres), and 0.1225
(50 fibres).

To ensure the second round of cleaning did not remove too many streamlines,
cleaning was aborted if more than 75% of the streamlines were discarded. Once the
cleaning provided bundle such as on figure 6.2.D, it was possible to obtain cleaner
results with a last round of RFBC cleaning.

However, each time we remove some spurious streamlines, valid streamlines are
also discarded. It was also judged not necessary to have such a cleaned bundle,
as streamlines on figure 6.2.C would be acceptable in our case, especially that
those results were obtained on purposely noisy data and should be better with
real streamlines. Consequently, only three cleaning iterations were used (instead of
5), and the thresholds were lowered by half (as there are 2 cleaning steps at each
iteration).
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6.3 Supplementary images

6.3.1 Theoretical background

Figure 6.3: Flow chart diagram showing phases A and B of RecoBundles. In Phase A the
streamlines of the two subjects are registered using streamline-based linear registration
(SLR) and in Phase B a segmented bundle from one participant (model) is used as input
to extract a homologous bundle in the other participant. Notice how in Phase B a local
SLR is also executed. This SLR is responsible for matching the bundles.
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Figure 6.4: Structural lateralization. On the left in red, areas that show a significant
left laterality index; on the right in green areas that show a significant right laterality
index; (Wilcoxon signed test, p < 0.05 Bonferroni corrected). Data from 794 right handed
individuals. The color bars represent the range of laterality index. Regions from the
composite atlas are overlapped onto the Conte69 inflated brain in workbench viewer (
Glasser et al 2016 ).[37]
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Figure 6.5: Modularity. Areas in color have been selected as belonging to the multimodal
vestibular cortex. Each color represents a module, that is a cluster of areas highly
connected. Data from 794 right handed individuals. There are 4 modules on the left and 3
on the right, indicating better integration of the vestibular network on the right. Regions
from the composite atlas are overlapped onto the Conte69 inflated brain in workbench
viewer ( Glasser et al 2016 ).[37]
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Figure 6.6: Regions of the vestibular, pre-motor and navigation network are overlapped
onto the Conte69 inflated brain in workbench viewer [21]. Different gradations of colors
represent different modules. Red, vestibular and premotor modules; blue and green,
navigation modules. Hubs are indicated by silver dots.[39]
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