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Abstract

Every day, an increasing amount of source code is produced by students, sci-
entists and companies, both proprietary and open source. To better understand
programming habits and common errors, it is becoming increasingly essential to
have tools capable of automatically analysing this source code. In a previous work,
a pattern mining technique was developed, namely the exploration of ordered fre-
quent subtrees called FREQTALS. However, the use of tree structures has a major
weakness: each pattern found is very detailed, and we have many similar patterns
found. In this thesis, we will explore another exploration technique, sequence
mining. We will study how to represent the code for this technique and analyse
the results to see if we can identify relevant and useful patterns in the source code.
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Chapter 1

Introduction

In software development, many design and coding standards are embedded in the
source code, whether explicitly stated or subtly implied. These standards manifest
themselves through consistent practices such as compliance with API protocols,
the use of design patterns, the use of coding idioms or the following of conventions.
The ability to identify such patterns within software systems is of great value to
software engineers. It helps to understand, analyse, improve, maintain or evolve a
given system and contributes to refining best practices for developing new systems.

In previous research, pattern mining in trees has been applied to the abstract
syntax tree (AST) representing the source code. This approach is intuitive because
the source code is usually translated into an AST by the compiler. A used tool
for this is FREQTALS [11], which extracts frequent patterns in trees by analysing
recurrent subtrees in the AST. FREQTALS, while effective for some tasks, cannot
always identify more complex patterns or discontinuous sequences. Therefore, other
pattern mining techniques should be explored to see if they might reveal patterns
that are not easily found by tree miners that provide more detailed information.

This thesis explores these alternative pattern mining techniques, in particular
sequence mining, which identifies frequent patterns in sequential data, such as
method calls in a program or variable accesses. Sequence mining examines the
order relationships between elements, providing a finer-grained view of recurring
behavior in code. This approach is capable of detecting discontinuous or partially
ordered patterns, adding a new dimension to code analysis. By comparing sequence

5



mining and tree mining methods, this research aims to see to what extent it might
be possible to improve understanding through pattern mining in software systems,
and to refine source code analysis methodologies. The aim is to find out how to
represent a code in sequence form, then develop an implementation for this mining
technique and evaluate its results from several angles. To carry out our analysis,
we will evaluate our implementation on a dataset consisting of codes from several
student exam questions in the LEPL1401 - Informatics 1 course, which teaches
fundamental programming concepts in Python.

The following chapters of this thesis are organised as follows: Chapter 2 defines
pattern mining, its importance and introduces the concept of abstract syntax
tree (AST), as well as the implementation of FREQTALS for tree pattern mining.
Chapter 3 details the implementation of sequence mining, focusing on the Python
language and technical aspects such as data representation. Chapter 4 focuses
on validation, analysing the patterns found both qualitatively and quantitatively.
Chapter 5 presents the results obtained, highlighting the effectiveness of sequence
mining and comparing the different mining methods. Chapter 6 proposes perspec-
tives for future work. Finally, Chapter 7 summarises the main conclusions of the
research and the contributions made to the analysis of the source code.
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Chapter 2

Background and Related work

In this section, we begin by defining pattern mining and highlighting its impor-
tance in a wide range of domains. Next, we will introduce the different techniques
of pattern mining, with an emphasis on sequence mining. Then, we will discuss
the concept of the AST. And finally present the FREQTALS implementation.

2.1 Pattern Mining
Pattern mining is a field of data mining that aims to find frequently recurring

patterns in databases. These patterns can be defined for many types of data,
including binary data, graph data and relational data [9]. A pattern is defined as
any substructure included in a minimum number of instances in a data set.

Patterns found are usually discrete structures, rather than patterns with real-
valued parameters. Common pattern types include itemsets, sequences, graphs and
trees.

Pattern mining involves finding such patterns in a database. The most common
requirement imposed on the patterns returned by a pattern mining algorithm is
that they be frequent. The support for a pattern is the number of instances in a
database in which the pattern is contained. If the support is greater than a given
threshold, the pattern is called frequent.
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Generally speaking, the term data mining refers to the analysis of data from
different perspectives and the transformation of this data into useful information,
by establishing relationships between data or identifying patterns. This information
can then be used by businesses to increase turnover or reduce costs.

There are a number of pattern mining techniques, each tailored to specific data
types and objectives. Here are some of the main techniques:

• Sequence Mining Techniques : Sequence mining is a sub-field of data
mining that aims to identify ordered events or subsequences that occur
frequently as patterns. They are often applied to temporal or sequential
data such as sequences of transactions, sequences of user actions or genetic
sequences.

• Itemset Mining Techniques : Itemset mining techniques aim to discover
sets of elements that frequently appear together in a data set. These sets of
elements are often called itemsets.

• Graph Mining Techniques : Graph mining techniques are used to discover
significant patterns and structures in graph data. They can be used to identify
frequent substructures, path patterns, subgraph patterns, etc.

• Inductive Logic Programming : Inductive logic programming is the
subfield of machine learning that uses first order logic to represent hypotheses
and data [12].

Each pattern mining technique has its own specific methods and algorithms
for extracting meaningful patterns from the data. The choice of technique often
depends on the nature of the data and the objectives of the analysis.

We will focus our study on sequence mining, as this technique is particularly
well suited to ordered data, such as that found in the structure of a code [13].
Sequence mining enables such data to be processed efficiently using a wide range
of algorithms. These algorithms are capable of detecting recurring patterns with
a high degree of precision and optimising performance in the search for patterns
[14, 18, 10, 5]. This approach offers us a powerful tool for analyzing and trying to
understand the complex structures present in data sequences from the source code.
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2.2 Sequence Mining
Sequence pattern mining is a topic of data mining concerned with finding relevant

patterns between data where the elements to analyse are delivered in a sequence
[6]. It is a special case of structured data mining, defined as the process of finding
and extracting useful information from data sets. Sequence pattern mining aims
to identify recurrent patterns, trends, or structures within a sequence of data.
These sequences can represent various scenarios, such as time-stamped events, user
behavior, or process steps [17], [3].

The sequential pattern mining problem was first introduced by Agrawal and
Srikant [1] : "Given a set of sequences, where each sequence consists of a list of
elements and each element consists of a set of items, and given a user-specified min
support threshold, sequential pattern mining is to find all of the frequent subsequences,
i.e., the subsequences whose occurrence frequency in the set of sequences is no less
than min_support". Many studies have contributed to the efficient mining of
sequential patterns [1, 14, 4] such as :

• GSP algorithm [14] : In essence, GSP efficiently identifies recurring se-
quences of events or items in data sequences, making it valuable for analyzing
sequential data such as web clickstreams, biological sequences, or, as in your
case, sequences derived from source code.

• Sequential Pattern Discovery using Equivalence classes (SPADE)
[18] : SPADE represents sequences using a prefix tree structure, enabling
efficient pattern discovery by exploiting equivalence classes of feature sets.
This approach enables SPADE to efficiently handle large datasets containing
many sequences, making it a popular choice for sequence mining tasks in a
variety of domains.

• PrefixSpan [10] : It recursively searches for frequent prefixes in a sequence
database and extends them to generate longer patterns. PrefixSpan uses a
deep search strategy and a prefix tree structure to avoid redundant pattern
mining, making it highly efficient for large-scale sequence mining tasks.

• FreeSpan [5] : It extends the PrefixSpan algorithm by introducing the notion
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of “free” elements, which enables more flexible pattern discovery by allowing
elements to appear at different positions within a sequence.

Definitions

In the following sections, we will introduce the various concepts and definitions
required for sequence mining implementation [2].

Let I = {i1, . . . , iN} be a set of N items. In the remainder of this thesis when
there is no ambiguity a item is simply denoted by its identifier i with i ∈ {1, . . . , N}.

Definition 1. Sequence and sequence database.

A sequence s = ⟨i1i2 . . . in⟩ over I is an ordered list of (potentially repeating)
symbols sj , j ∈ [1, n] with s = n the length of the sequence s. A set of tuples (sid, s)
where sid is a sequence identifier and s a sequence, is called sequence database
(SDB).

Definition 2. Sub-sequence (⪯), super-sequence.

A sequence α = ⟨α1 . . . αm⟩ is called a sub-sequence of s = ⟨i1i2 . . . in⟩ and s is a
super-sequence of α iff (i) m ≤ n and (ii) for all i ∈ [1, m] there exist integers ji

s.t. 1 ≤ j1 ≤ · · · ≤ jm ≤ n, such that αi = sji
.

For instance ⟨BD⟩ is a sub-sequence of ⟨BCCD⟩ , and inversely ⟨BCCD⟩ is
the super-sequence of ⟨BD⟩ : ⟨BD⟩ ⪯ ⟨BCCD⟩.

Definition 3. Cover, Support, Pattern, Frequent Pattern.

The cover of sequence p in SDB, denoted by coverSDB(p), is the subset of
sequences in SDB that are a super-sequence of p, i.e. coverSDB(p) = {(sid, s) in
SDB |p ⪯ s}. The support of p in SDB, denoted by supSDB(p), is the number of
super-sequences of p in SDB: supSDB(p) = #coverSDB(p). Any sequence p over
symbols in I can be a pattern, and we call a pattern frequent iff supSDB(p) ≥ θ,
where θ is a given minimum support threshold.
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2.3 AST (Abstract Syntax Tree)
Another important concept is the Abstract Syntax Tree. These trees represent

the abstract syntax structure of source code written in a programming language.
The nodes of a tree are named using a label and are ordered in relation to each other.
Such a tree can be obtained using a parser for any language. The resulting tree is
ordered and can be defined as T = {V, E, λ, Σ}. In this definition, V corresponds
to the set of totally ordered nodes and is given by V = {1, 2, . . . , n}.

The set of nodes in the tree is numbered according to the order of a depth
first search, going from left to right transversely. So to summarise, node number
1 corresponds to the root while the rightmost node corresponds to identifier n.
E ⊆ V × V is the set of edges that define a parent-child relationship in the tree. Σ
is the set of possible labels for a node. Finally, λ : V → Σ is a function associating
a label to each node of V . Figure 2.1 shows an example of AST in Python code.

The following approach has been developed with the aim of using ASTs for
pattern mining techniques :

1. Understand the AST Representation: Familiarize our-self with the AST
representation used by Python.

2. Identify Nodes: Recognize the different types of nodes in the AST. For
example, nodes might represent statements, expressions, function definitions,
loops, conditionals, etc.

3. Traversal : ASTs are typically traversed in a depth-first manner. Start from
the root node and explore its children recursively.

4. Hierarchy : Take into account the hierarchical structure of the AST. Nodes
might be nested within each other to represent the nested structure of the
code.

5. Node Attributes : Each node in the AST may have attributes that provide
additional information about that node. For example, an expression node
might have attributes representing the operator and its operands.
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6. Contextual Understanding: Consider the context in which each node
appears. This includes the surrounding nodes and the overall structure of
the code.

These different stages will be the path to follow in the method of interpretation
and representation of a source code in sequence for the remainder of this thesis.

Figure 2.1: Example of AST

2.4 Tree pattern mining with FREQTALS
In this section, we review existing research related to our problem. Although

researchers have studied many source code tasks, only a few recent papers directly
address the problem of code idiom extraction. We will therefore examine the
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current approach to FREQTALS [11] and, in particular, its implementation for
tree pattern mining.

FREQTALS is an improvement on the FREQT tree mining algorithm, specially
designed for AST analysis. The main innovation of FREQTALS lies in its ability
to impose significant constraints that considerably reduce the number of patterns
discovered, while guaranteeing their relevance and usefulness. The method has
two main phases, Constraint-based Tree Mining and Maximal Frequent Subtree
Mining.

2.4.1 Constraint-based Tree Mining

This phase introduces several constraints into the FREQT algorithm in order to
filter out trivial and irrelevant patterns. These constraints are as follows :

Minimum Support Constraint (C0)

The support of a pattern tree is the number of trees in a database in which
the pattern appears. Frequent sub-tree extraction aims to find all patterns whose
support is greater than a specified minimum threshold.

Maximum Size Constraint (C1)

Limits the maximum size of the patterns to control the search space and manage
complexity.

Minimum Size Constraint (C2)

The patterns must have the given number of leaf nodes.

Root Label Constraint (C3)

Limits the set of labels allowed to occur in the root of patterns.

Forbidden Labels Constraint (C4)

Specifies labels that are forbidden from occurring in the pattern.
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Sibling Labels Constraint (C5)

Limits the number of siblings of a model that can have the same label.

Leaf Constraint (C6)

All leaf nodes in a pattern must have a label that is part of a predefined set of
allowed leaf labels. This ensures that patterns provide specific information to the
program.

Obligatory Children Constraint (C7)

For nodes with structural labels, their child set must include nodes with all
mandatory labels. Structural labels are those that must include specific child labels
due to the syntax rules of the programming language.

2.4.2 Maximal Frequent Subtree Mining

Once the patterns satisfying these constraints have been identified, the algorithm
seeks to expand them into maximal subtrees. The aim is to find the largest possible
patterns while avoiding redundancy, thus obtaining a more concise and informative
set of patterns.
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Chapter 3

Implementation of Sequence
Mining

The use of sequence mining techniques is proving to be a powerful tool for
extracting meaningful information from data. This chapter looks at the application
of sequence pattern mining for code analysis, focusing specifically on the Python
language. The transformation of Python code into sequences, a fundamental
step in this process, allows program behavior to be represented in the form of
ordered patterns. This representation can reveal patterns of function usage, control
structures or even data flow through the code. By adopting a sequence-based
approach, we want to be able to identify sequences of functions, recurring iterations
or specific method calls, offering a deeper insight into how the code works. In this
chapter, we explore the use of sequential pattern mining in the context of source
code, the challenges associated with this approach and the potential benefits it
offers for code analysis and understanding.

3.1 Data Representation
In this section we are going to deal with our database (set of Python codes) in

order to define a way to represent the set of items and the sequences. The following
steps present the process used to transform AST into a sequence. To do this, we
will follow the procedure described in the Section 2.3.
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The Figures 3.1 and 3.2 show examples of the ASTs we will be working with.
This is another type of AST display which retains the same information as its tree
representation. We chose this representation because, depending on the length of
the code, displaying it as a tree quickly becomes difficult as it takes up a lot of
space due to its multiple branches as shown in the Figure 2.1.

Figure 3.1: AST generate from the code : x = 1

Figure 3.2: AST generate from the code : def square(x): return x * x
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3.1.1 Identify Nodes

The node Module is the root of all the AST and has for first child body which
contain the list of the statements of the code. As others nodes in the previous
examples we can have Assign, Name, FunctionDef , Return and BinOp [15].

To simplify the reading of our AST in order to convert it into sequence, we
will only consider language elements related to syntax and ignore those related to
semantics because syntax defines the structure of the code and guides the generation,
interpretation, and analysis of AST. While semantics ultimately determine the
behavior of code, syntax provides the foundation for understanding and working
with code at a structural level. Figures 3.3 and 3.4 shows the new AST form.

The next sections of this thesis discuss the impact on the results obtained of the
loss of information caused by this transformation.

Figure 3.3: New representation of the AST of x = 1

3.1.2 Traversal

When traversing AST, the depth-first manner is commonly used. This traversal
allows nodes to be retrieved in a certain order and then transformed into items or
sequences.

Following our experiments and analysis of the results obtained in the light of the
research objectives, theoretical considerations and our goal, we are going to make
a few choices to make it as easy as possible to read and interpret the resulting
sequence.
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Figure 3.4: New representation of the AST of def square(x): return x * x

Choice 1

An instinctive way of browsing code is to examine it instruction by instruction,
or line by line. As a result, we have defined that every item present in the sequences
will be associated with every instruction, which is itself made up of several nodes of
the AST. There will therefore generally be one item per line of code and sometimes
more because in Python, each instruction is generally on a new line (although it is
also possible to write several instructions on a single line by separating them with
semicolons and other exceptions).

In formal terms, each item corresponds to an element in all the body lists found
in the nodes when browsing the AST. The Table 3.1 shows examples that illustrate
this choice.

Choice 2

Skip the Module node and directly start browsing the statements contained in
its branch body, because all codes have this format and then we can reduce the
numbers of items.

18



Code Number of item in sequence
x = 1 1
x = 1
a = x

2

x = 1; b = 0 2
if ... :

x = 1
return a

3

if ... : return a 2

Table 3.1: Example of codes and their number of items produced by the transfor-
mation into sequence

Choice 3

Consider only the body branch of each node, the others branches here are linked
to the Python structural constraints of each item and will be discussed later.

Choice 4

In order to avoid being too precise in the representation of our sequences and
having too many different patterns, we have chosen to ignore the values of each
leaf. Formally, the Name and Constant nodes as shown in Figure 2.1 will not be
extended and therefore the variables will be associated with the label Name (x),
and values will be associated with the label Constant (1, "Hello World").

The Table 3.2 presents an initial representation of the code in sequence which
applies these different choices, and we therefore obtain a basic representation which
will evolve over time.

3.1.3 Hierarchy

The hierarchy of a code is an essential element in its understanding and inter-
pretation. In the Table 3.3 we can see that the codes produce the same sequence
even though they have different AST. However, this behavior is not suitable to our
implementation because we want to be able to keep the hierarchy of the AST.
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Code AST Sequence

x = 1 ⟨Assign⟩

def square (x):
return x * x ⟨FunctionDef, Return⟩

Table 3.2: Example of initial AST transformation

In order to keep the hierarchy of nested structures we will add a new item for
each node with a body branch. This item will be composed of the name of the node
preceded by End, and will be added to the sequence after completing the traversal
of its body statements (see Table 3.4). This simple modification solves this problem
and makes it easier to differentiate between different code structures.

3.1.4 Node Attributes

As we saw earlier, since programming languages are generally well-structured.
It is therefore necessary for certain nodes to be associated with other nodes. For
example, according to the definition of the Python language, a node with the
label Assign always has the same two children, target and value. It is therefore
important to find a way of storing this information when we transform our code

20



Code AST Sequence

if a > 0:
a = 0

b = 0
⟨If, Assign, Assign⟩

if a > 0:
a = 0
b = 0

⟨If, Assign, Assign⟩

Table 3.3: Example of 2 different codes having the same sequence

into sequence, as it is a constraint of the language. Patterns including the Assign

label, but not its two children, are also not significant, since by definition, these
child nodes have to be in the representation and the pattern found. We have found
two methods to handle these mandatory children, and both have their advantages
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Code AST Sequence
if a > 0:

a = 0
b = 0

... ⟨If, Assign, EndIf, Assign⟩

if a > 0:
a = 0
b = 0

... ⟨If, Assign, Assign, EndIf⟩

Table 3.4: Update of the sequence from 3.3

and disadvantages.

Method 1 : Consider them as separate items

In this case, each node of the AST is associated with one item in the sequence.
Then we have to check in the pattern output that the parent nodes are always
followed by their children.

Example : For the code AST of x = 1 (in Figure 3.3) the new sequence taking
in account its attributes will be ⟨Assign, Name, Constant⟩.

• Advantages : This representation is more intuitive following the shape of the
AST.

• Disadvantages : For some codes, the sequence can be very long due to the
structure of certain nodes. Besides we have to do a new post-processing on
the patterns found to group items with their attribute. Moreover, there can
be confusion because some parents can have the same nodes.

Example : The Figure 3.5 shows a code, its representation in sequence and 2
patterns that can be found in this sequence. The both patterns are correct
but the second is not a sequence that we should found because the Assign

does not have the right attributes after mining.

Method 2 : Combine the parent node and its children

Here, we will merge a node with its mandatory children to create a single item.
For instance each Assign become Assign : targets − value, and Compare become
Compare : left − ops − comparators (Figure 3.3).
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Code Sequence Pattern Matches

x = a
b = a + 1

Assign
Name
Name
Assign
Name
BinOp
Name
Add

Constant

Pattern 1

Assign
Name
Name

x = a
b = a + 1

Pattern 2

Assign
Name

Constant

No matches

Figure 3.5: Illustration of node attributes

Example : For the code AST of x = 1 (in 3.3) the new sequence will be
⟨Assign : Name − Constant⟩.

• Advantages : Reduces the numbers of items in a sequence, and avoid the
pre-processing to check if each parent node is followed by its child.

• Disadvantages : Some nodes can give a very long and not easy readable item
(For instance a Assign with multiple nested BinOp).

For our implementation, we are going to use Method 2 because reducing the
number of items contained in the sequences also means fewer patterns, and in our
dataset of code we do not have tricky expressions to read. Besides, it is more
optimal in terms of storage utilization and execution time for our miner. In the
Table 3.5, we find a list of the most frequently used items with their attributes,
obtained by analysing the codes.
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Node Item with its children
Comment Expr

Assign Assign : targets − value
For For : iter − target
If If : test

While While : test
Compare Compare : left − ops − comparators
Return Return : value
BinOp BinOp : left − op − right
Call Call : func − args

Table 3.5: Lists of items

3.2 Mining Process
After presenting how the codes will be transformed into sequences, this section

describe the methodology used for the mining process.

As mentioned above, Sequential pattern mining has several techniques for finding
patterns, each of which has its advantages and disadvantages. In our solution, we
are not going to focus on finding the most efficient or optimal miner, because our
aim is to find patterns that we find interesting, and in this case we are going to
focus on a technique that allows us to freely carry out our various manipulations
in order to obtain such patterns.

In this introduction, we will explore PrefixSpan and delve into the reasons
behind its popularity. PrefixSpan is a widely used sequential pattern mining
algorithm known for its efficiency and effectiveness in handling sequential data.

In addition to its efficiency and scalability, PrefixSpan offers the advantage of
being readily accessible and usable within the Python programming ecosystem.
Several Python libraries, such as the prefixspan library, provide implementations
of the PrefixSpan algorithm, making it convenient for us to apply this technique in
our project.
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Maximal Constraint-based Frequent Mining

Like tree mining, sequence mining can returns a large number of patterns (even
more in our case), some of which we find uninteresting in their representation or
interpretation. Several solutions to this problem have been proposed, including
constraint-based model exploration approaches and condensed representations.

In the same way as in tree mining [5], we will base ourselves on 2 main ideas :

• Constraint-based data mining.

The definition given by Siegfried Nijssen [8] : "Constraint-based mining is
the research area studying the development of data mining algorithms that
search through a pattern or model space restricted by constraints. The term
is usually used to refer to algorithms that search for patterns only. The most
well-known instance of constraint-based mining is the mining of frequent
patterns. Constraints are needed in pattern mining algorithms to increase
the efficiency of the search and to reduce the number of patterns that are
presented to the user, thus making knowledge discovery more effective and
useful".

• Maximal frequent sequences.

Maximum frequent sequences offer several advantages in sequence analysis by
eliminating pattern redundancy, ensuring the selection of discriminating and
unique patterns, facilitating the understanding of sequential relationships,
optimizing analysis performance through reduced result size, and simplifying
the interpretation of significant patterns, enabling more informed decision-
making.

3.2.1 Constraint-based data mining

There are many ways of including constraints in a mining process. We can either
include them in the mining process, or use the other method of filtering the models
after extraction, and it is the latter approach that we have adopted.

We are going to present different constraints in order to reduce the number of
patterns obtained.
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Hierarchy Constraint (C1)

We want that every structure in the pattern must have a beginning and an
end. This constraint means that the code hierarchy must be preserved in order to
understand and interpret it. Formally, Let the pattern s = ⟨i1i2 . . . sn⟩ and ij is a
item from node with body (If , For, While, . . . ), s is correct iff there exist a item
ik = End + ij (respectively EndIf , EndFor, EndWhile, . . . ) with k > j.

This constraint is also used to check the nesting order, to avoid sequences of
the form ⟨If, For, EndIf, EndFor⟩ which is not a properly nested sequence. Each
Else must be directly preceded by its corresponding If .

The Figure 3.6 shows a code, its representation in sequence and 3 patterns that
can be found in this sequence. By applying this constraint only pattern 2 is valid
because pattern 1 has a While item without an EndWhile, and pattern 3 contains
an If item without its EndIf .

Code Sequence Pattern

a = 2
while True:
  if a == 2:
    i = 0
    b += a
 

Assign:Name-Constant
While:Constant

If:Name-Eq-Constant
Assign:Name-Constant

AugAssign:Name-Add-Name
EndIf:Name-Eq-Constant

EndWhile:Constant

Pattern 1

Assign:Name-Constant
While:Constant

Assign:Name-Constant

Pattern 2

If:Name-Eq-Constant
Assign:Name-Constant

AugAssign:Name-Add-Name
EndIf:Name-Eq-Constant

Pattern 3

While:Constant
If:Name-Eq-Constant
Assign:Name-Constant
EndWhile:Constant

Figure 3.6: Illustration of C1

No Empty Body Constraint (C2)

This constraint implies that the body of each structure in the pattern must
not be empty. On the one hand, this constraint allows us to respect the Python
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language, which does not allow empty structures to be declared, and on the other,
it allows us to interpret the role of this structure in the pattern found. Formally,
Let the pattern s = ⟨i1i2 . . . sn⟩ and ij is a item from node with body (If , For,
While, . . . ), s is correct iff the item ij+1 ≠ End + ij where End + ij denote the
concatenation of ij after End (respectively EndIf , EndFor, EndWhile, . . . ).

The Figure 3.7 shows a code, its representation in sequence and 3 patterns that
can be found in this sequence. By applying this constraint the patterns 2 and 3 are
valid while the pattern 1 is not valid because he has not items between the While

and EndWhile items.

Code Sequence Pattern

a = 2
while True:
  if a == 2:
    i = 0
    b += a
 

Assign:Name-Constant
While:Constant

If:Name-Eq-Constant
Assign:Name-Constant

AugAssign:Name-Add-Name
EndIf:Name-Eq-Constant

EndWhile:Constant

Pattern 1

Assign:Name-Constant
While:Constant

EndWhile:Constant

Pattern 2

If:Name-Eq-Constant
Assign:Name-Constant

AugAssign:Name-Add-Name
EndIf:Name-Eq-Constant

Pattern 3

While:Constant
If:Name-Eq-Constant
Assign:Name-Constant

EndIf:Name-Eq-Constant
EndWhile:Constant

Figure 3.7: Illustration of C2

Pattern Precision (C3)

When we find a pattern in the form of sequences, we can see that this pattern can
correspond to several different interpretations. For example, in the Figure 3.8 we
can see that the pattern in the first column can be interpreted in several different
ways. In order to be more precise in our results, we have defined this constraint,
which requires a sequence pattern to correspond to a single AST, respecting the
structure and hierarchy of that AST. Unlike the other constraints in which only
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the pattern’s item sequence was used for validation, to validate a pattern in this
case it will have to be done using the codes in which it is found, and from then on
a pattern will be considered valid if there is a code in which it complies with this
matching in terms of AST.

Considering the previous example, if we match the AST, we see that the pattern
found in this case corresponds only to codes 1 and 2 now. However, in this case,
pattern support will remain 4, because we are keeping the pattern because it
matches the pattern’s AST, but the other code matched by the sequence will still
count. An analysis of the effects of this constraint will be studied in the results
obtained.

Pattern Sequence AST Code

Assign:Name-Name
Assign:Name-Constant

Assign:Name-Name
Assign:Name-Constant

If:Constant
Return:Constant

EndIf

Code 1

a = b
c = 2
if True:
    return False

Assign:Name-Name
If:Constant

Return:Constant
EndIf

Assign:Name-Constant

Code 2

a = b
if True:
    return False
c = 2

Assign:Name-Name
If:Constant

Assign:Name-Constant
Return:Constant
EndIf:Constant

Code 3

a = b
if True:
    c = 2
    return False

Assign:Name-Name
While:Constant
If:Constant

Assign:Name-Constant
Return:Constant
EndIf:Constant

EndWhile:Constant

Code 4

a = b
while True:
    if True:
        c = 2
        return False

Figure 3.8: Illustration of C3

The previous constraints have been defined to take into account the specificity
of code transformed into sequences. To these constraints we can add the following
which are directly linked to pattern mining :

• Minimum Support Constraint.
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Find all sequential patterns whose support is greater than a specified minimum
threshold.

• Maximum Size Constraint.

The number of items in a sequence must be less than the given size.

• Minimum Size Constraint.

The number of items in a sequence must be greater than the given size.

3.2.2 Maximal frequent sequences

In our context, we want to find sequences that are as large as possible. Thanks to
their size, they contain a lot of information about the source code and are generally
easier to interpret.

Conversely, we want to avoid sub-sequences of such patterns. This is because
they repeat information and do not even contain as much information as the larger
patterns. The search for frequent sub-sequences is therefore very practical. To do
this, we define an output that contains all the patterns we find. The algorithm
scans this output and deletes the frequent patterns dominated by others. To save
memory, each time a new frequent pattern that does not respect the constraints is
found, the algorithm does not store it in memory.

If a new frequent pattern is added to the output, it is compared with all the
other frequent patterns already stored and the dominated patterns are deleted
accordingly.

Given a pair of sequence s1 and s2, the problem of determining whether s1 is a
sub-sequence of s2 (s1 ⪯ s2) is more trivial than the tree mining. Our algorithm
uses a naive checking function which greedily matches items from s1 with items
from s2 using a linear traversal of each sequence.
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3.3 Conclusion
In conclusion, this session describes the various stages that enabled us to obtain

a method for representing code in sequence form. This transformation enables us
to obtain interpretable sequences that are as close as possible to the content of the
basic code, although some information is lost. Next, we describe how we’re going
to proceed with pattern mining and the constraints we want the returned patterns
to respect. Figure 3.9 shows the implementation steps.

...

Set of codes Set of sequences

Transform code 
to sequence

Passing through
the miner ...

Patterns

Patterns 
satisfying constraints

Pattern 
filtering

Figure 3.9: Stages in the implementation of sequence mining.
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Chapter 4

Validation

The previous chapters deal with the method used to translate Python code into
sequence and how patterns are found. Another important step is to check that the
transformation gives the expected result, which allows us to achieve our goal of
being able to obtain useful patterns. The whole chapter deals with this subject
and develops several ways of doing so.

4.1 Unit Test
The unit tests enabled us to check whether the results returned by our imple-

mentation corresponded to what we expected.

Drawing on the code provided in our database, we began by defining the patterns
we expected to extract from the source code. These patterns could be sequences
of certain syntactic constructs including nested structures or a simple assignment
statement. Then we generated a set of test cases from our dataset representing a
variety of Python code structures containing the various patterns we wanted to
extract. After using our transformation algorithm to convert the test case ASTs
into sequences of symbols or tokens and applying the pattern mining algorithm
to the resulting sequences to extract potential patterns present in the code, we
compared the extracted patterns with the defined expected patterns.
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The verification of the generated sequences has been done here manually, a fairly
simple and efficient method of doing this is to compare each line with each item.
And so the idea was to check whether we found the right items in the right order.

Tables 4.1 and 4.2 shows an example of codes and their representation as a
sequence. We can see that for 4.1 a code of 4 lines produces a sequence of 4 items,
while for 4.2 a code of 11 lines there is a sequence of 15 items. There are therefore
11 first items for 11 Python instructions, and the 4 extra items are due to the
addition of the End... items linked to the keep the hierarchy of the code.

Code Sequence
1 h=1 Assign:Name-Constant 1
2 a=4 Assign:Name-Constant 2
3 d=a Assign:Name-Name 3
4 n=1000 Assign:Name-Constant 4

Table 4.1: Example of code from database and its sequence representation

Code Sequence
1 if n>k: If:Name-Gt-Name 1
2 a = 0 Assign:Name-Constant 2
3 for i in range(1,k): For:Name-Call:range-Constant-Name 3
4 if n%i == 0: If:BinOp:Name-Mod-Name-Eq-Constant 4
5 a+=1 AugAssign:Name-Add-Constant 5
6 else: Else:BinOp:Name-Mod-Name-Eq-Constant 6
7 return False Return:Constant 7

EndIf:BinOp:Name-Mod-Name-Eq-Constant 8
EndFor:Name-Call:range-Constant-Name 9

8 if a == k: If:Name-Eq-Name 10
9 return True Return:Constant 11

EndIf:Name-Eq-Name 12
10 else: Else:Name-Gt-Name 13
11 return ’n < k’ Return:Constant 14

EndIf:Name-Gt-Name 15

Table 4.2: Example of code from database and its sequence representation
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4.1.1 Limitations

Although in most cases the implementation returns good results, it is important
to note that this is due to the fact that it has been adapted to work on code from
our database, which is actually code from students learning to program. Most of
these codes have a basic use of the language.

In addition, the choice of attributes for each node is made manually, which
means that if an instruction is used in a code that has not been configured in the
implementation, it will not work correctly. Code block 4.1 contains an extract that
lists the items taken into account in our implementation and the attributes with
which they will be combined.

One example is the function definition, where it would be interesting to note the
number of arguments in the definition in order to be able to differentiate between
several functions. This omission was made because in the database code, the
structure of the functions is given to the base and so adding this information adds
nothing to the patterns.

1 attributes = {
2 " Assign ": [" targets ", "value"],
3 "For": ["iter", " target "],
4 "If": ["test"],
5 "While": ["test"],
6 " Compare ": ["left", "ops", " comparators "],
7 "BinOp": ["left", "op", "right"],
8 " Return ": ["value"],
9 "Call": ["func", "args"],

10 " AugAssign ": ["op", " target ", "value"],
11 " UnaryOp " : ["op", " operand "],
12 ...
13 }

Listing 4.1: Code block containing information on items and their attributes
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4.2 Comparison with tree mining
Another way of checking that the method is working properly is to see whether

the results are similar to those produced by tree mining on the same data. To do
this, one solution is to use human-sized data so that we can manually calculate
the expected results. We can then execute the code and compare the results with
those expected. This technique makes it easy, for example, to check whether the
patterns are correct. In this case, all we need to do is check that the structure of
the response is the same. As far as the algorithm is concerned, the comparison of
patterns found is easily analysed on cases of reduced size.

In addition, for the purposes of this thesis, functional Java code using tree mining
already existed. This code enabled us to check the patterns obtained using the
sequence mining method against those we found ourselves, but also against the
patterns found by tree mining. This amounts to a double check. Indeed, we are
not immune to a possible error in the implementation, hence the interest of this
double check. If we find different patterns, we can either try to refine the miner’s
parameters or check whether this is due to an error and correct it. Furthermore, in
the case of a human-sized example, it is also possible to run the algorithm mentally
in order to check the accuracy of its data or to check the accuracy of a constraint.

In the case of small-scale problems, using such a verification system is not
complicated. However, for larger problems, the results are more difficult to compare.
It is therefore necessary to be able to automate this type of verification.

If we don’t have direct access to the representation of the patterns found with
tree mining. One solution would be to compare the patterns by using the codes in
which they are found, from which we could draw up a table of similarity between the
2 methods. The execution parameters of the 2 methods would have to be defined
to try and obtain similar results. However, this technique has the disadvantage of
not being able to confirm that the patterns found by the 2 methods are the same,
so a second manual check will be necessary for confirmation purposes.
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4.2.1 Study Case

As part of this validation, we will examine in depth the study of a case consisting
of a precise dataset of 134 codes, as well as the particular configurations of our
algorithms reported in Table 4.3.

Tree mining Sequence mining
Minimum Support Threshold : 4 Minimum Support Threshold : 4

Minimum # of Nodes : 20 Minimum # of Items : 2
Maximum # of Leaves : 10 Maximum # of Items : 10
Minimum # of Leaves : 2

Table 4.3: Algorithm configuration

Table 4.4 shows the results of running the 2 methods tree mining and sequence
mining on this dataset, the minimum support threshold for mining here is 4. The
rows represent the patterns found by the tree mining algorithm while the columns
are those found by sequence mining with the support for each pattern next to them.
And finally, the table entries correspond to the number of codes that the 2 patterns
have in common (’−’ means here that there are no codes in common).

Sequence mining → P2-1 P2-2 P2-3 P2-4 P2-5 P2-6 P2-7 P2-8 P2-9
Tree

mining ↓
Support 37 5 5 8 5 5 4 4 7

P1-1 4 - - - - - - - 3 -
P1-2 4 - - - - - - - - -
P1-3 4 - - - - - - - - -
P1-4 6 1 - - - 5 - - - -
P1-5 36 36 - - - - - - - -
P1-6 6 - - - - - - - 4 -
P1-7 5 - - - 5 - - - - -
P1-8 5 - 5 - - - - - - -
P1-9 8 - - - - - - - - 7
P1-10 5 - - 5 - - - - - -

Table 4.4: Statistics of patterns found

Our analysis allows us to distinguish certain cases :
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When the two miner have the same number of codes in common.

The case of patterns P1-8 - P2-2 and P1-10 - P2-3, we can see that the patterns
are the same for both methods. Figure 4.1 shows the pattern and the code in which
it is found.

Pattern Code

Expr
For:Name-Call:range-Constant-

BinOp:Name-Add-Constant
If:BinOp:Name-Mod-Name-NotEq-

Constant
Return:Constant

EndIf:BinOp:Name-Mod-Name-NotEq-
Constant

EndFor:Name-Call:range-Constant-
BinOp:Name-Add-Constant

Return:Constant

Code 1

def divisible(n, k):       
    """
    """
    for a in range(1,k+1):
        if n%a !=0:
            return False
    return True

Code 2

def divisible(n, k):       
    """
    """
    for i in range(1,k+1):
        if n%i !=0:
            return False
    return True

Figure 4.1: Example of pattern P1-5 and P2-1

When the two have some codes in common.

The case of pattern P1-4 and P2-5. Figure 4.2 shows the two pattern and we
can see that one is a sub-sequence of the other. Or sometimes they are different
because one item is replaced by another.

When the two have no codes in common.

In the first case, we find patterns with tree mining that do not appear with
sequence mining, such as the P1-2 and P1-3 patterns. If we look at the P1-3
pattern in Figure 4.3, for example, we can see that it is a one-line instruction, so
the fact that it is a tree mining pattern is normal because it respects the constraints,
although it does not appear in sequence mining because it is formed as a single
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Pattern Code

Expr
If:Name-Eq-Constant

Return:Constant
EndIf:Name-Eq-Constant
Else:Name-Eq-Constant

Return:Constant
EndElse:Name-Eq-Constant

Code 1

def divisible(n, k):   
    """
    """
    z=0
    for i in range (1,k+1):
        z=z+n%i
    if z==0:
        return True
    else:
        return False

Code 2

def divisible(n, k):  
    """
    """
    alert = 0
    for i in range (1,k+1):
        if n%i != 0:
            alert=1
            break
    if alert == 1:
        return False
    else:
        return True

(a) Pattern P2-5 from sequence mining

Pattern Code

Expr
If:Name-Eq-Constant

Return:Constant
EndIf:Name-Eq-Constant

Code 1

def divisible(n, k):   
    """
    """
    z=0
    for i in range (1,k+1):
        z=z+n%i
    if z==0:
        return True
    else:

return False

Code 2

def divisible(n, k):  
    """
    """
    alert = 0
    for i in range (1,k+1):
        if n%i != 0:
            alert=1
            break
    if alert == 1:
        return False
    else:

return True

(b) Pattern P1-4 from tree mining

Figure 4.2: Example of pattern two similar pattern

item in a sequence and the constraint on the minimum number of items excludes
this type of pattern.

Pattern Code

Assign:Name-BinOp:Name-Mod-Name

Code 1

def divisible(n, k):
    """
    """
    j = True
    for i in range (1, k+1):
        b = 1
        while j == True and b == 1:
            division = n % i
            if division != 0:
                j = False
            b = 0
    return j

Figure 4.3: Example of a pattern found by tree mining and not by sequence mining

In the second case we have patterns found by sequence mining and not by tree
mining. The P2-6 pattern in Figure 4.4 is an example of this type of pattern and
we can see that it contains the Pass instruction which cannot appear in tree mining
patterns because of the constraint linked to the list of forbidden labels.
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Pattern Code

Expr
For:Name-Call:range-Constant-BinOp:Name-Add-Constant

If:BinOp:Name-Mod-Name-Eq-Constant
Pass

EndIf:BinOp:Name-Mod-Name-Eq-Constant
Else:BinOp:Name-Mod-Name-Eq-Constant

Return:Constant
EndElse:BinOp:Name-Mod-Name-Eq-Constant

EndFor:Name-Call:range-Constant-BinOp:Name-Add-Constant
Return:Constant

Code 1

def divisible(n, k):       
    """
    """
    for a in range(1,k+1):
        if n % a == 0:
            pass
        else :
            return False
    return True

Figure 4.4: Example of a pattern found by sequence mining and not by tree mining

4.2.2 Summary

In addition to the case presented in the previous section, we have carried out the
same analysis with other larger datasets and in most cases we find the same type of
result, with similarities between the patterns returned by the 2 implementations.

In conclusion, we can see that when the number of codes in common is similar to
the pattern support of one miner, then this pattern must be very similar to the one
returned by the other and that their main difference lies in the particularities of
the 2 techniques and the configurations used during execution. Therefore, although
the constraints of the two miners are very different, we can manage them to find
similar models between the both.

4.3 Conclusion
An effort has been made to have as many verification means as possible. The

unit tests ensure that the developed implementation functions correctly and will be
very useful in the event of a modification to one of them. In addition to these unit
tests, comparisons of results between the two implementations and manually solved
solutions have been carried out. To facilitate this type of testing, two verification
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systems have been proposed. One of these has been implemented, but is not as
effective as desired, as it is not yet possible to cover all types of code. And the
second, although interesting, has its difficulty in the choice of implementation
parameters to obtain comparable results.
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Chapter 5

Results

The aim of this thesis was to obtain a method for obtaining interesting patterns
using the sequence mining pattern. This chapter looks at the results from several
angles. Firstly, an analysis of the consistency of the sequences of items formed by
transforming AST to sequence. Secondly, an analysis based on the quality of the
patterns obtained is carried out. Finally, we compare the patterns obtained using
sequence pattern mining with those obtained using tree mining.

5.1 Consistency of sequences
When transforming data, the question is usually not whether information is

lost, but whether useful and important information is lost. As far as the items
found are concerned, we can see that converting them into sequences results in
a loss of information at the sequence level. The translation produced contains
less information. The importance of this information depends on the intended use
of the resulting sequence. In our case, the main information such as hierarchical
structure, node type, context and node attributes has been taken into account and
managed when setting up the transformation process.

As mentioned earlier, the representation of our code in sequence is based on
the syntax of the code and not on the semantics as defined in the complete AST
representation. This is because the latter directly contains information about how
to execute the code. This implementation concentrates on the non-explicit elements
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of the language and therefore makes it possible to obtain shorter, easily readable
and interpretable items. Our many experiments have enabled us to ensure that the
various choices made in this representation ensure that information relating to the
comprehension and logic of the code is not lost.

In conclusion, the consistency of a code’s representation as a sequence depends
on how the sequence is generated and used. To ensure the consistency of a
code’s representation as a sequence, it is essential to ensure that order, hierarchy,
compatibility with the target representation are all taken into account when
generating and using the sequence. Although some information may be important
in understanding the code as a whole, particularly in contexts where the structure
and context of the code are relevant. In some cases, the loss of this information
can make the resulting sequence less understandable or less useful for certain tasks,
such as static code analysis or automatic code generation. However, for our task of
pattern mining and given our results, the sequence may still be adequate.

5.2 Analysis of the Patterns found
We are going to divide our analysis on 2 levels, first on the qualitative level

and then on the quantitative level. We have carried out our analysis on several
datasets, and for the purposes of illustration in this thesis we are going to use the
same dataset from Section 4.2.1 and the same configuration as shown in Table 4.3.

5.2.1 Qualitative analysis

The main objective of this qualitative analysis is to determine whether or not
the patterns identified by the sequence mining algorithm are actually useful.

The various choices and constraints developed during the design of the pattern
search algorithm have enabled us to obtain understandable and interpretable results
despite the loss of information due to the AST passing through the sequence.

Our dataset includes a series of code that requires the definition of a function
with the following specifications: Pre: ‘n‘ et ‘k‘ sont des entiers, 0 < k < n; Post:
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Retourne True si ‘n‘ est divisible par tous les nombres de 1 à ‘k‘, False sinon.
Below is a detailed analysis of some of the patterns presented in Figure 5.1. Codes
are classified into 2 categories: success (passing at least 50% of tests) and failed
(passing less than 50% of tests).

As a general observation, we can see that the patterns found are as wide as
requested thanks to the choice of using the maximum patterns, and these patterns
are moreover interpretable for the most part. Besides, to carry out this exercise
you need to define a loop that will allow you to run through the numbers. So it’s
not surprising to find that For and While are frequently used.

Although it is not easy to group the patterns found into different groups, we
propose the following manual analysis of the elements we considered interesting to
note :

• Patterns 1, 2, 3, 4, 6 and 8 include the entire body of the function, which
means that the pattern can be analysed without the need for any external
information, i.e. you don’t need to know any part of the code outside the
pattern to understand it. For example, Patterns 2, 3 and 4 contain the
assignment of the variable that is modified in the loop. Another interesting
pattern is pattern 8, which presents a common programming error, mainly
found in codes classified as ’failed’.

• Patterns 5 and 7 are isolated fragments of code that don’t communicate a
great deal of information, so you need to look at the code as a whole to be
able to understand and analyse it.

Although there are new patterns that we don’t find with tree mining, these are
not really any more interesting from a qualitative point of view.

5.2.2 Quantitative Analysis

For the quantitative analysis, we’re going to focus on evaluating the effects of
constraint C3, because constraint C1 is directly linked to our transformation into
a sequence (so we also want to preserve the hierarchy of patterns found). As for
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def divisible(n, k):        
    """
    """
    for i in range(1,k+1):
        if n%i != 0:
            return False
    return True

def divisible(n, k):    
    """
    """
    c = 1
    while c < = k:
        if n % c != 0:
            return False
        c+=1
    return True

def divisible(n, k):    
    """
    """
    count = 0
    for i in range (1,k+1):
        if n%i == 0:
            count+=1
    if count == k:
        return True
    else:
        return False

def divisible(n, k):  
    """
    """
    a = True
    for j in range(1,k+1):
        if n%j !=0:
            a = False
    return a

def divisible(n, k):  
    """
    """
    z=0
    for i in range (1,k+1):
        z=z+n%i
    if z==0:
        return True
    else:
        return False

def divisible(n, k):   
    """
    """
    for i in range (1,k+1):
        if n%i ==0:
            pass
        else:
            return False
    return True

def divisible(n, k):
    """
    """
    for i in range(1,k+1):
        if n%i==0:
            continue
        else:
            return(False)
    return(True)

def divisible(n, k):  
    """
    """
    if (n%k)==0:
        return True
    else:
        return False

Pattern 1 Pattern 2

Pattern 3 Pattern 4

Pattern 5 Pattern 6

Pattern 8Pattern 7

Figure 5.1: Examples of patterns found

constraint C1, C2 is a constraint defined by the Python language, as explained
above. The C3 constraint is therefore left aside as it is the one that makes the link
between the patterns and the code in which they are found. It will therefore be
interesting to observe how it directly impacts the results returned by the algorithm.

The Figure 5.4 shows the execution results and the effect on pattern’s support.
We can therefore see the complete list of 23 patterns found respecting constraints
C1 and C2. We can also see that the support for certain patterns decreases and
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that for other 14 patterns found, there is no code satisfying this constraint due to
the C3 constraint. These patterns are generally those that we will not find with
tree mining. The question is therefore to know whether among these patterns that
do not respect these constraints, we risk losing interesting patterns. An analysis of
a few patterns of this type shows mostly uninteresting behaviour, but there are
also some interesting elements such as pattern in Figure 5.2 which shows the use
of 3 Return to answer the question, a rather unusual choice which may be worth
noting.

def divisible(n, k): 
    """
    """
    if n==0:
        return True
    else:
        for i in range(1,k+1):
            if n%i!=0:
                return False
        return True

Pattern 10

Figure 5.2: Pattern not satisfying constraint C3

But in a general context, it’s very difficult to judge the actual usefulness of
this kind of pattern because, as explained above, they can appear in different
arrangements in a code, and the effect it has or the way it’s interpreted for code
will not necessarily be the same for others. This is all the more true given that
sometimes, for the same code, there may be several matches of the same pattern
as shown in Figure 5.3.

5.3 Comparison of the two methods
Although tree mining and sequence mining offer different implementations and

results, it is still useful to analyse them and see how they work in our research. We
have divided this analysis into 3 points which will be firstly to study how the codes
and patterns are represented, then to observe how each one proceeds to mine the
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Pattern Code

Expr
If:Name-Eq-Constant

Return:Constant
EndIf:Name-Eq-Constant
Else:Name-Eq-Constant

Return:Constant
EndElse:Name-Eq-Constant

Matching 1

def divisible(n, k): 
    """
    """
    if n==0:
        return True
    else:
        for i in range(1,k+1):
            if n%i!=0:
                return False
        return True

Matching 2

def divisible(n, k): 
    """
    """
    if n==0:
        return True
    else:
        for i in range(1,k+1):
            if n%i!=0:
                return False
        return True

Figure 5.3: Example of a pattern with multiple matching in the same code

Figure 5.4: Evolution of the support
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patterns, and finally to make an empirical analysis of the patterns found by the 2
methods.

5.3.1 Code representation

The first thing to note is that representing an item in sequence is much less
complex and burdensome to analyse. For example, the code ‘a = 1+2-3*4‘ for its
tree representation will require more than 10 nodes, while its sequence representation
is in the form of a single item. Consequently, the larger the code, the more difficult
it will be to analyse and understand it in its AST form, while the representation in
sequence is designed to be more faithful to the Python code in terms of syntax and
therefore easier to interpret. But the downside is the loss of information, which
could be significant if we want to capture or express an item precisely.

In addition, the AST representation tends to use more memory due to its
complexity and tree structure, while the sequential form of code may be more
compact but less expressive in terms of structure.

5.3.2 Pattern mining

Although the efficiency of the sequence mining implementation is not the main
objective, this quality cannot be ignored. This section compares the efficiency of
sequence mining and tree mining implementations. This comparison begins with
a few reminders of the performance of these two methods. Then, a more precise
and quantified analysis of the efficiency of the implementations is carried out. It is
also important to remember that this comparison concerns a more developed and
complete implementation of tree mining, as it proposes constraints that are not
included in sequence mining, which may affect the results.

The choice between sequence mining patterns and tree mining patterns depends
on the specific data we have and the problem we are trying to solve. Each technique
has its own strengths and weaknesses [19, 7], and may be more appropriate in
some situations than others. There are therefore no absolute criteria for classifying
them. In addition, there is a big difference between the implementation of tree
mining in Java and sequence mining in Python. This difference has a number of
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consequences. Python has the advantage of better error handling, portability and
ease of implementation. Java, on the other hand, has the advantage of being fast
to execute after compilation, and delivers better performance.

The search for patterns in the 2 methods is divided into 2 stages. The first
consists of converting the input Python codes for the miner used, the process is the
same and consists of a depth traversal of the AST, for tree mining the conversion
is made to an .XML file, while for sequence mining the conversion is made to a
.TXT file that includes the different items as defined above. The execution time
for this step is therefore very similar for the 2 methods. The second stage consists
of mining in which significant differences between the 2 can be observed.

Table 5.1 shows the results obtained. Although it is difficult to have the same
execution parameters in the 2 methods, we have nevertheless made the comparison
according to a common minimum support threshold. We can therefore see that
in most cases the sequence mining implementation runs faster. This may be due
to the fact that for a given code, sequence mining processes fewer items than tree
mining processes nodes. Another factor impacting performance is the fact that the
time taken to calculate the maximum pattern for tree mining is longer because
more nodes are processed.

# of code support
threshold

Sequence mining im-
plementation

Tree mining implemen-
tation

137 4 5.593s 9s
126 2 4.907s 6s
509 5 20.691s 543s
694 5 29.871s 182s
840 4 180s 1532s

Table 5.1: Table comparing the execution time of sequence mining and tree mining
implementations on different datasets

It is important to note that speed of execution is only one of many factors to
consider when choosing a pattern mining technique. Other factors, such as the
accuracy and relevance of the patterns discovered, are also important. In addition,
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there are many optimisations and variants of these techniques that can be used to
improve execution speed in specific situations.

5.3.3 Patterns found

We can already see that in most cases, sequence mining returns more patterns
than tree mining. This can be explained by the fact that tree mining in the test
version uses more advanced and developed constraints to filter out more patterns,
whereas sequence mining has no constraints aimed at capturing a certain type of
pattern. But in most cases the patterns are similar between the 2 methods.

In addition, it is easier to group patterns found by tree mining using clustering,
as patterns can be directly compared using their nodes and connections to group
together those that share similarities. For sequence mining, it is certainly possible
to group patterns by associating them with items in common, but because the
items are more compact, the result is less complete than those produced by tree
mining.

5.4 Conclusion
In conclusion, the implementation of sequence mining produces results which

are similar to those produced by tree mining. Its results differ in terms of the
constraints applied to each technique in general. In terms of efficiency, sequence
mining outperforms tree mining in terms of execution time. This result is predictable
for a number of reasons, the main one being that code representation takes up less
space in its sequence form than in its tree form, which has an impact on execution
performance. Sequence mining does produce results, but these are not sufficiently
different from those produced by tree mining to be considered more interesting.
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Chapter 6

Future Work

The current implementation of our sequence mining has demonstrated significant
potential in extracting meaningful patterns from source code. However, there are
several opportunities for future improvement and exploration to further enhance
its effectiveness and applicability.

6.1 Another Representation of sequence
As defined in Section 2.2, sequence mining can also be applied to a sequence set.

In our implementation the code was transformed into an item sequence. Another
implementation could consist of transforming a code into a sequence set and using
this representation to perform our mining and observe what kind of result we might
get.

Figure 6.1 shows an example of a code in which different ways of dividing it into
sub-sequences are displayed. For a sequence transformation, we can obtain :

1. ⟨Bloc11, Bloc12, Bloc13, Bloc14, Bloc15, Bloc16, Bloc17⟩

2. ⟨Bloc11, Bloc12, Bloc21, Bloc22, Bloc17⟩

3. ⟨Bloc11, Bloc12, Bloc31, Bloc17⟩

4. ⟨Bloc11, Bloc41, Bloc17⟩
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count=0
a=n
for i in range(1,n):
    if a/i==a//i:
        a=a/i
        count+=1
    else:
        a=n
        break
return count

Bloc11

Bloc21

Bloc22

Bloc41

Bloc17

Bloc16

Bloc12

Bloc13

Bloc14

Bloc15
Bloc31

1
2
3
4
5
6
7
8
9
10

Figure 6.1: Example of code and its sub-blocks

6.2 Integrating Constraints During the Mining
Process

Another interesting improvement for future work is to modify the algorithm
to apply constraints dynamically during the extraction process. This means that
constraints would not simply filter the final results, but actively guide the pattern
search during pruning. The C2 constraint could therefore allow the algorithm to
stop the search when a sequence containing an empty body is found. Dynamic
integration could lead to more efficient pruning of the search space.

6.3 Developing a New Implementation in Java
The current Python implementation can be extended by creating a new Java

version. Java is widely used in academia and industry, and a Java implementation
would facilitate wider adoption and integration into existing software development
tools. What’s more, Java is a robust ecosystem, and extended libraries could help
optimize performance and improve algorithm capabilities, particularly in terms of
execution time, which is already relatively good compared with tree mining.
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6.4 Exploring Alternative Pattern Mining Meth-
ods

The initial aim of this thesis was to explore several mining pattern techniques
in order to find interesting patterns. We have only implemented one of the many
techniques. It would therefore be interesting to observe what can be obtained by
exploring other techniques such as itemset mining, which was initially intended to
be studied, and graph mining, as there is a link between a graph and a tree [16].

6.5 Adding New Constraints
FREQTALS offers a range of interesting constraints, so an interesting improve-

ment would be to implement a version of these constraints in the sequence mining
version. We could then either get really close to a more optimized version, as
the sequence mining execution would take less time to run, or obtain other, more
interesting results than the basic ones.
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Chapter 7

Conclusion

This thesis explored a new pattern mining technique applied to source code
analysis, focusing on sequence mining. By examining the limitations of traditional
abstract syntax tree (AST) approaches and introducing this mining alternative to
tree mining, we were able to demonstrate the effectiveness of this new technique
for identifying recurring and relevant patterns in source code.

In particular, sequence mining has proved capable of detecting complex, dis-
continuous patterns, offering a new perspective on code analysis. By comparing
this approach with traditional tree mining, we have highlighted the advantages
and disadvantages of this new method, both in terms of execution speed, which
surpasses that of tree mining, and the richness of the patterns discovered. The
results show that sequence mining can complement and, in some cases, outperform
traditional tree mining methods, particularly when it comes to capturing sequential
behavior in code. The patterns identified can help developers to better understand
underlying code structures, spot potential anomalies and improve overall software
quality.

However, it is important to note that this thesis represents an initial implemen-
tation of this new sequence mining method. In general, the patterns produced are
not sufficiently developed to be considered more useful than those produced by tree
mining, and with the right adjustments, it is possible to get results that are very
close to tree mining. There is significant potential for improving this approach,
notably by optimizing the algorithms used and integrating dynamic constraints to
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refine the patterns extracted. In addition, the exploration of other pattern mining
techniques, such as itemset extraction, could open up new avenues for source code
analysis.

In conclusion, this thesis makes a significant contribution to the advancement of
source code analysis methodologies, by proposing a new, innovative and efficient
pattern mining technique. The approach developed here offers powerful tools to
software engineers, which in time and with more research could help improve the
quality and maintainability of software systems.
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