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Introduction

Elliptic problems are found in a wide range of different domains. We can find an application for
them in astrophysics, chemistry, mechanics, electromagnetics, statistics, image processing, just to
name a few. The most common elliptic problem is Poisson’s equation with constant coefficients.
It is usually stated as :

Viu=f

Where v is a smooth function we want to solve for and f is a known function and is called
the source term or the forcing term. Suitable boundary conditions also have to be provided to
guarantee the unicity of the solution. Other formulations might include non constant coefficients.
Poisson’s equation encapsulates many of the problems we can encounter while solving elliptic
partial differential equations and that is why it is often used to develop and test algorithms
attempting to solve elliptic problems.

In addition to being present in a lot of domains, Poisson’s equation can also be used as
a building block for other numerical methods. An example of this is the numerical solution
for incompressible flows. Indeed, most numerical methods solving Navier-Stoke equations for
incompressible flows require to solve Poisson’s equation at each time step (to project the velocity
field onto the divergence-free space for example).

All those considerations lead to the need of fast and robust algorithms to compute the
solution of Poisson’s equation. Those algorithms are often called Poisson solvers. For simple
geometries and regular grids, there exists well-known direct solvers, usually based on the Fast
Fourier Transform, that are well suited to the task. However, if we relax one of those restrictions,
it is no longer possible to use such solvers. Because most practical problems involve complex
computational domains, or a function f that is very localized or has different scales of resolution
(and therefore the use of a regular grid is no longer appropriate), or both, there has been a lot of
work done into developing other approaches.

Let us also mention that the increase of the accuracy requirements leads to the growth of the
typical problem sizes. The methods developed have to have an efficient memory management
and a good scalability to a lot of degrees of freedom. Several research groups are working on
algorithms that have to be able to scale well up to trillions of unknowns. That is why high-order
methods are often used in practice.

Because the number of unknowns is so high, parallel computing has become a necessity. Some
computations are performed on millions of CPU cores. That is why any algorithm has to be
developed while keeping in mind that it must be able to scale well to such a number of processors.

There exists several algorithms that meet the requirement presented above. The work of
this thesis is to present one of such algorithms and the theory that supports its choice. The
chosen algorithm has then been implemented, from scratch, in order to test its performances and
compare them with the theoretical results. That resulted in a code written in plain C of more
than 8000 lines, leveraging the p4est library to handle the adaptive mesh and the Lapack library
to perform some linear algebra (such as the diagonalization of a matrix). Some technical details
of the implementation are also presented.

The chosen algorithm is the spectral element method on a non conforming mesh (that arises



INTRODUCTION

from adaptive refinement) consisting of quadrilateral elements. To solve the linear system
obtained with the discretization, the preconditioned conjugate gradients are used with a two-scale
preconditioner. The first part of the preconditioner, called the coarse scale, consists of a geometric
multigrid method. The second part, called the fine scale, is constituted by an overlapping additive
Schwarz preconditioner. Currently, the implementation only supports two dimensional problems
and has not been parallelized. However, let us stress the fact that the objective is to verify
important properties of the algorithm used.
The work presented here targets specifically the following objectives :

e Investigate the properties of the chosen algorithm and their theoretical basis.

e Implement, from scratch, the algorithm to obtain an efficient two dimensional Poisson
solver that handles non conforming meshes and uses a high-order method.

e Discuss the performances of the Poisson solver and compare them with the theoretical
results.

For the remaining of this introduction chapter, let us present the different parts of the
numerical scheme that has been chosen as well as the reasons for using those parts. We will start
by the type of mesh used, then move on to the spectral element method. We will afterwards give
a brief overview of the preconditioned conjugate gradients and the two preconditioners. The end
of this chapter gives the general outline of this thesis.

Non conforming meshes and p4est

Let us start by saying that the meshes used in our applications contain only quadrilateral
elements. Such meshes are usually considered to be better than triangular meshes. Examples of
the reasons for that are given in [1] or in [2]. Meshes composed by quadrilaterals also contain
fewer elements than those composed by triangles for the same number of vertices. Therefore,
those meshes require less memory and the assembly procedure is faster. That is especially true
for high-order spectral elements.

Another advantage of quadrilateral meshes is that we can define the basis functions (of the
spectral element method) as tensor-products of the one dimensional shape functions. We will see
that this property allows us to perform a matrix-vector product very efficiently.

We also want to be able to handle in practice both case when f is a superposition of oscillatory
modes (where a regular grid is the best choice) and when f has very localized features (where
the grid should be able to capture the local features while the number of degrees of freedom is
not overwhelming). In practice, in order to have an accurate solution, a high resolution is needed
in some parts of the computational domain while in large other parts, high levels of refinement is
not necessary. That naturally leads to adaptive mesh refinement (AMR) and therefore to non
conforming meshes. Examples of the different ways to define the criterion used to decide if a
given quadrilateral must be refined are given in [3].

A non conforming mesh is one that contains hanging nodes. A hanging node can be defined
by a node that is not shared by all its neighboring elements. They are inevitable when using
tree-based AMR methods and must be treated carefully. Examples of meshes containing hanging
nodes can be found later in this thesis.

The library used here to generate and handle the mesh is pdest. Its founding paper is [4]. It
bases its AMR process on a forest of quadtrees (it is therefore a tree-basd AMR). Each quadrant
can be refined in an adaptive manner using a user-supplied criterion. The inherent structure
of the meshes produced using this forest of quadtrees allows us to easily define an hierarchy of
grids for the geometric multigrid method.
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The spectral element method

Let us now turn to the discretization method. The spectral element method consists of approxi-
mating the solution u with continuous piece-wise polynomials of degree p. It is the fact that the
approximation is continuous that forces us to take special care of hanging nodes.

More precisely, on each quadrant, the interpolation bases consist of a tensor product of one
dimensional shape functions (as explained in [5]). Those shape functions are the Lagrangian
polynomials associated with the Gauss-Lobatto-Legendre (GLL) quadrature points.

As stated above, we will use a high-order method, i.e. a large degree p. This is because
high-order interpolations can better approximate a smooth function than piece-wise (bi-)linear
ones. Let us think about a one dimensional example to grasp this intuitively. With three points,
an interpolation of half a period of a sine wave using a quadratic function will be better than a
continuous piece-wise linear interpolation.

This intuition has been formalized into a really important result. If the forcing term is
infinitely smooth, we have the spectral convergence property : the discretization error decays
faster than any power law for sufficiently large p. That means that we have an exponential
convergence of our solution. Our course, that requires that f is smooth enough. This result is
for example given in [6] or in [7].

That is why it is often a good idea to use high-order methods. It allows us to obtain a very
high accuracy while keeping the number of degrees of freedom reasonable. In practice, high-order
methods almost always perform better than their low-order counterparts when the accuracy
requirements are high.

Our implementation supports any degree of interpolation p. However, in the results chapter,
we only present cases for p = 2,4,6,8.

The preconditioned conjugate gradients

From the spectral element method arises a large system of linear equations. Direct methods
are impossible due to its size and therefore we favor an iterative method, namely the conjugate
gradients. Since it is rather slow because the matrix defining the linear system (let us call it A)
is badly conditioned, we use a preconditioner.

This preconditioner is composed by two parts and we want one part to act on a large scale and
the other to act on a fine scale. Our hope is that the sum of the two parts of the preconditioner
is a good approximation of A~! so that the preconditioned conjugate gradients converge in only
a few iterations. That is why we call it a two-scale preconditioner.

The first part of the preconditioner, called the coarse preconditioner, consists of solving a
low-order problem on the mesh. To solve this coarse problem, we will use a geometric multigrid
solver. It is one of the fastest method available. This algorithm has multiple advantages but the
main one is called the h-independent convergence. The number of iterations of the geometric
multigrid method is independent of the number of quadrants. As we will see in the results
chapter, it is this part of the preconditioner that allows us to have a constant number of iterations
whatever the level of refinement in our mesh. The hierarchy of meshes needed for the geometric
multigrid method derives naturally from the tree-based AMR process : the mesh at a given level
k contains only quadrants that have a level of refinement inferior or equal to k.

The second part of the preconditioner, called the fine preconditioner, is constituted by an
overlapping additive Schwarz preconditioner. It is a domain decomposition method. The principle
is to solve the problem on several subdomains with Dirichlet boundary conditions and then to
sum the contributions of the different subdomains. We will see that our quadrilateral mesh
provides us with an easy way to define those subdomains. We will also make some assumptions
that will allow us to compute the fine preconditioner efficiently.
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Outline of the thesis

Let us end this introduction chapter with an outline of the contents of this thesis.

Poisson solvers are intensively studied and the algorithm chosen for this thesis is not the
only one available. The first chapter therefore presents several other algorithms to solve elliptic
problems and tries to give a snapshot of the different methods used in practice.

The second chapter refocuses on the chosen algorithm. In it, we present in detail the different
methods that constitute our Poisson solver. The theoretical reasons behind the choices made are
also laid out.

As a large part of this thesis was the implementation, with p4est, of the method presented in
chapter 2, the third chapter spends some time explaining the different design choices that were
made and how the algorithm is implemented in practice.

The fourth chapter puts the implementation to the test. We test the algorithm against
several examples and quantify its performances. The number of iterations needed to reach a
given tolerance is compared for the different cases and we compare the observations with the
theoretical results.

We end this thesis by a conclusion that summarizes all the work done and the important
results. We also check the fulfillment of the objectives presented earlier in this chapter.



Chapter 1

State of the art

Since the resolution of elliptic problems is a building block for a lot of different numerical methods,
the amount of work put into efficient solvers has been huge, both in the academical and the
industrial domains. This means that the available literature on the subject is equally massive.
This chapter attempts to give the reader a snapshot of the different methods used in practice to
solve Poisson’s equation with trillions of unknowns.

Let us first note that it is impossible to define the most efficient method since it depends a
lot on the geometry of the computational domain and on the source term (i.e. the right-hand
side in Poisson’s equation). Therefore, we will show different algorithms and explain what their
strengths and weaknesses are.

Let us also note that, for all the methods presented here, the high-order version of the method
is almost always a better choice than the low-order counterpart if we want to reach a given
accuracy. As explained in the introduction chapter, this is because high order methods have a
better accuracy for an equivalent number of unknowns. The only exception to this rule is if we
only need a rather low accuracy in the solution.

We can divide the solvers into two large categories : basic solvers that resulted from earlier
work and high-end solvers that are the implementation of more modern, more efficient methods.
We will see that in some particular cases, the basic solvers still outperform the second category
of solvers.

Let us start with the earlier methods. Those include the direct sparse solvers, which are
especially efficient in one dimension since then the stiffness matrix is banded and the linear
system resulting from the discretization can be solved in a time complexity that is linear in the
number of degrees of freedom (as showed in [8]). In two (or more) dimensions, this method is
less effective since the band increases and depends a lot on the numbering of the unknowns. This
is particularly true for an unstructured mesh.

Another early method that has to be mentioned is the Fast Fourier Transform (FFT). Direct
solvers based on the FFT are extremely fast even in two or three dimensions. The drawback is
that the grid often needs to be regular (even though if some work has shown that it is possible
to compute efficiently the FFT for non uniform spacing, for more information see [9]). In any
case, this method does not work for general unstructured meshes. Let us nonetheless note that if
the source term is smooth and we have need of an uniform resolution, solvers based on the FFT
often outperform by a very large margin any other method.

The last group of methods in the basic solvers consists of the iterative methods, the most
famous of which are the conjugate gradients. This method is very general since it can handle
unstructured, non conforming meshes in any dimension but, used on its own, it is not very
efficient. This problem can be overcome by the addition of a preconditioner. A lot of different
preconditioning techniques have been developed with more or less success. The idea is always to
reduce the condition number of the stiffness matrix. The performances of the preconditioned
conjugate gradients (PCG) depend a lot on the choice of the preconditioner.
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The second category of solvers were developed because the size of the problems became too
large for classical iterative methods. It was now needed to have an accurate solution even for
systems with trillions of unknowns on very general geometries. We therefore look at methods
that can scale to that number of unknowns.

The second reason is that the solutions of the problems often have very different behaviors
in different parts of the computational domain. Using an uniform resolution is therefore a lot
less efficient that using an adaptive mesh. The second category methods therefore also need to
handle non conforming meshes.

A first example of those methods is the Domain Decomposition (DD), where one split the
computational domain into several subdomains. The subdomains can be overlapping, such as
in the overlapping additive Schwarz method (OAS) or its multiplicative counterpart (OMS).
The subdomains can also be non-overlapping, such as in the balancing domain decomposition
method (BDD). The domain decomposition methods can be used by themselves (for example if
we can identify two regions where we can use regular grids and the FFT) but are more typically
used as preconditioners for the PCG, as it is the case in our application. We can also mention
that a coarse problem where we have only a few unknowns by subdomains is very often used to
coordinate the solution globally.

Another very important method is the Geometric Multigrid Method (GMG), where we define
a hierarchy of grids and where we solve recursively the problem on coarser and coarser meshes.
Those methods have proven very efficient and have been generalized to high-order methods on
general unstructured, non conforming meshes. The major difficulty is to define the hierarchy.
That is why it is often implemented with an AMR that uses a tree-based method in its refinement
process. Even if the geometric multigrid method was initially built for low order discretizations,
it has successfully been generalized to higher-order methods (see for example [10]). We can
then use a GMG solver with high order on its own or use a GMG solver with a low order as
a solver for the coarse problem used in domain decomposition. The latter approach is the one
implemented in this thesis.

A close cousin to GMG is the Algebraic Multigrid Method (AMG) which use the same
principles but directly applied to the fine scale matrix. The principal advantage over GMG is
that there is no need of a hierarchy of meshes and therefore the method is more flexible (as
exemplified in [11] or [12]). The downside is that it often requires more memory and it is generally
less efficient than the geometric multigrid method.

A last method we can mention is the Fast Multipole Method. It was initially developed to
solve the particle N-body problem but it has been successfully adapted to Poisson’s equation
(see [13] and |14] for information). In practice, this method has proven as efficient as GMG.

In addition of the different restrictions presented above, the algorithms also need to be highly
parallelizable. Indeed, we want to be able to use millions of CPU cores. Thus, only methods
that have a good scalability performs well on such systems.

A comparative study of the efficiency of the different methods presented here has been realized
in paper [15]. They compare state of the art solvers implementing FFT, FMM, GMG and AMG
on different problems. Several conclusions are worth mentioning here. For uniform grids, FFT
outperforms all other methods by a very large margin. However, for solutions that have very
local features, FFT loses to methods that can use adaptive refinement such as GMG and FMM.
That is because those methods can use several orders of magnitude fewer unknowns than FFT.
Let us also mention that low order variants of any method are always significantly slower than
their high order counterparts when the accuracy requirements are high.

We can end this chapter by saying that no method rules the others. Each method has a
particular case for which they are better suited than everybody else. A robust solver should be a
hybrid method to handle both cases when the solution is a superposition of oscillatory modes
and when we have a highly localized forcing term.



Chapter 2

Theory

In this chapter, we present the theory behind the different algorithms used. As mentioned
in the introduction, the objective is to solve Poisson’s equation as quickly as possible. The
particularities of hanging nodes are also an important part of this chapter.

The first section formalizes the mathematical problem to solve and derives the weak formula-
tion of Poisson’s equation that will be used for the discretization.

The second section presents the spectral element method and how it applies on non conforming
meshes. Both the mesh and the discretization of the weak formulation are explained.

We will then turn to the iterative method used to solve the linear system of equations arising
from the discretization : the preconditioned conjugate gradients.

The last two sections explain in some details the two parts of our preconditioner. The coarse
part is constituted by a geometric multigrid solver while the fine scale preconditioner consists of
an overlapping additive Schwarz method.

2.1 Presentation of the problem

In this section, we will present the problem we will solve. Let us consider a domain € R? with
its boundary I' = 9€2. Then, we want to find a function v : 2 — R that satisfies :

Viu=f on

= ug onI’

Where f: Q2 — R and ug : I' = R are two given functions. We also assume that f and wug
satisfy the standard regularity assumptions. Let us denote H'(£2), the Sobolev space containing
functions whose partial derivatives up to order 1 are in L?(f2). Let us also define H}(Q), a
subspace of H!(Q) where the functions are equal to zero on I

Hy(Q) = {v e H'(Q),v[r = 0}

Let us then multiply equation by any function v in H}(Q) and integrate it over the
domain. And since the laplacian is equivalent to the divergence of the gradient, we have that :

/ V- (Vu)v dzxdy = / fvdzdy (2.3)
Q Q

Any function u that is a solution of [2.1] is obviously also a solution of [2.3] for every function
v € H} (). Let us now recall that for any functions u and v regular enough :
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V- (vVu) =Vu-Vo+oV- (Vu)
Using this relation on equation we get :

/ Vu - Vv dxdy = —/ V- (vVu)dzdy — / fudxdy (2.4)
Q Q Q

Finally, using the divergence theorem, we have :

/ Vu - Vudrdy = —/(UVU) -nds— / fudzdy (2.5)
Q r Q

Since v € H} (), it is equal to zero on the boundary and therefore :

/ Vu - Vv dxdy = —/ fvdxdy (2.6)
Q Q

We can now state the weak formulation of problem [2.1I] Let us assume, without loss of
generality that ug = 0. Then, we want to find a function u € H{ () that satisfies :

/ Vu - Vv drdy = —/ fvdxdy Vo € HY(Q) (2.7)
Q Q

2.2 Spectral element method on non conforming meshes

Equation is the problem we will be attempting to solve. However, the equation must still
hold for every function v € Hg (). This section presents the method used for the discretization
of the problem, namely the spectral element method on a non conforming mesh.

The first part of the task is the discretization of the domain ). As explained in the introduction,
we will use non conforming meshes. So we will present such meshes, present their particularities
and explain how we will handle them.

The second part of the task is the discretization of equation The method here presented
is the spectral element method, which consists of using high degree piece-wise polynomials as
basis functions. We will first show how to obtain the linear system of equation (Au = b) that
arises from this method. We will afterwards present the one dimensional basis functions used
and the location of the nodes on the 1D reference element. We will then explain how to construct
the global basis functions in the presence of hanging nodes. We will finally show how to compute
the right hand side of the linear system and how to perform an efficient matrix-vector product
without having to explicitly construct the matrix A.

2.2.1 Discretization of the domain

Let us first tackle the discretization of the domain. In classical AMR, the mesh depends on the
problem to solve and the refinement is performed to obtain the fact that the error committed on
each quadrant is roughly the same (see [16]). But that is not the focus of the work done here.
Instead, let us assume that we already have a mesh G consisting of unstructured quadrilaterals
(denoted €2.) and that might be non conforming, i.e. where we have the presence of hanging
nodes. As always, we have :

¢ =Jo

QN =0 if i
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Figure 2.1: Example of a legal non conforming mesh (it is 1-irregular). We can see that we have
two hanging nodes in red since they are not vertices of the bigger quadrants neighboring them.

Figure 2.2: Example of an illegal non conforming mesh (it is 2-irregular). We can see that the
top left quadrant has four neighbors through its south edge while we imposed a maximum of two.

We can define a hanging node as being a node that is not shared between all its neighboring
quadrants. We can note that hanging nodes can only be found on edges. Figure shows an
example of a mesh containing hanging nodes. We can see that the vertices in red are hanging
nodes since they are vertices of the smaller quadrants neighboring them but not of the bigger
quadrants neighboring them. Those nodes will require a special treatment in the spectral element
method.

We have however one restriction to make on the mesh. We will allow two neighboring
quadrants to have only one level of difference in the refinement. This means that the number of
neighbors of a quadrant through a given edge is maximum two. We call such meshes 1-irregular.
Figure shows an example of an illegal non conforming mesh. We can see that on that mesh
the top left quadrant has four neighbors through its south edge. Since the maximum difference
of the levels of refinement between two neighboring quadrants is two, such a mesh is called
2-irregular. Handling all possibilities of hanging faces for a general k-irregular mesh (with & > 1)
is impossible and that is why we (and the vast majority of others) consider as illegal meshes such
as the one presented in figure

For the rest of this chapter, it is important to note that, in a l-irregular mesh, a hanging
edge (an edge containing hanging nodes) is always half of a non hanging edge for its neighboring
quadrant.

Once we have our mesh, it is clear that we can compute the integral of any scalar function g
as the sum of integrals on the quadrants. Formally, we have :
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/gdﬂiy = Z/ g dxdy (2.8)
Q = Jo.

All the integrals we compute will be performed quadrant by quadrant and then summed.

2.2.2 Discretization of equation

Since equation must hold for every function v € H} (), it is not very practical. We will
therefore restrict ourselves to V* C H{(Q), where V" has a finite dimension. Let us denote the
functions that form the basis of V" by ¢, ..., 6n (therefore, the space V" is of dimension N).
We will define explicitly those basis functions later.

Using Galerkin approximation, we will also restrict our search of the solution to V". Let us
denote this solution u”. Therefore, we have that :

N
h
ut = ujg;
7j=1

Asking equation to be satisfied for every function in V" is equivalent to ask it to be
satisfied for every function of its basis. As a result, the discretized version of equation is
given by :

N

}j/ Vs - Vo dedyuj = —/ s dady fori=1,.. N (2.9)
‘ QO Q

J=1

Solving this to get the nodal values u; is actually solving a linear system of equations Au = b
where we define :

Ajj = /Q Vi - Vo dedy (2.10)
bi = —/ fd)z d:cdy (2.11)
Q

Those integral will be performed using equation

2.2.3 Basis functions on the reference element and Gauss-Lobatto-Legendre
nodes

As shows equations and we need to compute integrals to solve the problem. Here, we
will perform the integration using Gauss-Lobatto-Legendre (GLL) quadrature. The particularity
of 1D GLL nodes is that they include the end points of the interval on which we compute the
integral. For example, on the one dimensional reference element, it means that the GLL nodes
include £ = —1 and £ = 1. This particularity enables us to use the GLL nodes both as quadrature
points and as global nodes where we compute our numerical solution. We will see later that this
allows us to compute the matrix-vector product very efficiently.

For p + 1 GLL nodes, the quadrature integrate exactly polynomials of degree at most 2p — 1.
It is less than for the Gauss-Legendre quadrature (which achieve to integrate exactly polynomials
up to order 2p + 1). The way to compute the GLL nodes and their weights is for example
detailled in [17]. Table shows the values for different degrees. We can see that the nodes are
not uniformly distributed but they tend to cluster near the end points £ = —1 and & = 1.

Let us denote the p +1 GLL nodes on the reference 1D element by &p, &1, ..., §. Since the
GLL nodes contain the end points of the interval, we can also use them as global nodes. We will

10
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Number of nodes p+ 1 | Points & Weights w;

2 +1
3 +1

0
4

i1
3
]
+/2
0

Table 2.1: Values of the GLL nodes and the associated weights on the reference one dimensional
element for the first few degrees.

163215 Bl oren oo

use Lagrangian polynomials for the interpolation. Let us denote them ly(§), {1(£), ... , {p(§). Let
us recall that :

For the following parts of this chapter, it is very important to note that :

1i(&5) = i
Where 6;; is to be understood as the Kronecker delta. This fact will allow us later to compute

the matrix-vector product in a very efficient way.
Let us also use this opportunity to define the derivation matrix H as :

Hij = (&) (2.12)

Let us now define the basis functions on the 2D reference element. In 2D, we will use (p 4 1)?
nodes, tensor product of the 1D GLL nodes. If we denote the 1D GLL nodes by &}, the 2D nodes
are thus located at :

(& mj) = (&.€)) for i,j =0,1,...,p

On the reference quadrant £, n € [—1;1], we have in the same way that the basis function
associated with node I located at (;,n;) is given the tensor product of the 1D basis functions :

or(&:m) = Li(&)L;(n)

Thus, if we want to obtain the value of a field w in the reference quadrant, whose value at
node I is given by u;;, we interpolate as :

w(én) =Y uiili(€)l;(n)

i=0 j=0

11
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2.2.4 Global basis function

Let us first mention the distinction between global and local nodes. Each quadrant has (p + 1)?
local GLL nodes but that does not mean that all of them are global nodes, since some might
be hanging. As explained in [18], one solution consists to treat hanging nodes as global nodes
and then add equations in the linear system Au = b to enforce the continuity of the numerical
solution. Another solution is to immediately enforce the continuity of the numerical solution by
having continuous global basis function. This is what is done here. We will consider N global
nodes (that are the GLL nodes for at least one quadrant) and give them a global unique index
I=1,...,N.

We want our global basis function ¢; to be a piece-wise polynomial of order p and to have a
value of exactly 1 at global node I and to be equal to 0 on any other global node.

In order to define such a function, we first need a mapping that goes from the 2D reference
element to the actual quadrant e, i.e. z¢(§,n) and y°(&,n) that for quadrant e give the actual
coordinates of any point in the reference element. Let us also define the inverse mappings £¢(z, y)
and n¢(z,y).

The last thing we need is a global to local operator that gives for local node (&;,n;) on
quadrant e the weight of global node I. Let us denote this operator R (I). In a conforming
mesh, since each local node correspond to a global node, Rfj(l ) can only be equal to 0 or to 1. In
a non conforming mesh, however, the value of Rfj(l ) must be computed to ensure the continuity
of the global basis function. For example, if we have hanging nodes on the east edge of quadrant
e (where i = p), then Ry (1) is given by :

Ry (1) = I (52] + ;) if I is the k-th global node on the non hanging east edge

More explanation about how to compute the operator Rf;(I) can be found in [19] or in [20].
The plus or minus sign in the above formula comes from the fact that a hanging edge can be the
first or the second part of the larger non hanging edge. This is why we accept only 1-irregular
meshes : because we only have to handle two cases when we compute Rj;(I). If we accepted
k-irregular meshes with k£ > 1, we would have too many different cases to look at.

With this operator and our mapping, it is then possible to compute the value of the basis
function associated with node I inside any element e. It is given by :

¢](m7y) = Z Z Rzej(l) lz(fe(%y)) lj(ﬁe(ffvy)) if (:L‘v y) € Qe (213)

i=0 j=0

Figure [2.3] shows a global basis function on the mesh presented in figure forp=1. We
can see that it is not entirely trivial since the global node associated with the basis function
has a influence in quadrants where we have hanging nodes. We can also see that it is indeed a
continuous function that is a piece-wise bilinear polynomial.

Let us note that there is no global basis function associated with a hanging node.

In practice, we do not build the operator Rfj(I ) explicitly since only nodes located on edges
can be hanging and the pdest library helps us to treat hanging nodes (see the implementation
chapter for more details).

2.2.5 Computing the right-hand side

Now that we have defined our global basis functions, it is possible to perform the integration
needed to compute b; (equation [2.11]). As explained before, we will perform the integration
quadrant by quadrant. Let us denote :

12
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Basis function associated witht the central global node

Figure 2.3: Global basis function associated with the global GLL node located in the center of
the mesh presented in figure for p = 1.

-/ for drdy

We obviously have that by = >, b%. Let us also define the reference element associated with
quadrant e by €2, and the jacobian of the mapping as :

oz Oz
J(&m) = (85 aife)

o0& On

Then the integration on quadrant e becomes :

b= = [ @€y (€ m)or(at(€m) v (€ )€ )] ded

Using equation [2.13] we get :

= |, s, (ZZR )) (€ )| ded

=0 7=0

This is where the fact that our global nodes are also GLL nodes becomes important.
To alleviate a little the formulas, let us define two new notations : J(&m,nn) = JS,, and
F(@(Emsn), Y (Emsn)) = f5- Using the GLL quadrature rule, we have :

m=0n=0 i=0 j=0

=3 D wmwa i, (ZZR%U >li<€m>la‘<%>> [Trn|

Since 1;(§;) = 0y, this becomes :

m=0n=0
This expression looks more complicated than it actually is. Indeed, the operator RS, (I) is
often equal to zero. It is non zero only if in quadrant e, the local node (m,n) is the global node I
(in which case it is equal to 1) or if the local node (m,n) is located on a hanging edge where the
global node I has an influence. Therefore, in a quadrant where we do not have hanging nodes,
and if the local node (m,n) has I as global number, we simply have :

? = _wmwnfﬁme]Sln’
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2.2.6 Computing a matrix-vector product

As said in the introduction, we will use an iterative method to solve the system presented by
equations and namely the preconditioned conjugate gradients. As a result, we do not
need to build the matrix A explicitly but rather we need to be able to perform a matrix-vector
product Au where u is a vector containing the values of our numerical solution at the global
nodes, i.e. uy is the value of the solution at global node I. By linearity of the integral and the
derivative, and the definition of u”, we have :

N
(Au)p =) / Vor-Vordrdyug
J=17%

N
:/ Vor-v (Z ¢JUJ> dzdy
Q J=1
:/ Vor - Vul dedy
Q

Just as in the previous subsection, we will compute this integral quadrant by quadrant. The
first thing we want to do is to compute the value of u” at the local GLL nodes on quadrant e.
Let us define, u¢,,, as this local value :

N
uqcinn = Z ann(I)uI
I=1

Let us then define u¢ as the restriction of u” on quadrant e. Since we know that, on quadrant
e, u" must be a polynomial of degree p going through the (p + 1)? GLL local nodes whose values
are given by uf,, for m,n = 0,...,p, and since we know that such a polynomial is unique, we
have :

P P

u(z,y) = Y D Ul (€ (2, 9))ln (0" (2, ) if (z,y) € Qe

m=0n=0

Using our restriction, the linearity of the different operators and the equation [2.13] we have :

(Au)§ :/ Vor - Vu dedy
Qe

:/ Vi - Vu® daedy
Qe

=30 S RolD) [ V(€ g (@) - Vudody (2.14)

m=0n=0

Let us now focus on the last part of equation Since we want to integrate on the reference
element, we first have to take care of the derivatives. To simplify the notations, let us define :
Lyn(€,m) = 1n(§)1n(n). Then, using the chain rule, we have :

e e e _ 8Lm”% I Lmn 877) (81‘68‘5 uea”) €

[V et ) - Ve dody = [ (s T S (T8 T
(6Lmn6§ 8Lmn6n) <8u66£ N u dn

o0& Oy on Oy o0& 0y On oy

)11 ded
It is then a matter of rearranging the different terms.
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/ v (lm(é'e(x’ y))ln(ne(1‘> y)) : vue d.l‘dy - nggn € + an’gm ;€ + F’rrr]g’b je + FTZZL ;e
OLyny Ou® (0€ O 85 o€ )
€ e
0Ly Ou® [ 0€ On 85 877)
I/ S 20 IS e
Fie = [, S G (G im+ 5 o) 'l
OLyn Ou® (On 0§ 877 0¢ )
ng ZZmn e
Fifve = [, TG (G + 5 g ) 7l
OLpn Ou® (00 On 017 017)
ET = — |d&d
mnie / an o (81:0:U ayay) 171

We will again use the GLL quadrature to compute those integrals. Once again, the fact that
the quadrature nodes are the same as our local nodes will allow us to compute the different

terms efficiently. Let us introduce a few definitions :

o0& 8§
Or Ox
o0& On

Wffe =w;w;|J (&, ;)] <

€ s N
Wikie =w;w;| (&, ) <81‘ o +

dn on

nm v JE(E: n.: -
Wz] ;e wlw]"] (gl’n])’ <al’ or +

a¢ ¢

+ 55 ) (€m)

¢ on

0y8y> (&, m5)

mon\ .
8y0y> (fu%)

The derivatives that appear in the expression above do not need an analytic expression for
the inverse mapping to be avaﬂable We can compute them using the inverse of the jacobian

(52» 77])

matrix to obtain the values of

Let us also remind the deﬁmtlon of the derivation matrix H given by equation 2.12] Using

the quadrature, we have :

ff l/

abem

i3S

mnie

Q
M=
wa

a=0b=0

I
M=
M=

Q
I
o
il

0

NS

0

a

p p
) (33 sttt
by
Wab eHma(Snb (Z Z dHca(Sdb>
W(fg ma <Z uanca>
c=0

If we denote U® a matrix such that (U®);; = uf; and WEE a matrix such that (W&¢);; = Wffe
and if we denote the Hadamard product by o, then we can write :

FeS o~ (HWE o HTU?))

mn;e

mn

For similar definitions, it can be showed that the order terms are given by :

Fén

mn;e

e

mn;e

JQUUIPN ((WQ” o UeH)HT>

mn;e
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~ (HWE o UH))
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We can see that the problem reduce to computing a few matrix products. The only thing left
to do is to take hanging nodes into account when we gather the results :

p p
(A = D 3" B (D) (B + Filhe + Flfe + Fil)

m=0n=0

And, of course, we need to take the influence of every quadrant into account :

(Au)r =) (Au)g

e

2.3 Preconditioned conjugate gradients

Now that we have our right hand side vector b and that we are able to compute a matrix-vector
product Au, we can explain how to solve the linear system.

Since the number of degrees of freedom is huge, it is impossible to use a direct method to
solve the linear system. Instead, we will turn ourselves to iterative methods.

The matrix A arises from the discretization of Poisson’s equation using finite elements
and therefore it is sparse, symmetric and positive-definite. The conjugate gradients method is
therefore well suited to solve the linear system. We have to note however that the convergence
speed of the conjugate gradients depends on the condition number of the matrix A, x(A). Indeed,
as given in [21], if we denote e; = u — u; where u is the solution of the linear system and w; is
our approximation after the i-th iteration, then :

mmAs2<vgﬁ3;1>|%w4 (215)

1
Where ||e;]|a = (efAei) *. We can see in equation [2.15| that the higher the condition number
of A, the slower the convergence.
Unfortunately, the condition number of the matrix A is often very large and that is why we
need to use a preconditioner.
Formally, we want to solve :

Au=15b

Which is equivalent to solving :

MY Au= M1

If M is easy to invert and k(M 1A) < k(A), then we should have a faster convergence at
not too great a cost. The problem is that it is not possible to guarantee that M 1A is either
symmetric nor positive definite, which is required for the CG.

However, we know that if M is symmetric and positive-definite, then there exists a matrix F
such that M = EET. We can also note that M ~'4 and E~'AE~T have the same eigenvalues.
Indeed, let us assume that v if an eigenvector of M 1A associated with eigenvalue A. Then :

EYAET(ET) = (ETETYE'Av=FETM1Av = AETv

And we can conclude that ETv is an eigenvector of E~'AET with eigenvalue . If the two
matrices have the same eigenvalues, they also have the same condition number. If A is symmetric
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and positive-definite, it is clear that E~1AE~T is also symmetric and positive-definite. We can
thus use the CG to solve the following system (which is equivalent to Au = b) :

E'AETa=E"% i=E"y

This formulation has the unwanted property of making explicit use of the matrix F. We
would like to remove it entirely and use M only. It is indeed possible (see [21] for details).

Let us define u; the approximation after the i-th approximation and r; = b — Au;. Then, the
PCG procedure is given by algorithm [I, We can note that we indeed do not mention E but use
M~ instead. We can also see that we start with a zero initial guess. It does not have to be the
case and if we had a better initial guess, we should use it.

Algorithm 1 Preconditioned Conjugate Gradients

ug =0
rg = b—AUO
20 = M71740
Po = 20
i=0
while ||r;||2 > €||ro||2 do
d; = Ajpi
— ri zZi
o = pdez'

Uil = Ui + yp;
Tig1 = T3 — Qid;
Zig1 = M rig

_ FipTi
Pi+1 = Zit1 + Bi1Di
1=1+1

The stopping criterion is defined using the norm of the residual. We want it to be less than a
given fraction of the norm of the initial residual.

The most important part in the algorithm presented is the preconditioner M ~!. Indeed, the
convergence speed is a function of k(M ~!A). Therefore, we want a preconditioner that is easy
to compute and such that the condition number of M~ A is a lot smaller than the one of A.
Oftentimes, those two goals are contradictory.

As explained in the introduction, our preconditioner here consists of two parts. We have one
coarse grid correction based on solving the problem on the mesh with an interpolation of degree
p = 1. The resolution of this coarse problem will be done using a multigrid method. Let us call
this part P¢. The second part is the fine preconditioner where we solve the problem exactly on
overlapping subdomains (this is often called an additive Schwarz preconditioner). Let us call this
part Pf. We then add the two parts of the preconditioner :

M1 = pcypf

The hope is that the two parts of the preconditioner act on different parts of the problem
and that the sum of the two makes a good preconditioner. The rest of this chapter is entirely
about how to compute M ~'r = P°r + Pfr.

2.4 Coarse preconditioner : the multigrid solver

Let us first present the coarse part of the preconditioner. It consists of solving the problem on
the mesh using an interpolation of degree p = 1 with a geometric multigrid method.
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Since in general we use an interpolation degree p, the first thing to do is to restrict this
residual on the same mesh but for a degree p = 1. The first part of this section presents the
restriction used. Similarly, once we have computed the solution for p = 1, we have to prolong it
to a higher degree. To preserve the symmetry of the problem, we will define the prolongation
operator to be the transpose of the restriction operator. The procedure explained here is an
application with hanging nodes of the one described in [22]. Formally, if we denote by S the
restriction operator and by G the geometric multigrid solver, we have :

Per = STGSr

The second part explains in more details what are the key components of the geometric
multigrid solver. The practical implementation and the way it works with p4est is however
described in the next chapter.

We have to note that the coarse preconditioner cannot be use as the only preconditioner for
the CG. Indeed, because of the restriction, it has a kernel, i.e. it is possible to have a high degree
residual r # 0 such that :

Sr=0
As a result, the PCG will stop even tough we have not reached the solution. That is why, in
the results chapter, we never test the multigrid alone with a degree superior to p = 1.
2.4.1 Restriction of r from a high degree to p =1

Let us now define the operator S that will restrict the high degree residual r to a low degree
p = 1. Authors of [23] have shown that a good choice for the restriction is the L? projection.
Let us call V;)h C H'() the space whose basis consists of the high degree global basis functions

(later denoted ¢; for i = 1,..., N) and V{* C H'(Q) the one whose basis is constituted by the
bilinear global basis function (later denoted ®; for i = 1,..., M). We want to find R € V{*(Q)
such that R is the L? projection of r € V?(Q2) onto V{*(Q2). As shown in [22], the L? projection
is then given by :

R=Cm 'r

Where m is the high degree mass matrix and C' is called the correlation matrix. The mass
matrix m is easy to invert since in the case of spectral elements, it is diagonal, i.e. we have :

mij:/QQﬁiQsj dl‘dyxo le#]
The other term is the correlation matrix. It is defined by :

Cri= / 1o dudy
Q

We can also define its local counterpart using local shape functions. Let us denote [; the
one dimensional shape function of degree p associated with the i-th GLL node and L; the one
dimensional linear shape function associated with the i-th GLL node. Then we have :

Clriije :/ LiLjlil; dxedy
Qe

If we use the GLL quadrature using the (p 4+ 1)?> GLL nodes on quadrant e, we get :

Clrrijie = wiw;|J5| P (&)@ (€5)
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For later purposes, let us define :

Mijie = wiw;|J 0|
Bryij = ®1(6)®(5)

We can then compute the restriction of r as :
Yy = m~tr
R=Cy
Applying m™! to r is rather easy : we only scale the residual by the inverted mass matrix.

We now have to transfer y; for ¢ = 1,..., N onto each local quadrant e. For this, let us use the
operator Rf; to handle hanging nodes :

N
Yijie = Z Rfj(K)yK
K=1

Let us then compute the local coarse grid residual using the correlation matrix in its local
form. This yields :

p

p
Rrje= Z Z BryijmijieYijie
i=0 j=0

The last remaining thing to do is to gather the local coarse grid residual to obtain the global
coarse grid residual. Let us do not forget to handle the hanging nodes and therefore to use the
operator R$; (not to confuse with Ry;.. the local coarse grid residual on quadrant e). Let us
note that it is not the same as Rf; since it works on the global nodes for bilinear interpolation
where Rf; is used for the interpolation of degree p.

11
Rk =Y Y > Ri;(K)Rrs.

e I=0J=0

This residual R is then used as a right-hand side for the multigrid solver.

2.4.2 Prolongation of the solution from p =1 to a high degree

Let us assume that the solution given by the multigrid solver with R as right-hand side is given
by Z, ie. :

Z =GR

We now need to prolong this coarse scale correction onto the fine grid. Since the prolongation
operator is defined as the transpose of the restriction operator, we have :

Per=m~'C"Z

The global coarse correction Z is first scattered to each element to have the local coarse scale
correction. Let us not forget to handle hanging nodes :

M
Zrye =Y R{;(K)Zk
K=1
Then, let us prolong the correction to obtain :

19



CHAPTER 2. THEORY

1 1

Zijie = O > Bryigmijie Z1se
1=0J=0

We then have to gather z;;.. to compute its global counterpart. Once again, this is where we
handle hanging nodes.

ZK = Z Z Z R (K)zijie

e i=04=0
The last thing left to do is to scale zx by the inverted mass matrix. This yields :

2K

P° =
(Pr)k -

2.4.3 The geometric multigrid solver

This subsection generally describes how the geometric multigrid method works and why it is so
efficient. However, a lot of details have been omitted and more information can be obtained in the
relevant literature (for example in [24]). It has to be noted that here the degree of interpolation
is always p = 1.

Motivation

The first observation we have to make is that for any known function v such that v(x,y) = ug if
(z,y) € I', we can rewrite problem Indeed, if we define a function e = u — v, then we have

Vie=f-Vu=r on (2.16)
e=u—v=0 onT (2.17)

Which is qualitatively the same problem. But if we are able to solve it for e more easily than
we would have been able to do it for u, then we can simply recover u from e :

u=v-+e

The second observation we have to make is that the discretization of problem [2.1]or equivalently
the one above yields a linear system of equations to solve (as the one derived in the first section
of this chapter). As already mentioned, the matrix A defining this linear system has very often
a very large condition number x(A). As a result, using iterative methods can be very slow.
Typically, the condition number of A for p = 1 is O(h?) where h is the size of the smallest
quadrant (see [25]). Thus, if we use a coarser grid (where the smallest quadrant has a larger size
than before), the problem is easier to solve.

The idea behind multigrid is therefore a two-level idea. It works as follow :

1. Given an approximate solution to the problem, compute the residual f — V?v.

2. Solve problem to obtain e. It should be easier to solve than the initial problem by
using a coarser grid.

3. Add e to v to get the solution u.
The next step in the reasoning is to use this idea recursively. Indeed, in step 2, to solve

problem [2.16] one can reuse the same process. A more precise definition of the algorithm is given
at the end of this section, in algorithms [2] and [3]
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We still have not explained two things in the procedure above. The first is how to choose an
approximate solution to the problem. In theory, it can be any but we have to remember that,
in step 2, we will use a coarser grid to solve for e. As a result, we want an approximation such
that e = u — v is a smooth function that a coarse grid can capture well. One way to obtain this
approximation is by using an iterative method. Indeed, it has been shown (for example, in [26])
that even tough iterative methods like Jacobi or Gauss-Seidel have a tendency to stall, just a few
iterations allows them to capture the high-frequency modes in the solution. That means that if
we compute v by doing some iterations of the Jacobi method, then e = u — v will contain only
low frequency modes. And a solution containing low frequencies can be computed on a coarser
grid. This property that the high frequency errors converge a lot quicker than the low frequency
error is called the smoothing property and is hold by a lot of different smoother (for example,
the Jacobi method).

The second thing we have to consider is how to transfer one function onto another grid.
Indeed, in step 1, we compute the residual f — V2v but then we have to solve problem on a
different, coarser grid. We therefore need an operator to compute the right-hand side of the linear
system on the coarser grid from the right-hand side of the one on the initial grid. This is called
the restriction operator. Similarly, when we have computed the solution on the coarser grid in
step 2, we need to update our approximation v with e on the initial grid. This operator is called
the prolongation operator. We will see that there exists a link between those two operators.

The smoother : damped Jacobi method

Let us now present the smoother used : the damped Jacobi method. Let us assume that we want
to solve :

Av=1»
Let us then split the matrix A in the form :

(D-—L-U)v=>b

Where D is a diagonal matrix containing the diagonal of A, —L is the strictly lower triangular
part and —U is the strictly upper triangular part. Let us also denote as v’ the approximation of
the solution of Av = b after the i-th iteration. Then, the damped Jacobi method with damping
factor w is given by :

vl = w (D_l(L + Ut + D_1b> + (1 — w)o

It is to be noted that since D is diagonal, it is very cheap to compute D~'. It can be shown
(see [24]) that if 0 < w < 1 then the damped Jacobi method is stable. The parameter w can then
be tuned to obtain different properties in the convergence of high frequency errors. In [24], it is
shown that a good choice for w is :

2

w==

3
We now have to explain how to compute A for the different grids. Since it results from the
discretization of problem [2.16] we can use the same method as the one explained in the section
concerning the spectral element method. It is here even easier since we have piece-wise bilinear
global basis function. We however still have to be careful of hanging nodes. The next chapter
explains in more details the implementation.
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°
° ° ]
- L. .
(a) Mesh at level 1 (b) Mesh at level 2

Figure 2.4: Example of two meshes used in the geometric multigrid method. The one on the
left is the coarser mesh, where all quadrants have a refinement level of 1. The one on the right
has some quadrants that have a level of refinement of 2 and is therefore the level 2 mesh. We
can also see the influence of increasing by one level. We have the apparition of three new global
nodes (in red) and two new hanging nodes (in blue).

Prolongation operator

Let us now define the prolongation operator, i.e. the operator that takes the solution to problem
[2.16] on the coarse grid and prolong it on the fine grid.

In order to do this, we have to precise the nature of the different meshes that will be used.
As explained earlier, we will solve the problem on different meshes. Let us organize those meshes
on different levels, where the lowest level has the coarsest mesh and the highest level has the
finest mesh. The AMR provides us with a natural choice for the definition of those meshes.
Indeed, since each quadrant is dynamically refined, we will consider the mesh at level lev to
be the original mesh where the maximum level of refinement is lev (see for example [27]). An
example is given on figure We can see that the mesh on the left has all its quadrants with a
refinement level of 1, it is thus the mesh at level 1. On the right, the mesh has some (but not all)
quadrants that have a refinement level of 2. It is therefore the mesh at level 2.

Now that we have some sense of how the meshes are constructed, it is possible to define the
prolongation operator. We can see on figure the influence of increasing by one level. There
is the apparition of three new global nodes (in red) and two new hanging nodes (in blue).

Since we use a bilinear interpolation (thus linear along each edge), the prolongation operator
is quite natural : the new node created in the middle of a refined quadrant (and that can never
be hanging) is equal to a fourth of the sum of the values at the corners of the larger quadrant.
Concerning the nodes added on the edges, if they are not hanging, they are equal to half of the
sum of the values at the ends of the edge. Of course, we do not need to compute the prolongation
for the hanging edges since they are not global.

Restriction operator

As before, to conserve the symmetry of the problem, the restriction operator is defined as the
transpose of the prolongation operator.

It means that if a group of four quadrants has to be coarsened to move to the mesh a
level below, the value of the residual at the middle node (once again, it can never be hanging)
contributes a fourth of its value to the residual at the four corners of the larger quadrant.
Similarly, the residual at a node on an edge that is not hanging contributes half of its value to
both nodes at the ends of the edge.
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Formalization of the algorithm

In this last part, we will give the pseudo-code for the geometric multigrid solver. Let us denote
Al®v the matrix arising form the discretization on the mesh at level lev, I ll:;’ *1 the prolongation
operator, [ ll;qj 1 the restriction operator, v’ the value of the solution at level lev and ¢V the
value of the right-hand side at level lev.

Algorithm 2 p-cycle scheme

function My(v'e? riev)

if lev = 0 then
Solve A% = 70 using a direct method
else

Do v, iterations of the damped Jacobi method on A*Vy = rlev
lev—1 __ 7lev—1, lev

T =1, T

,Ulevfl =0

Ule'u—l — MM(Ulev_l,?”lev_l) U times

,Ulev — ,Ulev 4 Illee;j_lvlev—l

Do vy iterations of the damped Jacobi method on A'vy = rlev
return v'e?

Algorithm [2] describes what is called a p-cycle scheme. We can see several parameters in
this algorithm. First, the number of times we recursively use the function, p. In practice, only
p =1 (called a V-cycle) and p = 2 (called a W-cycle) are used. We also have the number of
smoothing iterations we do before restricting the residual, v, called the pre-smoothing parameter
and the number of smoothing iterations we do after the correction, vs, called the post-smoothing
parameter.

The last thing to say is that we can use the p-cycle scheme as an iterative process, each
iteration being one p-cycle. Algorithm [3] describe how the procedure works to solve the problem
defined by Au =b.

Algorithm 3 Geometric multigrid solver

v=20
r=>b— Av
for i =0,1,... do
e=0
e= Mu(e, )
vV=v+e
r=>bt— Av

An important characteristic of geometric multigrid methods is the h-independent convergence.
To obtain a given tolerance of the norm of the residual r, the number of iterations needed in
algorithm [3| remains constant for any number of levels. Of course, the time needed to perform an
iteration increases if we have more levels but the number of iterations remains identical.

2.5 Fine preconditioner : overlapping additive Schwarz

Let us now move on the fine part of the preconditioner, P7. As explained before, it consists of
an OAS preconditioner. The general idea is to solve problem with homogeneous Dirichlet
boundary conditions on several subdomains that overlap and with the residual as the right-hand
side. The results are subsequently added to form the fine scale preconditioner.

The procedure explained here is to a large extend inspired from [22], we only adapt it to
handle hanging nodes.
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(a) Subdomain for p = 2 on a conforming mesh (b) Subdomain for p = 2 on a non conforming mesh

Figure 2.5: Example of two subdomains for p = 2 used in the overlapping Schwarz preconditioner.
On the left, we have a conforming mesh and all the local nodes are also global nodes (red). On
the right, we have a non conforming mesh. Some nodes coincide with global GLL nodes (in red)
but for others (in blue), we must use an interpolation to get their value. For both, the nodes at
the corners of the subdomain (in black) will not be considered.

2.5.1 Overlapping subdomains

We need to divide the mesh into overlapping subdomains. A natural choice is to use the quadrants
and add a layer of GLL nodes to each side from neighboring quadrants. That yields (p + 3)?
local nodes on each subdomain.

An example of the subdomains for p = 2 is given in figure On the left, the mesh is
conforming. That means that all the local nodes on subdomain s coincide with global nodes.
However, in a non conforming mesh, in addition to hanging nodes on some edges, we also need
to interpolate the residual when, as presented in figure [2.5b] we are hanging with respect to our
neighbor. There is also need for interpolation when at least one of our neighbor has hanging
nodes. We can see here that adding hanging nodes brings a lot of new complexities. We will
explain in more detail how they are treated in the implementation chapter.

For now, let us assume that we have an operator T;;.s that gives the value of the local residual
at local node (7, j) on subdomain s. If we denote the global residual by r and its restriction on
subdomain s by r;j,s, then we have :

Tijis = LijisT fori,j=-1,0,...,p,p+1

Let us also note that, even in the conforming case, it is not always possible to compute the
residual at the four corners of the subdomain (nodes in black on figure . That is because
in an unstructured mesh, a quadrant can have several other quadrants as neighbors through a
corner or none at all. Therefore, we will impose that :

Tijs = 0 at the four corners of the subdomain

2.5.2 Additive Schwarz method

A more detailled explanation of the additive Schwarz method and the domain decomposition can
be found in . As said earlier, we now want to solve problem to get the local fine scale
correction, denoted by z;j.s. In order to do this, we will impose homogeneous Dirichlet boundary
conditions on nodes located at i,j = —2 or 7,5 = p + 2.
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As explained in [29], since we are using the additive Schwarz method as a preconditioner,
we do not need to be extremely accurate in the solution of problem We will also make an
assumption that will allow us to compute the fine scale correction efficiently : we will assume
that every quadrant is aligned with the axes. That means that a lot of geometric factors cancel
and we can actually solve the problem analytically. We will see in the results chapter that, in
practice, we can indeed make this assumption.

Let us first consider the equivalent 1D problem for an element of length h. The stiffness
matrix is then given by :

2

i

o (M dl 2 2

The influence of the overlaps (points at —1 and p + 1) is computed using the standard finite
element procedure : by adding their contribution to the stiffness matrix. We also assume that
the neighboring elements have the same size so that the factor h does not change. As a result,
the linear system we obtain with the discretization is given by :

d11 d01 0 ce A ce 0

dig  2doo  doi dop 0

0 dw d11 dlp 0
A= : : : :

0 dp-10 dp—1p-1 dp—1p 0

0 dpﬂ dp,pfl dep dpfl,p

0 0 dpp—1 dp—1,p—1

w1

2wg
w1
M =
Wp—1
2wy,
Wp—1
%M‘lAz = %M‘lr

As mentioned in [22], the matrix L = M 1A is diagonalizable and it has real and positive
eigenvalues \;. So let us define :

L=V'AV
That leads to an analytic solution for z. Indeed :

h  _
Z—§V

Let us now try to generalize this procedure to the two dimensional case. As explained before,
let us assume that the subdomain s is aligned with the axes x and y and has dimensions h,
and h,. Then the system of equations we have to solve to find the local fine scale correction on
subdomain s, z;j;s, is given by :

IA“Yw M1ty

oy 4 1

>

m=—1

fori,j=—1,...,p+1 (2.18)

L + 1 L ——
h% mMm~mJj;s h% Jm~itm h$h,y M“M]] 1738
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The reader can compare equation 2.18 with the one derived in the section about the spectral
element method to convince himself that it is indeed the set of equations obtained when the
quadrant is aligned with the axes.

Let us define the matrices Zs and R), such that (Zs);; = zi;;s and (R})i; = %hym”j?s'
Then, equation [2.18| can be written as :

4
hi

4

LZ,+
hy

Z,L" = R,

Using the diagonalization of L, we have :

4.1 4 TAay-T
g VIV Z 4 5 ZVIAV T = R,
z Y
4 4
h—ZAVZSVT + ﬁVZsVT)\ =VRVT (2.19)
x Y

Let us define W = VZ,VT and D = VR.VT. Then, it is obvious that the solution to equation
is given by :

1
hiazc)\i + hig)\j

Z, =V iwv-T

VVU = Di]’ fori,j=—-1,...,p+1

We have reduced the problem to a few matrix products (where the matrices have (p + 3)
rows and columns). If we had taken the geometric factors into account, we would have had a
system with (p + 3)? unknowns to solve for each subdomain s. That is O((p + 3)%) operations
using a direct method. Here, we only need to perform matrix products and therefore we need
O((p + 3)3) operations. The gain would be even greater in three dimensions. Let us note that
the diagonalization of L can be done once at the beginning since it does not depend on the
subdomain.

The last thing we have to do is to gather the local fine preconditioner to the global GLL
nodes to form the global fine preconditioner. As before, the gather operator is the transpose of
the restriction operator. That yields :

p+1 p+1

Plr=3230 3. i

s j=—1j=—1

2.5.3 Managing the actual boundary

Up until now, we have assumed that the subdomain was included in €2. But some quadrants
have at least an edge on I'. In order to be able to use the analytic solution described above, we
however need to give a value to the local fine residual.

The method used here is to interpolate the value of the residual from inside the domain. For
example, if the south edge is on the boundary I', then the local fine residual is given by :

Ti—1s = 2750 — Ti 1 fori =0,...,p

Of course, we do not gather the value of the fine scale correction that is outside of 2.
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Implementation

The most important part of the work done in realizing this thesis was the implementation, from
scratch, of the different methods presented in the theory chapter. It resulted in a code written in
plain C and consisting of more than 8000 lines.

Although it is impossible to present every part of the code here due to its shear volume,
some parts are worth explaining. In this chapter, we will look into the different aspects of the
implementation that are not immediately obvious.

The first section of this chapter presents the pdest library. It is an essential part of the
implementation and it interacts with our application at all times. This is why we spend some time
showing the components and the philosophy behind pdest. It is also important to understand the
library to understand how we handle the mesh and its hanging nodes throughout the application.

The implementation of the spectral element method is quite straightforward. The only thing
we present here is how to compute the Rf; operator.

The second section looks at the geometric multigrid method. The essential ingredient is
a structure that handles all levels and the information needed on each. The building of such
structure is presented here.

The last section focuses on the implementation of the fine preconditioner. We show the
different possible configurations as far as neighbors are concerned and we present how to compute
the local residual in every case.

3.1 The p4est library

Managing the mesh, especially when we have the presence of hanging nodes, is an important
part of the work in any SEM implementation. This section thus present the library used, namely
pdest (the three dimensional equivalent is called p8est).

The founding principles of pdest are given in [4]. In that article, they generate up to 5.13 10!
octants (the three dimensional equivalent of the quadrant) on as many as 2.2 10> CPU cores.
Some additional information about the high-order node numbering can also be found in [30]. We
present here only the features relevant to our work.

We first present the approach to AMR used by pdest and how it manages the dynamic
refinement process, namely the refine and coarsen operators. We also explain the different
structures used to build the mesh and the inherent terminology.

In the second part, we will describe how, in our program, we handle hanging nodes by
leveraging pdest and its structures. The way to compute the operator Rf; (defined in the theory
chapter) is also laid out.
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3.1.1 AMR for p4est

Different approaches exists for handling non conforming meshes. One strategy consists of splitting
the computational domain into several unstructured macro-elements and then to refine them
uniformly. The adaptivity is therefore only present at the coarse level. On the other hand,
completely unstructured AMR yields more flexibility in the geometry but at a greater cost since
there is no structure to rely on. Between the two are three-based methods, where each node is a
quadrant that can have four children (which in turn can have children,...) or none at all. That
recursive definition provides both simplicity and efficiency.

One downside is that the domain represented by a quadtree (a tree where a node is a leaf or
has four children, as presented above) is always cube shaped. We can circumvent this problem
by using a forest of quadtrees to represent a large range of geometrical shapes.

The approach favored by pdest is the latter : it handles the dynamic management of a
collection of adaptive quadtrees, later called a forest of quadtrees.

We can split the process used by pdest in a two-level decomposition of the domain : first
the definition of the forest, which we later call the macro-mesh, and then the adaptive recursive
definition of each individual quadtree, later called the micro-mesh.

For the macro-mesh, the domain Q C R? is split into K conforming elements. Using K
conforming elements allows us to map more general domains than with a single quadtree since
each corner of the macro-elements can be shared by more than 4 elements. There exists a
mapping to each element from a reference element by a smooth function ¢y : [0;2°]? — R2.
Formally, we have that the domain €2 is split as :

Q= Jon([0;2"?) 0<k<K
k

We have an important thing to note here. It is an important feature of pdest to perform all
computations related to the connectivity and neighborhood relations discretely (i.e. it uses an
integer-based approach). This is why the reference element is [0;2°]2. The main objective is to
avoid floating-point arithmetic and the roundoff errors that might lead to errors in the topology.
In their algorithms, the mappings ¢, are never used, except for the visualization and to encode
the geometry that might be used for an external numerical application (such as ours). The
consequence of having an integer-based system is that we cannot refine a quadtree indefinitely.
Indeed, a quadrant cannot have a smaller length than 1 on the reference element. Thus, with
[0; 2b]2, it is possible to have at most 22° quadrants per element of the macro-mesh. Equivalently,
each quadtree cannot have a depth superior to b, and a quadrant a refinement level superior to b.
In the pdest library, b = 29, which yields a maximum of 2.9 10" quadrants per quadtree (the
number would even be higher in three dimensions). We can see that it is amply sufficient for our
applications.

Let us also note that the macro-mesh cannot be changed dynamically and is shared among
all processes. In practice, the number of quadtrees K is thus limited by local memory. The
experiments in [4] go up to several million quadtrees.

Let us now turn to the micro-mesh. Based on a user-defined criterion, the refinement of the
quadtree is often defined recursively. This creates a quadtree with the quadrants as leaves. Each
quadrant of a given quadtree is then uniquely defined by the integer coordinates of its lower left
corner z,y € {0,1,2,...,2° — 1} on the reference element and its level of refinement, i.e. the level
of the leaf corresponding to that quadrant in the quadtree. In the reference element, a quadrant
of level [ is a square of length 207,

The details of the refine algorithm used in p4est are not given here but can be found in [4].
Here, non conforming edges are allowed. As mentioned in the theory chapter, our application
only allows l-irregular meshes, i.e. two neighboring quadrants differ by at most one level of
refinement. However, the refine function in p4est does not constraint the size relations for
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Figure 3.1: One-to-one correspondence between a forest of quadtrees (left) and a computational
domain (right). There are two quadtrees kg and k; (corresponding to two elements in the
macro-mesh). Going through the leaves of the forest from left to right creates a space filling
curve (in black) and thus a total ordering of the quadrants. Source : [4].

neighboring quadrants (leading possibly to k-irregular meshes with £ > 1). Fortunately, the
library also contains a balance function that we can use to guarantee a l-irregular mesh. Of
course, the balance function acts both on quadrants in the same quadtree and on quadrants in
different quadtrees that connect through an edge of the macro-mesh.

The micro-mesh, i.e. the collection of quadrants, can be dynamically changed (with the refine
and coarsen functions) and is divided between all processes.

Tree-based AMR methods naturally lead to space filling curves. Indeed, if the global index
of a quadrant is given by its order of appearance when looking at the forest of quatrees from

left to right, then going quadrant by quadrant creates a curves that tends to fill the domain.

An example of this is given in figure 3.1} On the left, we can see the forest which contains two
quadtree (kg and kq), distributed between three processes. We can also see that the refinement
process has lead to quadrants with level 1, 2 and 3. On the right, the corresponding mesh is
shown. Because we have different levels of refinement, the mesh is non conforming but it is
still acceptable for our application since it is 1-irregular. Inspecting the leaves in the forest of
quadtrees from left to right creates a space filling curve that can be used to define a global index
for the quadrants. We can see that, within one quadtree, the space filling curve follows the
orientation of its coordinate axes.

There are still three things we want to point out in this part : how to tell if a quadrant is
touching the boundary of the computational domain, how to obtain the physical coordinates of
the corners of any quadrant and give some explanation about the global numbering of nodes
used in the spectral elements method.

Quadrants on the boundary

When we solve the system arising from SEM, it is fundamental to be able to tell if a quadrant
has one of its face on the boundary of the computational domain.

Let us first note that if a quadrant has a face on the boundary, then the corresponding face
of the macro-mesh element is on the boundary.

In order to be able to tell about the neighboring quadtrees, there exists a function &’ =
NO(k, f) that tells for a quadtree k that its neighbor through face f is &/, as well as a function
= NF(k, f) that tells that k" is connected to k through face f’.

The convention used by pdest to say that quadtree k has face f on the boundary is :
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NO(k, f) =k
NF(k, f)=f
This convention only prevents the (pathological!) configuration where a quadtree connects

to itself periodically through a face that is rotated against itself and that never happens in our
application. That enables us to tell which quadrants have a face on the boundary.

Physical coordinates of the corners

We are now looking at how to compute the physical coordinates of a quadrant. Let us first define
the one dimensional linear mapping :

S

[«

&
I

1—=x
T

Let us then assume that the quadrant is located in the macro-mesh element k. Let us also
denote the physical coordinates of the corners of element &k by a:f , yf fori =0,1,2,3. Let us
finally assume that the integer-based coordinates of the lower left corner of the quadrant are x,y
and it has a level of refinement [. In the reference element, the quadrant has therefore a length

of :

h=2""

Let us then use our linear mapping above to compute the coordinates of the corners of the
quadrant X;,Y; for i =0,1,2,3 as :

11 . .
r +ih x+jh o
Xitoj = szﬁi—%?ﬁz( ob )¢J( ob ) fori,j=0,1
i=0 j=0
11 . .
r+ih x+jh .
Yivaj = DY Uiradi( o )9 (o) for 7,7 =0,1
i=0 j=0

Once we have the physical coordinates of any quadrants of our mesh, we can compute easily
quantities such as the physical coordinates of the different local GLL nodes, the value of the
jacobian,...

Global unique node numbering

Let us finally give some explanation about the globally unique numbering of the unknowns used in
the spectral elements method. It is created in pdest by a structure named Inodes. The principle
is to number in order the global GLL nodes encountered while going through the quadrants by
the global index. If there are no hanging nodes, it is simple : when we get to a quadrant, we
number the nodes that have still not been numbered in lexicographic order then go to the next
quadrant. When we have hanging nodes, it is more difficult since they are not independent and
therefore cannot get a global numbering. The principle is then to number the global nodes that
have an influence of the hanging nodes in the quadrant.

All this information is contained in a large array called element_nodes in lnodes. Let us
give an example for the sake of clarity. Figure shows a mesh for a degree of interpolation
p = 2 where we see in red the global nodes having an influence in the small quadrant close to the
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Figure 3.2: Global numbering of the nodes (in red) that have an influence in the small quadrant
close to the center as well as the hanging nodes (in blue) for an interpolation of degree p = 2.

center. We can see that this quadrant has two hanging edges. The element_nodes array for this
example is given by :

element nodes= |8 13 10 16 19 12 17 18 20

We can see that it numbers the global GLL nodes first in the x direction, then in the y
direction and uses the global numbering to refer to hanging nodes. It is possible to do this since
hanging nodes are always located on edges.

3.1.2 Handling the hanging nodes

Let us now look at how to practically handle hanging nodes. As presented before, the array
element_nodes always uses global numbering to tell the nodes that have an influence in a
quadrant. Therefore, we have to know which, if any, edges are hanging. This information, for
each quadrant, is encoded in face_ code in Inodes.

Decoding the face code

The function that we built to decode face code returns false if no edge is hanging while it
returns true and fill an array of length 4 called hanging corner if there are at least one hanging
edge where :

hanging corner; = —1 if corner 4 is not hanging

=a if @ is the non hanging corner corresponding to 4

The face_ code is a bitcode where the last two bits contain the position of the quadrant
relative to its parent and the next two bits contain the status of the potentially hanging edges.
Indeed, it is obvious that for any quadrant, at most two edges can be hanging.

For example, in figure the face__code of the quadrant is 1111 since it is the fourth child
of its parent and the two potentially hanging nodes are indeed hanging. The hanging corner
array resulting from decoding that face code is :
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hanging corner = |—1 3 3 -1

Once we have the hanging corners, we can know which edges are hanging and if those edges
constitute the first or the second part of the corresponding non hanging edge. For example in
figure [3:2] the east edge is hanging and constitute the second part of the corresponding non
hanging edge defined by global nodes 10 and 20.

Computing R

All the information about the mesh computed above has two purposes : for us to be able to
interpolate the different functions in each quadrant (scatter operation) and then to gather the
result of the integration. As mentioned in the theory chapter, we never build the operator Rfj
explicitly. Let us first present the scatter operation. There are three positions possible for a local
GLL node :

1. The node is one of the four corners
2. The node is on an edge

3. The node is in the "interior", i.e. neither on an edge nor on a corner

Let us stress the fact that only the first two types of nodes can be hanging. Therefore, the
first step every time we need to perform an interpolation is to load the "interior", since we are
sure those nodes are not hanging. In figure this corresponds to only one node (19).

The second step is to look at the edges. If an edge is not hanging, then we can load all
nodes on this edge but the corners (since even on a non hanging edge, those can be hanging). In
figure this corresponds to node 13 for the south edge and node 16 for the west edge. For
the hanging edges, we need to perform an interpolation of the values at the global nodes to
obtain the values at the hanging nodes. We can do a one dimensional interpolation since hanging
nodes and the global nodes that influence them are located along an edge which is a straight
line. In figure [3:2] hanging nodes b is interpolated using global nodes 10, 12 and 20. Whether
the hanging edge is the first or the second part of the non hanging edge is important since the
interpolation will be different. Let us assume that the values at the global nodes are given by

ufl(’b for i = 0,...,p. Then the value at hanging node 7, ué-oc, is given by :

o =y (G 1Y o if the hanging ed titutes the first part

u; _Zk 5 "5 ) Uk if the hanging edge constitutes the first par
k=0
P

|

ué"c = Z Iy (52] + 2) uil"b if the hanging edge constitutes the second part

k=0

Where [;, denotes the Lagrangian polynomial associated with the k-th 1D GLL node. Since
it is always the same interpolation (i.e. the coefficients of the linear combination do not depend
on the quadrant) for all hanging edges, we built two matrices that perform the interpolation
(one when the edge is the first part, D', and the other when the edge is the second part, D?)
and we use them every time we have a hanging edge.
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For the example given in figure [3.2] we have for the east edge :

U112 0 1 0 ui10
up | = —0.125 0.75 0.375 | | u12
u20 0 0 1 U20

Here we can also do the corners and mark them as visited.

The third step is to look at all four corners and check whether we have visited them or not.
Those we have not yet visited are not hanging and we can therefore load them. In figure [3.2
this corresponds to node 8.

The gather operation works in much the same way. We first deal with the interior where we
are sure no nodes are hanging. Then, we look at the edges. If the edge is hanging, we use the
transpose of the matrices D! and D? to go from local nodes to global ones. We end with the
corners that have not yet been visited.

3.2 Multigrid structure

Let us now move on the structure used to handle the multigrid method. Is it the most important
structure to build. If we define our structure in the right way, smoothing, restricting and
prolonging are fairly straightforward.

Let us first note that throughout the program, we have two different global node numbering.
One for the high degree interpolation, InodesP, and one for the interpolation with p = 1 used
in the multigrid, Inodesl. As expalined in the theory chapter, we therefore need functions to
transfer the high degree residual from [nodesP to lnodesl and then to transfer the coarse grid
correction from Inodesl to InodesP. The details of that transfer are not given here but the
implementation from the theory is rather simple.

We will focus here on the structure we build to handle the multigrid using the global numbering
used by Inodesl. For each level, we need to know :

1. The number of nodes on that level

2. The number of quadrants on that level

3. Which nodes form the k-th quadrant

4. If a given quadrant has children on the upper level and if so, which quadrants they are
5. What quadrants are hanging on that level

6. The hanging information of the hanging quadrants

Several other arrays are also contained in the structure to store the value of the solution at
that level, the right-hand side, some geometric factors, ...

Building the structure is a two-step process : we first fill the highest level (corresponding to
the finest grid) and then we recursively fill the levels by the information contained in the upper
level (we use level lev + 1 to fill level lev).

3.2.1 Filling the highest level

At the highest level, called maxlev, it is obvious that the number of nodes, N™€V is the
number of nodes in Inodesl, the number of quadrants, Q™€  is the number of quadrants in
the forest and the nodes for the k-th quadrant, nodes;.?k”le“, are given by element_nodes in

Inodes1. There is no upper level so we do not need to care about the children (the array up™elev
is set to -1).
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(a) Mesh at level 2 (b) Mesh at level 1

Figure 3.3: Example of two meshes at level 1 and 2. We can see that when we go from level 2 to
level 1, all quadrants that had a refinement level of 2 are replaced by their parent. Moreover, the
parent of the quadrants with level of refinement 2 that were hanging at level 2 is not hanging at
level 1. The global nodes are in red (with their global number) and the hanging nodes in blue.
The global number of the quadrants is also given.

We then have an array containing boolean flags to see if quadrant k& has hanging nodes. This
is easy to see from the face__code (see above).

hang,’;,”““"le” =1 if quadrant k contains hanging nodes

=0 if quadrant k does not contain hanging nodes

For quadrants where there is at least one hanging node, we decode the face_ code using the
function defined in the previous section and we store the information.

mazlev _ 1

hang_infopy if corner ¢ in quadrant k is not hanging

=a if a is the non hanging corner corresponding to

3.2.2 Recursively filling the lower levels

Let us remember that the mesh at level lev is the mesh at level lev + 1 where all quadrants with
level of refinement lev + 1 have been replaced by their parent. We can see an example in figure
At level 1, all quadrants with level 2 have been replaced by their parent.

An important thing to note here is that if a quadrant with level of refinement lev + 1 is
hanging at level lev 4+ 1, then the corresponding parent at level lev is not hanging. This is a
direct consequence of the fact that two neighboring quadrants differ by at most one level in
their refinement levels. In the example in figure [3.3], we can indeed see that the parent of the
quadrants that were hanging at level 2 is not hanging at level 1.

The first thing to do is to compute the number of quadrants at level lev. If, at level lev + 1,
there are ¢'***t! quadrants with a level of refinement of lev + 1, then it is given by :

Qlev — Qleerl . quevqtl
Then, we go quadrant by quadrant following their global ordering (given by the space-filling
curve). If the current quadrant has a refinement level inferior or equal to lev, then we copy the
information from level lev + 1 to level lev. However, if we reach a quadrant with a refinement
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level of lev + 1, then we have to coarsen. An important thing to note is that, if we visit the
quadrants in their global order given by the space filling curve, then the four quadrants we have
to replace by their parent when we coarsen are always positioned consecutively. Therefore, we
can fill the up array easily. For the example in figure we have :

up(l]:{() 1 2 3}

The up array for the other quadrants are filled with -1 since they do not have children. We
can also use the fact that the children are placed consecutively and the fact that when we coarsen
we are sure that no node is hanging to easily fill the nodes array. In our example this yields :

nodesy = [nodesg;o nodesil nodes%a nodesg;g,}
=0 4 5 6

The last thing to handle for that set of quadrants is the hanging information. Since we
coarsen, the parent is not hanging. In our example, that just means setting hangg = 0.

After having gone through all the quadrants, we still need to compute the number of global
nodes at level lev. The idea is to fill an array with all the nodes we see when we go through the
quadrants (which is therefore of length 4Q'?), then to sort this array and count the number of
different global nodes we have. That also allows us to set up a mapping between the numbering
of the nodes at level lev and the global numbering given in inodesl. That mapping is very useful
when we have to perform an operation on the nodes at a given level (for example, during the
smoothing).

Let us finally say that the minimum level (lev = 0) is the macro-mesh. It is a conforming
mesh and on it, we solve the linear system of equation exactly using the Lapack library (see [31]
for information).

3.3 Fine preconditioner

Let us finally give a few explanations about the fine preconditioner and how it is implemented.
Practically, in addition to the information we already have about a quadrant (the physical
coordinate of its corners, the global number of the local nodes in it, if some nodes are hanging,...),
we need three things to be able to compute the fine preconditioner :

1. The matrices V, V~! and A such that L = V1AV
2. For each quadrant, the global number of each neighbor

3. For each quadrant e, the face in the neighboring quadrant d that connects d to e.

The matrices V, V! and A are computed using the Lapack library (see [31] for information)
once we have built L, which is fairly simple from the theory.

The additional information needed (items 2 and 3 in the list above) is contained in neighbors,
an array we build just for this purpose.

In this section, we will first explain how to build neighbors and then how to compute the
residual in the overlaps (i.e. the parts of the subdomains that are not the quadrant) in the four
different cases we can encounter.
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3.3.1 Building neighbors

The easiest way to know which quadrant is connected to what quadrant is to list every (oriented)
edge in our mesh and sort that list so that pairs of edges are consecutive. Because we have
non conforming meshes, we have to be careful though. Thanks to the fact that we only handle
l-irregular meshes, we can say that a global edge consists of one, two or three oriented edges.
One if we are on the boundary, two if the edge connects two quadrants and there are no hanging
nodes on this edge, and three if we have hanging nodes on this edge.

Thus, the first thing to do is to go through the list of quadrants and for each quadrant, build
four edge structures. The structure contains the end points of the edge (oriented counter-clockwise
for the quadrant), whether the edge contains hanging nodes and if so, if it is the first or the
second part of the larger edge. It also contains the global number of the quadrant it is in and its
disposition (0 for a west edge, 1 for an east edge, 2 for a south edge, and 3 for a north edge).

This method has still one problem that arises from hanging nodes. The best way to show is
with an example. Let us assume we have the same mesh as the one in figure When we
are in quadrant 0, the north edge has end points 6 and 3. And when we are in quadrant 2, the
east edge has also endpoints 3 and 6. Therefore, when we will sort the list of edges, these two
will pair and we will wrongly thing that there is a connecting edge between quadrants 1 and 2.
To circumvent this problem, we change the end points when we have hanging nodes. We chose
negative numbers (—1, —2, —3, —4) so that they do not collide with the global numbering. For
example, in quadrant 1, we say that the end points of the north edge has end points —2 (because
hanging node b is on the east edge of the parent) and 3. In quadrant 2, we say that the east
edge has end points 3 and —4 (since hanging node a is on the north edge of the parent). That
will allow those edges to be listed next to their right pair after sorting. However, it is important
to note that we do not change the end points of the hanging edges themselves (for example the
east edge in quadrant 1 and the north edge in quadrant 2). Indeed, we want them to pair with
the edge that form the other part of the larger edge and for that we need them to have the same
end points.

Once we have built the list of edges, we can sort them. We will sort them first by the end
points with the lowest value, then by the endpoints with the highest value and finally by their
hanging information (0 if the edge is not hanging, 1 if the edge is the first part of the larger
edge and 2 if it is the second). Once sorted, we can go through the list to form neighbors. We
know that if three consecutive edges have the same end points, then the first is the larger (non
hanging) edge, the second is the first part of the hanging edge and the third is the second part.
If two consecutive edges have the same end points, then they connect two quadrants through a
non hanging edge. If we have a lone edge, then it is part of the boundary.

Let us define neighbors;,, for i = west, east, north, south to be the part of neighbors related
to quadrant k and edge i. Then, it is given by (with j € {west, east, north, south}):

netghbors;., = -1 1 —1} if edge ¢ in quadrant k lies on the boundary
=[a —1 j] if non hanging edge i in quadrant k connects k to a
- a is connected to k by non hanging edge j
—[a b j} if non hanging edge 7 in quadrant k connects k to a and b

a and b are connected to k by hanging edge j

=[a a j] if hanging edge ¢ in quadrant k connects k to a

a is connected to k by non hanging edge j

We can see that any neighbor can be of four types : the boundary, a regular neighbor through
a non hanging edge, two neighbors through a non hanging edge, a neighbor through a hanging
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o

Figure 3.4: Example of a mesh for p = 2 and the subdomains (in light grey) associated with
quadrants 1 and 5. It presents the latter three kinds of neighbors quadrants can have : one
neighbor through a non hanging edge (in red for quadrant 5), two neighbors through a non
hanging edge (in green for quadrant 5) and one neighbor through a hanging edge (in blue for
quadrant 1).

edge. All those types have to be treated separately when we compute the local residual.
Let us finally give two examples. In figure [3.3a] neighbors associated with the east edge in
quadrant 1 is :

netghborsecast;1 = [4 4 west}

The one associated with the south edge in quadrant 5 is :

netghborssouth:s = [2 3 north]

3.3.2 Computing the local residual

Let us now look at how to compute the local residual on a given subdomain. The part that is
constituted by the quadrant is easy enough : we just look at the nodes in the quadrant and use,
if necessary, the Rf; operator (see the first section of this chapter for more information). It is
trickier for the overlaps (i.e. the parts in the subdomain that is not a full quadrant but the layer
of GLL nodes in the neighbors). As explained above, there are four different types of neighbors
and all of them have to be treated individually.

Figure [3.4) shows the latter three kinds of neighbors a quadrant can have. We will use this
example to illustrate the different cases.

The neighbor is the boundary

We know that edge i of quadrant £ lies on the boundary if the first entry of neighbors;., is —1.
This is the easiest case to treat. As said in the theory chapter, we just fill the overlap using a
linear interpolation from inside the quadrant. When we gather the fine scale correction, we of
course do not take this overlap into account.
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One neighbor through a non hanging edge

That is another fairly easy case. Because of our assumptions, we can copy the values of the
residual of the neighboring quadrant in the overlap. Indeed, in that case, the nodes in the overlap
coincide with the local nodes of the neighboring quadrant. An example of such a case is given
for quadrant 5 in figure (nodes in red). We can see that quadrant 6 is its neighbor through
its (non hanging) east edge. We can also see that the red nodes in the overlap coincide with
local GLL nodes of quadrant 6.

There is however one problem with this approach. It does not take into account the fact that
edges in quadrant 6 can be hanging. Indeed, in general, the edge between quadrants 6 and 4
could be a hanging edge. Then, it is not possible to just copy the values. Since it grows the
complexity a lot, our application does not handle this case. We will see in the results chapter
that the fine preconditioner works anyway.

Two neighbors through a non hanging edge

Here, even with our assumptions, we have to interpolate the value of the residual since nodes do
not coincide. An example of this situation is given in figure for quadrant 5 (nodes in green).
For this special case of p = 2, we can see that the nodes in the overlap do coincide with nodes in
quadrant 2 and 3 but for higher degrees it is not true anymore. We therefore have to interpolate
the value of the residual at the right place. It is here a two dimensional interpolation (where
the interpolation for hanging nodes is one dimensional). We can note that it is always the same
interpolation and we can therefore build a matrix beforehand, called two_to_one, and apply it
every time we encounter this case.

The same remark as before applies here : we do not treat every case perfectly. For example,
we do not take into account the fact that the edge between quadrants 3 and 4 is hanging for the
two dimensional interpolation. This yields a small error when we compute the residual for such
an overlap.

When we have to perform the gather operation, we use the transpose of two_to_one to
distribute the fine scale correction to nodes in quadrants 2 and 3.

One neighbor through a hanging edge

This last case also needs us to interpolate the value of the residual because, here again, nodes
do not coincide with local nodes in the neighboring quadrant. An example of this case is given
in figure for quadrant 1 (nodes in blue). It is here clear that the nodes in the overlap do
not coincide with local nodes in quadrant 4. Once again, we have to perform a two dimensional
interpolation to get the values of the residual. It is always the same interpolation and we build
the matrix one_to_two to perform it. The transpose of this matrix is used when we have to
gather the fine scale correction.

As before, we do not handle the extra cases : for this example, that the edge between
quadrants 4 and 6 could be hanging. We will see in the next chapter the consequences of this
approximation on the number of iterations of PCG.
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Results and discussion

In this chapter, we will put the algorithms presented in the theory chapter to the test and
present the results. The implementation of the algorithms consists of a code written in C of
more than 8000 lines which leverages the pdest library (see the implementation chapter for
information) for the mesh generation and refinement as well as the Lapack library (a widely used
linear algebra library, see [31]) to solve linear systems and diagonalize matrices. We will look at
the experimental results and compare them to the theory developed. The code written can in
principle handle any order of interpolation and any geometry but in practice most tests have
been performed for p = 2,4, 6,8 and on €2 = [—1;1]? which allowed us to have analytic solutions
to the problems we investigated.

This chapter is divided into several sections. The first looks at the geometric multigrid
preconditioner. As explained in the theory chapter, it cannot be used as the only preconditioner
since it has a kernel but we can use it as an iterative solver for p = 1. This is done to verify an
important property of the geometric multigrid methods : the h-independent convergence. In this
section, we also look at the influence of hanging nodes on the solver.

The second section focuses on the preconditioned conjugate gradients with only the fine
preconditioner. This aims at looking at the properties of the overlapping Schwarz preconditioner
presented in the theory chapter. We will first test it on regular elements, where the preconditioner
is optimal, then look at what happens when we have a mesh with distorted elements. We will
afterwards move on to non conforming meshes and look at the influence of having hanging nodes
on the fine preconditioner. Finally, we will increase the degree of the interpolation and observe
how the number of iterations of PCG evolves.

The third section looks at the PCG with the two scale preconditioner : both the coarse
grid correction computed by the multigrid solver and the fine scale correction computed by the
overlapping Schwarz method. The addition of the coarse scale preconditioner should provide a
convergence independent of the number of quadrants. As before, we will first test the algorithms
on a regular mesh, where it should perform very well. Then, we will see how it fares on meshes
with distorted elements and what happens when we increase the distortion. We will thereafter
consider non conforming meshes obtained through adaptive mesh refinement. We will check that
here also we have a convergence that is independent of the number of quadrants and how the
number of iterations of PCG compares to the case of conforming meshes. Then, we will increase
the degree of the interpolation on conforming meshes and look at what happens to the number
of iterations. Finally, we will emphasize the importance of being able to handle higher orders of
interpolation. Given a wanted accuracy on the L?-norm of the error, we will present the best
polynomial order to use for a given problem and a given mesh.

The chapter ends on a partial conclusion which summarizes the results presented before.
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Numerical solution with multigrid

Figure 4.1: Numerical solution using the multigrid solver of V?u = f for f =
—2tanh(3z) tanh(3y)(18 — 9 tanh?(3z) — 9 tanh?(3y))

4.1 Multigrid

In this section, we will test the coarse part of the preconditioner : the multigrid solver. This will
be done in two steps. First, we will verify a well known property of the multigrid solvers : the
h-independent convergence. We will also compare the number of iterations needed while varying
key parameters of the model. Those tests will be performed on various meshes. The second part
will focus on the influence of hanging nodes on the numerical solution.

Let us before all present a type of numerical solution that can be obtained using the multigrid
solver. Figure [£.1] shows an example of the numerical solution computed. We can see that even
with p = 1, we have a good approximation.

4.1.1 h-independent convergence

Let us first verify that our geometric multigrid solver has the required property and that the
same number of iterations is needed to obtain a given accuracy, however small the elements. We
will use the model problem throughout this section with the same right hand side. For all the

tests below, the domain will be : Q = [—1;1]?. We will solve :
9 2 T T
Vu = —— cos(—<x) cos(=y) on ) (4.1)
2 2 2
u=0 on T (4.2)

It is easy to see that for the given domain, we have an analytic solution :

u(z,y) = cos(gx) cos(gy)

Let us now explain how we define the error. We will look at the absolute difference between
the value of the approximation and the value of the analytic solution at the global nodes and
take the maximum. Formally, we have that the error after iteration k, ey is :

e, = max lu(zi, yi) — ulf|
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(a) Regular mesh (b) Crooked mesh

Figure 4.2: The two macro-meshes that will be refined during the tests for the multigrid solver.
We have one regular mesh (left) where the elements are squares and one crooked mesh (right)
where the elements are slightly distorted.

Where uf is the value of our approximation at the global node i after iteration k. Since
uf = 0 for all i, it is clear that ey = 1.

Figure [4.2 shows the two macro-meshes that we will refine during the tests. Some refinements
will be uniform and some will be so that we have the presence of hanging nodes. We can note
that even for the crooked mesh, the elements are not really distorted. It does not matter since
we are only testing the h-independent convergence. Having a mesh with elements that are more
distorted will only influence the accuracy of the approximation and not how the algorithm solve
the linear system we want to solve.

Let us start with a simple V-cycle on the regular mesh (figure that we will refine
uniformly. We will compare the errors when we increase the number of degrees of freedom and
for different 1, and 5. The sum of the two smoothing parameters is chosen to be constant so
that we have the same number of Jacobi iterations for all pairs v1 and v5. Here, we chose the
sum to be equal to four.

The results are shown in table f.Il We can see that we indeed have an h-independent
convergence of the solver. For every pair of the smoothing parameters, at least for the first few
iterations, the error ey is identical for all values of N. Except for the pair 11 = 4 and vy = 0,
each iteration roughly decrease the error by one decimal point.

We can also note that the values of the parameters influence the convergence. For this
particular problem and this particular mesh, the values ;1 = 0 and vo = 4 seem to be the best as
the error is smaller after the same number of iterations than for the other pairs. The fewer post
smoothing iterations (v5) we do, the slower the convergence. This is true for v, = 1 where the
error on the finest mesh after six iterations is a hundred times larger than on the same mesh
after the same number of iterations for v = 4, and it is clearer still for o = 0 where the error is
a thousand times larger after six iterations on the finest mesh.

We have to note that even though the errors are identical for all meshes at first, we have a
difference after a few iterations. This can be explained by the fact that our geometric multigrid
algorithm actually solves a linear system whereas the error is measured as the difference between
the analytic solution and the solution of the linear system. Thus, even if we solved the linear
system exactly, we would still have an error and that error should decrease as the number of
degrees of freedom increases. This is indeed what we observe here. For example, for the mesh
with N = 2.6 10°, we can see that after six iterations, we have almost converged and that the
error stays around 3.14 1075, Even if we did several more iterations, the error would not decrease
significantly. That is because we have the solution of the linear system and the error is only due
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N[ 2610° 1.110% 42105 1.710" 6.7107
vy = 2 Vo = 2

e1 | 3.56e-02 3.56e-02 3.56e-02 3.56e-02 3.56e-02
e | 1.34e-03 1.34e-03 1.34e-03 1.34e-03 1.34e-03
e3 | 5.42e-05 5.66e-05 5.72e-05 5.73e-05 5.73e-05
eq | 3.11e-06 2.90e-06 3.45e-06 3.59e-06 3.62e-06
es5 | 3.30e-06 9.48¢-07 3.62e-07 3.50e-07 3.85e-07
eg | 3.17e-06 8.14e-07 2.26e-07 8.26e-08 5.23e-08
V1 = 3 V9 = 1

e1 | 3.70e-02 3.71e-02 3.71e-02 3.71e-02 3.71e-02
ea | 1.62e-03 1.63e-03 1.63e-03 1.63e-03 1.63e-03
ez | 1.04e-04 1.06e-04 1.07e-04 1.07e-04 1.07e-04
eq | 1.10e-05 1.22e-05 1.27¢-05 1.29¢-05 1.29e-05
es | 4.47e-06 2.20e-06 1.96e-06 2.10e-06 2.13e-06
eg | 3.34e-06 1.00e-06 4.38¢-07 3.53e-07 3.88e-07
v = 1 V9 = 3

e1 | 3.57e-02 3.57e-02 3.57e-02 3.57e-02 3.57e-02
ea | 1.29e-03 1.29¢-03 1.29¢-03 1.29¢-03 1.29e-03
e3 | 4.66e-05 4.89e-05 4.95e-05 4.96e-05 4.97e-05
eq | 1.53e-06 1.53e-06 2.10e-06 2.24e-06 2.28e-06
es5 | 3.08¢-06 7.31e-07 1.43e-07 1.17e-07 1.51e-07
eg | 3.14e-06 7.83e-07 1.95e-07 4.80e-08 1.13e-08
vy = 4 Vo9 = 0

e1 | 4.55e-02 4.55e-02 4.55e-02 4.55e-02 4.55e-02
e | 3.26e-03 3.26e-03 3.26e-03 3.26e-03 3.26e-03
eg | 4.64e-04 4.71e-04 4.71e-04 4.71e-04 4.71e-04
eq | 9.24e-05 9.60e-05 9.65e-05 9.67e-05 9.67e-05
es | 1.74e-05 2.04e-05 2.12e-05 2.14e-05 2.14e-05
eg | 6.17e-06 3.86e-06 4.55¢-06 4.74e-06 4.78¢-06
vV = 0 V9 = 4

e1 | 3.58e-02 3.58e-02 3.58e-02 3.58e-02 3.58e-02
ea | 1.29e-03 1.29¢-03 1.29¢-03 1.29¢-03 1.29e¢-03
e3 | 4.53e-05 4.77e-05 4.82e-05 4.84e-05 4.84e-05
eq | 1.17e-06 1.31e-06 1.89e-06 2.03e-06 2.07e-06
es5 | 3.03e-06 6.80e-07 9.14e-08 7.66e-08 1.12¢-07
eg | 3.13e-06 7.76e-07 1.87e-07 4.04e-08 3.62e-09

Table 4.1: Errors after k iterations of a V-cycle (eg) for the regular mesh uniformly refined to
have N degrees of freedom and for different values of the parameters vy and v,
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N | 2610° 1110 4210 1.710° 6.7107
V1:2 I/2:2

e1 | 3.64e-02 3.64e-02 3.64e-02 3.64e-02 3.64e-02
ey | 2.56e-03 2.49e-03 2.46e-03 2.44e-03 2.43e-03
es | 7.41e-04 6.33¢-04 5.80e-04 5.54e-04 5.41e-04
eq | 6.15e-04 3.15e-04 1.62e-04 1.35e-04 1.28e-04
es | 5.96e-04 3.01e-04 1.52e-04 7.67e-05 4.76e-05
es | 5.91e-04 2.98¢-04 1.50e-04 7.50e-05 3.77e-05

Table 4.2: Errors after k iterations of a V-cycle (ey) for the crooked mesh uniformly refined to
have N degrees of freedom and for v =2 and vy = 2

Meshes | No hanging nodes Figure |4.3a| Figure |4.3b|
N 4.210° 7.310° 7.010°
€1 3.56e-02 3.56e-02 3.56e-02
€9 1.34e-03 1.34e-03 1.34e-03
e3 5.72e-05 5.72e-05 5.74e-05
n 3.45e-06 3.47e-06 3.64e-06

Table 4.3: Errors after k iterations of a V-cycle (ex) for a mesh without hanging nodes and the
two meshes presented in figure [£.3] Each mesh has N degrees of freedom and the smoothing
parameters were v| = 2 and vo = 2.

to the discretization. If we refine the mesh and go to N = 6.7 107, then we can get smaller errors
(of the order of 1078).

Let us now explore the results for the crooked mesh (figure . Here also, we should expect
an h-independent convergence. We only show the results for v; = 2 and vo = 2 but the same
commentary applies for the other pairs. The results can be seen on table

We can see that the for the first few iterations, the error e; is independent of the mesh.
However, the note we made earlier is much clearer here. Because the mesh is not regular, the
effect of discretization are more important and therefore we will not reach the same accuracy
than we did before. That is why after six iterations, the less refined grid (N = 2.6 10°) still has
an error of 5.91 10~4. More iterations will not have a great impact on the solution since the error
is mostly due to the discretization.

4.1.2 Influence of hanging nodes

We will now investigate the influence of hanging nodes on our solution. We will present the
results only for the regular mesh but the tests have been performed on both and the same
conclusions apply to the crooked mesh.

We will compare the values of the error between one mesh with no hanging nodes, one where
we only have refined the lower left part of the domain once, and one where we have a rapid
transition between two parts of different refinement level (which will occur often in AMR).

Figure presents the latter two meshes. For the mesh in figure we have refined thrice
more in a certain region than in the adjacent one. Since we do not allow adjacent quadrants to
be more than one level apart, we obtain a "layer" where the levels of the quadrants is rapidly
changing. In order to compare solutions, we made sure that the largest quadrants in all three
meshes had the same size. This means that the meshes with hanging nodes have a lot more
degrees of freedom.

Table shows the results for the three different meshes using a V-cycle and with the
smoothing parameters v; = 2 and v = 2. Here again, we can see that the convergence is
h-independent and that one iteration gives us roughly one more decimal. The presence of hanging

43



CHAPTER 4. RESULTS AND DISCUSSION

(a) Two levels (b) Levels rapidly changing

Figure 4.3: Zoom on a certain part of the two meshes containing hanging nodes that will be used
to test the multigrid solver. We have one mesh where we only have refined a part of the domain
once more than the rest (left) and a mesh where we have refined a part thrice more than the rest
which results in levels changing rapidly (right).

nodes has no influence on the error we observe after a given number of iterations. The same
result is observed with all pairs of the smoothing parameters and with other meshes.

This will be important in the next sections when we will use our multigrid solver as a
preconditioner. Indeed, we will see that it is the coarse correction that allow for h-independent
convergence.

4.2 Fine preconditioner

Let us now move on to the fine part of the preconditioner : the overlapping additive Schwarz
preconditioner. We will test it by using the preconditioned conjugate gradients method described
earlier but, for now, the preconditioner will only consist of the fine part (i.e. M~ = PT).

As in the previous section, we will perform the tests in two parts : first, we will use meshes
with elements that are distorted or not but with no hanging nodes. Then, we will see how the
fine preconditioner performs in the presence of hanging nodes also for meshes that are distorted
or not. Here, of course, we will use interpolations of higher degree. Typically, the tests will be
performed for p = 2,4,6,8.

4.2.1 No hanging nodes

Let us first present the problem we will use throughout this section. The forcing term will be
chosen more oscillatory than in the previous part since we use interpolations of higher degree.
As before, the domain is : = [~1;1]2 and T is the boundary. The problem is :

V2u = —8n? sin(2rz) sin(27y) on ) (4.3)
u=20 onI'
This problem has an analytic solution and it is easy to convince oneself that this solution is
given by :
u(z,y) = sin(27x) sin(27y)

Figure shows the numerical solution to the problem above for p = 2 and 1.0 10° degrees
of freedom for a regular mesh. We can note that it is exactly the same number of degrees of
freedom as if we had refined uniformly once more and used an interpolation of degree p = 1. Let
us then compare how the two approximations perform. We solved the problem for p = 1 with
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Numerical solution with fine preconditioner

Figure 4.4: Numerical solution to problem using an interpolation of order p = 2 and 1.0 10°
degrees of freedom on a regular mesh with no hanging nodes.

our multigrid solver and the problem for p = 2 with the PCG and the fine preconditioner. Let us
denote u] as the value of the approximation for p = j at node i. We have that :

e! = max |u} — u(z;,y;)| = 5.02107°
(2

e? = max |u? — u(z;,y;)| = 1.01107°
(2
We can see that with the same number of degrees of freedom, an approximation using p = 2
is much more accurate. This is because the solution is really smooth and is better approximated
using a higher order interpolation than a bilinear interpolation on smaller quadrants. This is one

example of why we want to use higher order interpolations.

Regular meshes

Let us now move on to the comparison for different degrees of the number of iteration needed
to reach a given accuracy as a function of the number of quadrants. We will take our regular
mesh and uniformly refine it. Then, for p = 2,4, 6,8, we will see how many iterations are needed
to reach a given error on the norm of the residual. Let us denote r; the residual after iteration
k of the preconditioned conjugate gradients. Of course, since our initial guess is zero, we have
that o = b (since we are solving the linear system Au = b). For the following tests, our stopping
criterion is given by :

|7k l]2

[Iroll2

Figure [£.5] shows the results. To put the data in perspective, we also have to show the

number of degrees of freedom. Indeed, for a given number of quadrants, the higher degree the

interpolation is, the more nodes we have. Table contains the number of nodes for each mesh
and for each degree p.

We can see that, even without the coarse preconditioner, we are solving the system in a small

number of iterations compared to the number of degrees of freedom. For example, we only do

<1073
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Number of quadrants 16° 322 642 1282 2562
p=2 1.110% 4.210% 1.710* 6.610* 2.610°
p=4 4.210% 1.710* 6.610* 2.610° 1.1106
p=26 9.410% 3.710* 1.510° 5.910° 24106
p=28 1.710* 6.610* 2.610° 1.110% 4.210°

Table 4.4: Number of degrees of freedom for a regular mesh with different number of quadrants
and for different degrees of interpolation.

Number of iterations for different degrees
— ; —

iy

Number of iterations

Number of quadrants

Figure 4.5: Number of iterations of PCG with only the fine preconditioner for different degrees p
of interpolation as a function of the number of quadrants in a regular mesh.
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(a) Mesh with a = 1.1 (b) Mesh with a = 1.4

Figure 4.6: Examples of the meshes used for the tests of the fine preconditioner with distorted
elements. The meshes are created using GMSH with its progression tool. The key parameter is
the common ratio a that we will be increasing progressively.

about 80 iterations to solve the system with 2.4 10° degrees of freedom and with interpolations
of degree p = 6.

We can also see that for every degree, the number of iterations increases when we refine the
mesh. This is to be expected since the information from the boundaries has to go through more
quadrant before propagating to the entire domain. Asymptotically, the number of iterations is
expected to double as the number of quadrants is multiplied by four (i.e. the mesh size is divided
by two). We can see that it is not yet the case here.

A last remark we can make is that the number of iterations tends to increase when the degree
of the interpolation increases. This is especially true for the finest mesh where we need 183
iterations for p = 8 where we only need 39 iterations for p = 2. This can be explained by the
fact that the size of the overlap decreases when p grows. As mentioned in [32], this issue would
be fixed if we imposed a constant overlap.

Meshes with distorted elements

Let us now move on to meshes that are not regular anymore. Let us remember that when we
developed the fine preconditioner, we assumed that the elements were rectangular which allowed
us to compute the analytic solution to the problem. This part explores the influence of having
distorted elements on the number of iterations needed to obtain a given accuracy.

To control the deformation, we will continually deform the regular mesh using the progression
tool of GMSH (information about GMSH can be found in [33], or in [34]). The deformation is
performed using a geometric progression, with the common ratio a as the parameter. Obviously,
the higher the parameter a, the more distorted the mesh is. It is clear that for a = 1, we have a
regular mesh. Figure presents two meshes of obtained with the progression with GMSH. On
the left we used @ = 1.1 and on the right we used a = 1.4.

Using the same tolerance as in the previous part, we ran the preconditioned conjugate
gradients with the fine preconditioner for those new meshes. The order of the interpolation used
is p = 2. The results are given in figure [4.7]

We can see, as it was expected, that the more we deform the mesh, the more iterations
we need to do in order to obtain the wanted accuracy. The fact that, for distorted elements,
we do not invert exactly the system but use an approximation allows us to compute the fine
preconditioner efficiently even when we have a lot of elements but we can see here that it also
costs more iterations of the preconditioned conjugate gradients. However, the gain is still huge.
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Number of iterations for distorted meshes
T T T T

Number of ietartions

1 1.05 11 115 12 1.25 13 1.35 14
Common ratio a

Figure 4.7: Number of iterations of PCG with only the fine preconditioner for p = 2 and more
and more distorted meshes (obtained using the progression tool of GMSH).

Indeed, for a degree of interpolation p, we have (p + 3)? nodes per overlapping subdomain. This
means a complexity of O((p + 3)°¢) to solve the system exactly. Instead, with the method we
use, we only need to do a few matrix multiplications where the matrices have (p + 3) rows and
columns. This means a complexity of O((p + 3)3). Even with p = 2, the results show that it is
much faster to not take geometric factors into account.

We can also note that the effect of increasing the number of elements (i.e. reducing the
mesh size) on the number of iterations is clearer here. For example, for the mesh with a = 1.15,
we need 10 iterations for 82 elements, 18 iterations for 162 elements and 39 iterations for 322
elements. The same explanation applies here : when we multiply the number of elements by
four, we roughly multiply the number of quadrants in each direction by two and therefore the
information needs twice as many iterations to propagate to the domain.

4.2.2 Influence of hanging nodes

In this part, we will explore the influence of hanging nodes on the number of iterations needed
by the preconditioned conjugate gradients with the fine preconditioner to converge. Because we
want meshes that are not artificial and come from real AMR applications, we will change the
forcing term in this part and we will also use a recursive refine function when we build the mesh
with p4est.

Let us first define the problem and the forcing term. As before, the domain is : Q = [—1;1]?
and I' is the boundary. We will solve :

V2u = —2tanh(nz) tanh(my) {nQ(l — tanh(nz)?) + m?(1 — tanh(my)Q)} on (4.5)
u = tanh(nz) tanh(my) on I’ (4.6)

We can see that problem has an analytic solution that is given by :

u(z,y) = tanh(nz) tanh(my)

The parameters n and m can be adjusted to make the jump in the hyperbolic tangent steeper.
An example of a numerical solution with p = 1 and obtained by our multigrid solver has already
been shown on figure for n = 3 and m = 3.
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Tol 0.020 0.015 0.010
Number of quadrants | 1276 1384 3064
hang 14.05% 16.61% 22.13%

Table 4.5: Number of quadrants obtained using the recursive refine function on the problem
for different tolerances as well as the ratio hang for each mesh with an interpolation of degree

p =2

As explained before, we will use a recursive refine function when we build the forest. Since we
know the analytic solution, we can cheat a little and use it for the refinement process. We will
ask that the absolute value of the difference between the value of u in the center of the quadrant
and the mean of the values of u at the four corners of the quadrant is less than a fixed tolerance
multiplied by the maximum value of the function. So, if the four corners have coordinates (z;, y;)
for i = 0,1,2,3, and that umar = max, yeq |u|, we impose the following rule :

13 1 13
u(Zsz,nyz)—ZZu(xz,yz) < Umaztol (4.7)

=0 =0 1=0

B

Where tol is a fixed tolerance. Intuitively, the tighter the tolerance, the more refined the
grid needs to be and the more hanging nodes we will have thanks to the jump in the hyperbolic
tangent function.

Increasing the relative number of hanging nodes

To have a rather steep jump, we chose n = m = 12 for the different tests that follow. We varied
the tolerance to have more or less hanging nodes. We also needed a way to quantify the presence
of hanging nodes. Let us define hang, the ratio of the number of hanging nodes over the number
of global nodes.

#hanging nodes
#global nodes

hang = (4.8)

Table shows this number for different values of the tolerance and for p = 2. We can see,
as expected, that the ratio hang increases while we make the tolerance tighter. Of course, the
exact value of hang does not matter since even for a given mesh, it will change with the degree
of the interpolation so it is rather how it evolves that interests us.

Let us now see how the number of iterations varies for the different meshes. Figure [4.8| shows
the number of iterations needed to reach the same norm on the residual as before for the three
different meshes obtained with the tolerances presented in table We can see on the graph
that the number of iterations increases when we have relatively more hanging nodes. We have to
be careful since this phenomenon can also be explained by the fact that we have more quadrants
when the tolerance gets tighter and that also causes an increase in the number of iterations as
showed earlier in this section. However, it is observed that we need less iterations when we do
not have hanging nodes and for a similar number of quadrants (for example, for 1024 quadrants
without hanging nodes, we need 18 iterations whereas we need 38 for 1276 quadrants).

As explained in the implementation chapter, when we have hanging nodes, we do not treat
all hanging possibilities and therefore we have an error when we compute the local residual. This
explains why we need more iterations in presence of hanging nodes and the fact that we converge
less quickly the more hanging nodes we have in the mesh. However, the number of iterations is
still acceptable.
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Number of iterations needed for different tolerances
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Figure 4.8: Number of iterations needed to reach a given norm on the residual for a degree of
interpolation p = 2 and for meshes obtained with different tolerances.
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Figure 4.9: Number of iterations needed to reach the tolerance of the norm of the residual as
a function of the degree of the interpolation used for a mesh obtained using tol = 0.02 in the

recursive refine function.
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Increasing the degree of the interpolation

Let us finally look at what happens when we increase the degree of the interpolation. We tried
different degrees of interpolation (p = 2,4, 6,8) and looked at the number of iterations needed to
obtain the numerical solution. Figure |4.9| shows the results.

We can see that the number of iterations increases with the degree. We need 38 iterations
for p = 2 but 58 for p = 8. As already explained in the case with no hanging nodes, this is in
part due to the fact that when we increase the degree of the interpolation, the size of the overlap
decreases and therefore we need more iterations.

We can also mention the fact that since we do not treat all hanging possibilities when we
compute the local residual at the overlaps, increasing the degree (and therefore the number of
nodes in the overlaps) might have a effect on the number of iterations.

All the tests presented here were on meshes where the elements were not distorted and where
we expect the fine preconditioner to behave optimally but the same tests have been performed
with distorted quadrants and we observe the same qualitative results.

4.3 'Two scale preconditioner

Let us finally move on to the two-scale preconditioner. We showed in the previous part that using
only the fine scale preconditioner was not a good idea when the number of quadrants increased
(the number of iterations roughly doubles when the mesh size is divided by two). As explained in
the theory chapter, the idea is to add a coarse part in the preconditioner (i.e. M~! = Pf 4 P°),
consisting mainly of solving a problem with an interpolation degree p = 1 with a geometric
multigrid method, so that the number of iterations stays constant when we increase the number
of quadrants.

As in the previous section, the tests will be performed in two parts : first, we will analyze
the performances of the two-scale preconditioner when there are no hanging nodes (but for both
regular and distorted meshes) and then we will look at what happens when the forest of quadtrees
is refined recursively and therefore the mesh is not conforming anymore.

In the last subsection, we will also motivate the choice of using higher order degrees of
interpolation. We will indeed look at the best degree to obtain a given accuracy in the solution,
i.e. the degree for which we have the solution to a given problem on a given mesh in the shortest
amount of time and that is accurate enough.

4.3.1 No hanging nodes

Let us first present the problem we will solve in this part. We want our numerical solution to
capture both low and high frequency modes so we will superpose a cosine with low frequency
and a sine with a high frequency. As before, the domain is : = [—1; 1]2 and I is the boundary.
We will solve :

Vi = —— cos(gac) cos(gy) — 572 sin(5mx) sin(57y) on € (4.9)
u=20 onT (4.10)

This problem has an analytic solution that is given by :
s s 1 . .
u(z,y) = cos(ga:) cos(gy) + 0 sin(5rz) sin(5ry)

An example of a numerical solution obtained using the preconditioned conjugate gradients
with the two scale preconditioner can be seen on figure This solution has been obtained in
only 8 iterations and with an interpolation of degree p = 2.
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Numerical solution with two-scale preconditioner

Figure 4.10: Numerical solution to problem using an interpolation of order p = 2 and 1.0 10°
degrees of freedom on a regular mesh with no hanging nodes. This numerical solution has been
obtained by the PCG with the two scale preconditioner.

Number of quadrants | 1282 2562 5122 10242

p=2 6.6107 2.610° 1.1105 4.210°
2.610° 1.110% 4.210% 1.7107
5.910° 2.410% 9410 3.8107
1.110% 4.2105 1.710" 6.7107

"I
I
0 O W

Table 4.6: Number of degrees of freedom for a regular mesh with different numbers of quadrants
and for different degrees of interpolation.

Regular meshes

Let us now look at what happens to the number of iterations when we decrease the mesh size
for different degrees of interpolation. Table shows the number of degrees of freedom for the
different meshes used (indeed, for a given mesh, the higher the degree of the interpolation, the
more global nodes we have). We can already see that, thanks to the coarse preconditioner, we
are able to have a lot more degrees of freedom than in the case where we only had the fine
preconditioner.

For the following tests, we also have tighten the tolerance on the norm of the residual. We
now require that :

|7k ll2
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Figure [£.11] shows the number of iterations needed to reach that tolerance of the norm of
the residual when we use our two scale preconditioner for different degrees of interpolation. The
first remark we can make is that the number of iterations does not increase with the number of
quadrants (as it was the case when we only had the fine preconditioner). So we can conclude
that the coarse preconditioner does the job it was designed to do. We can even note that the
number of iterations slightly decreases. For example, for p = 6, we need 12 iterations for 1282
quadrants but we only do 11 iterations for 1024%2. An explanation for this phenomenon might be
that when we increase the number of quadrants, we actually better separate the actions of the
fine and coarse preconditioners and therefore the sum of the two is a better approximation of

<107°
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Number of iterations for different degrees

st

Number of iterations

10°
Number of quadrants

Figure 4.11: Number of iterations of PCG with the two scale preconditioner for degree p of
interpolation needed to reach the given tolerance of the norm of the residual as a function of the
number of quadrants in a regular mesh.

A1, We can mention that for p = 8, we only need 11 iterations to solve a system that has more
than 67 millions unknowns.

A second remark we can make, as already observed when we only had the fine preconditioner,
is that the number of iterations grows with the degree of the interpolation. For example, with
1024% quadrants, we need 8 iterations when p = 2 but we need to do 11 iterations when p = 8.
As before, this can be explained by the fact that as the degree of the interpolation increases, the
size of the overlap decreases. A fixed sized overlap would fix this issue.

Meshes with distorted elements

We will now look at what happens when the mesh is not regular but we have quadrants that are
more and more distorted. We will use the same meshes already used in the previous section and
obtained with the progression tool of GMSH (see figure for examples of such meshes).

For an interpolation of degree p = 2, we looked at the number of iterations needed to
reach the given tolerance as we increased the number of quadrants and for elements more and
more distorted. Figure shows the results. We can see that the number of iterations stays
roughly the same when we increase the number of quadrants so once again the coarse part of the
preconditioner does the job it is designed to do.

We can also note that the more we distort the quadrants the more iterations we need to
reach the given tolerance. This is to be expected since we developed the fine preconditioner to
work optimally on quadrants aligned with the axis. This means that the more a quadrant is
distorted the less accurate is the fine preconditioner part and therefore the more iterations we
need. However, even with the most distorted mesh, the number of iterations stays acceptable and
as explained in the previous section, the gain of not having to solve exactly on every quadrant
is huge. We also have to say that the meshes presented here have an intrinsic structure since
they are generated using the progression tool in GMSH. Therefore, the errors we make with our
approximation are always in the same direction and the number of iterations needed increases.
We might not have such an increase with a random mesh containing quadrants with the same
quality measure.
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Number of iterations for different meshes
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Figure 4.12: Number of iterations of PCG with the two scale preconditioner for an interpolation
degree p = 2 needed to reach the given tolerance on the norm of the residual as a function of the
number of quadrants for meshes with quadrants more and more distorted.

4.3.2 Influence of hanging nodes

Let us now move on to the cases where we have hanging nodes. As in the part with only the
fine preconditioner, we will look at a problem where the solution has a jump so that we create
hanging nodes when we use a recursive refine function in p4est. In addition to the hyperbolic
tangent already presented in the previous subsection, we will include a high frequency sine wave
to see how the grid adapts to capture it and how the two scale preconditioner performs in its
presence.

The problem we will solve is :

V2u = — 2tanh(122) tanh(12y) [122(1 - tanh(122)?) + 12%(1 — tanh(12y)?)|

— 1072 sin(107z) sin(107y) on Q (4.11)

1
u =tanh(12z) tanh(12y) + 20 sin(107z) sin(107y) onI' (4.12)
Where = [~1;1]? and T is the boundary. This problem has an analytic solution that is

given by :

1
u(z,y) = tanh(12x) tanh(12y) + 2 sin(107z) sin(107y)

Figure shows an example of the numerical solution computed on a non conforming mesh
with PCG and the two scale preconditioner. We can see on the plot both the steep jump due to
the hyperbolic tangent and the small oscillations due to the sine wave.

Increasing the relative number of hanging nodes

Let us now look at the influence of increasing the number of hanging nodes in the mesh. To
achieve this, we will use the same rule in the recursive refinement of the quadrants as in the
previous section, given by relation We will also tighten the parameter tol used in order to
have more quadrants than in the case when we only had the fine preconditioner.
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Numerical solution with two-scale preconditioner

Figure 4.13: Numerical solution to problem using an interpolation of order p = 2 on a non
conforming mesh and obtained with PCG with the two scale preconditioner.

Parameter tol ‘ 0.01 0.008 0.006 0.004 0.002
Number of hanging nodes | 6080 8064 11008 14272 23200 33696 70112
Number of global nodes 19921 25545 32265 49265 120201 208137 445425
hang 30.52% 31.57% 34.12% 28.97% 19.30% 16.19% 15.74%

0.001  0.0005

Table 4.7: Statistics about the different meshes used for the tests regarding the influence of

hanging nodes on the number of iterations as well as the ratio hang defined by equation The
number of global and hanging nodes are for an interpolation degree p = 2.
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Number of iterations needed for different tolerances
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Figure 4.14: Number of iterations of PCG with the two scale preconditioner with a degree of
interpolation p = 2 on meshes with hanging nodes defined by the parameter tol.

Table [4.7] shows some statistics about the different meshes used for the tests regarding the
influence of hanging nodes on the number of iterations. The number of global and hanging nodes
are for an interpolation of degree p = 2 and the ratio hang is given in equation (4.8

We can see that, as expected, when we decrease the parameter tol, we have more hanging
nodes. We can also see that, at first, tightening the parameter tol increase the ratio hang and
we have more hanging nodes relatively to global nodes. Then, however, even though the number
of hanging nodes still grows, the number of global nodes grows faster and therefore the ratio
hang decreases. This can be explained by the fact that if the parameter tol is very low then we
start to refine all part more equally (even the ones where the function does not vary a lot) and
the relative number of hanging nodes drops.

Figure shows the number of iterations needed to reach the given tolerance with an
interpolation degree p = 2 on the different meshes presented in table [£.7, We can see that the
number of iterations stays roughly the same (it is either 30 or 31) for all meshes, whatever the
number of hanging nodes and the value of the ratio hang. So we can conclude that the coarse
preconditioner once again guaranties the h-independent convergence and that the number of
hanging nodes does not have a great influence on the number of iterations.

We also have to note that, for the same problem, if we use a conforming mesh, the number of
iterations needed drops to 16. So even if the number of hanging nodes (absolute or relative) does
not greatly influence the number of iterations, just adding one non conforming quadrant does a
lot to decrease the performance of the preconditioner. We can point the fact that, as mentioned
earlier, when we have hanging quadrants, we do not handle every possibilities to compute the
residuals in the overlaps. We can thus see how that affects the number of iterations.

Increasing the degree of the interpolation

Let us now move on to look at what happens when we increase the degree of the interpolation.
We will use the mesh defined by tol = 0.001 and look at the number of iterations needed to reach
the given tolerance for p = 2,4,6,8. Figure shows the results.

We can see that as we increase the degree of the interpolation, the number of iterations
increases. It goes from 31 for p = 2 to 85 iterations when p = 8. We can see that it is quite a lot.
But we also have to note that going from degree 2 to degree 8, we have also gone from 2.1 10°

o6



CHAPTER 4. RESULTS AND DISCUSSION

Number of iterations needed for different degree of interpolation
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Figure 4.15: Number of iterations of PCG with the two scale preconditioner as a function of
the degree of the interpolation used for a mesh obtained with tol = 0.001 in the recursive refine
function.

degrees of freedom to 3.4 10°.

As in the case when we only had the fine preconditioner, several factors can be put forward
to explain the increase in the number of iterations. First, when we increase the degree, the size
of the overlap decreases and therefore the fine preconditioner is less effective. As mentioned
in [32], a fixed sized overlap would fix the issue.

Second, we can say that the number of hanging nodes in the overlaps increases with the degree
of the interpolation. Since we do not treat all possibilities when handling hanging quadrants, the
error made is more important when we have a lot of nodes in the overlaps.

4.3.3 Most efficient degree to obtain a given accuracy

In this subsection, we will look at the best degree of interpolation p to obtain a given accuracy.
We will use the problem defined by and the distorted mesh using the progression tool of
GMSH with a = 1.2 that we will uniformly refine. We will also tighten the tolerance on the
norm of the residual since we want the error to come from the interpolation and not from the
fact that we only solve the linear system approximately. We will impose that :

|7k |2

<1072
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Afterwards, we will compute the error committed by the discretization in the L?-norm. Let us
define eP, the error made by using an interpolation of degree p, uP the solution of the discretized
problem using a degree p, U’ the numerical solution at the global node i of the linear system
that arises and m; the mass matrix associated with the integration. Then we have :

e — ( /Q (u— up)dedyf (4.13)
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Best degree of interpolation as a function of accuracy
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Figure 4.16: Best degree of interpolation to solve problem on a distorted mesh as a function
of the accuracy we want on the L?-norm.

We can note that if we refine uniformly the mesh, then eP will decrease but it will also cost
us more. And for a given mesh, we have that eP decreases as p increases (but it also costs us to
increase the degree). So the question that arises is when is it more interesting to refine the mesh
uniformly and when is it better to increase the degree of the interpolation to get the accuracy
we want.

We will select degree p to be the best for an accuracy of 10~ if and only if there is a mesh
such that e? < 107% on this mesh and the time needed to obtain the numerical solution is smaller
than for any degree on any other mesh and the same accuracy.

Figure shows the results. We can see that when the wanted accuracy is rather low (for
10~7) then it is quicker to use an order of interpolation p = 2 because the number of iterations
needed to solve the linear system is smaller than for a higher order interpolation. Moreover, the
number of degrees of freedom to obtain such an accuracy is not so high as to make one iteration
very long.

On the other hand, when we want a better accuracy (1071°, 10~!!) then it is cheaper to use
higher order interpolation such as p = 8. This can be explained by the fact that, even though
the number of iterations of PCG is higher (as mentioned earlier in this section), the number of
degrees of freedom to obtain the wanted accuracy is much lower for p = 8 than for the other
degrees. Therefore, one iteration takes much less time and p = 8 becomes more efficient.

In between the two (1078, 107), we can see that the best degree is p = 4 where we have a
trade-off between the number of iterations needed to solve the system and the number of degrees
of freedom.

The quantitative results presented here depend of course of the implementation, the problem
to solve and the mesh used. However, we can note that the qualitative result stays true : the more
accurate we want to be, the more interesting it becomes to use higher degree in the interpolation
because then the number of DOF does not grow as large as it would with lower order polynomials.

4.4 Conclusion

Let us now summarize the results given in this chapter.
We first looked at the properties of our geometric multigrid solver. The key property of
h-independent convergence has been observed for a large variety of parameters v; and v and
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various meshes that were regular or distorted. The presence of hanging nodes has no influence
whatsoever on the convergence of the geometric multigrid method.

We then moved on to the PCG with only the fine scale preconditioner. Several observations
were made. We saw that, even on a regular mesh where the preconditioner is optimal, increasing
the number of quadrants increased the number of iterations needed. That was predicted since
increasing the number of quadrants decreases the mesh size. We also noticed that we needed
more iterations when the degree of interpolation p grew. That was explained by the fact that
the size of the overlap diminishes when p increases. We then moved on to meshes with distorted
quadrants and saw that we needed more iterations than in the regular case. It was to be expected
since the fine preconditioner was designed to work best on quadrants aligned with the axes.
Afterwards, we introduced non conforming meshes. The presence of hanging nodes also increased
the number of iterations. That was explained by the fact that we do not restrict the residual
exactly in the overlaps. When we increase the degree of the interpolation on a non conforming
mesh, the number of iterations increases as in the conforming case.

The coarse grid correction was then added in the preconditioner. We first tested the PCG with
the two scale preconditioner on conforming meshes and saw that we obtained the h-independence
thanks to the coarse preconditioner : the number of iterations stayed constant whatever the
number of quadrants and the mesh size. That was true for both meshes with regular quadrants
and meshes with distorted quadrants. We can however note that the number of iterations needed
was greater in the case of distorted quadrants. Again, this was to be expected since the fine
preconditioner works better on quadrants aligned with the axes. We then experimented on non
conforming meshes. We saw that changing the absolute or the relative number of hanging nodes
in the mesh had no real impact of the number of iterations. That being said, we saw that we
needed more iterations when we had hanging nodes (even a few) than when we had none. We
also looked at what happened when we increased the degree of the interpolation. As before, it
increases with the degree p. The same remarks as before also apply here.

Finally, we picked a problem and a mesh and looked at the best degree of interpolation to
solve this problem, i.e. the degree which allowed us to get the solution within a given tolerance
in the L?-norm the quickest. We saw that at first, for a low tolerance, a low degree is best since
then the fine preconditioner is cheap to compute and we can have a lot of degrees of freedom. The
number if iterations of PCG is also lower for lower degrees. Then, as we tighten the tolerance, it
becomes more and more attractive to use higher degrees since they allow us to keep the number
of degrees of freedom down and still get a good enough approximation to be within the tolerance.
The increase in the number of iteration for higher degrees is compensated by the fact that we
have a lot less degrees of freedom. This means that for a given tolerance, we have a trade-off
between the number of iterations of PCG and the number of degrees of freedom.
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Conclusion

This master thesis covered the study, the implementation and the comparison between the
experimental and theoretical results of a Poisson solver, i.e. an algorithm designed to solve
Poisson’s equation. This equation pervades across multiple domains in engineering : astrophysics,
chemistry, mechanics, statistics and image processing are examples of areas where elliptic partial
differential equations appear. Several numerical schemes also involve the resolution of Poisson’s
equation, such as different methods to solve Navier-Stokes equations for incompressible flows.
That is why having a fast and robust Poisson solver that can scale to trillions of unknowns and
millions of CPU cores is a necessity.

There exists a lot of algorithms that can be implemented into a Poisson solver. We explained
in the first chapter that, when the forcing term is a smooth function with very localized features
(as it is often the case in practice), the high-order geometric multigrid method shows the best
performances. In the present work, we chose to use low-order geometric multigrid method as a
preconditioner along with an overlapping additive Schwarz preconditioner for the preconditioned
conjugate gradients.

The chosen algorithm for the discretization was the spectral element method on an adaptive
mesh. This is a high-order method that allows us to meet high accuracy requirements. The
fact that we are solving the problem on an adaptive mesh allowed us to capture the very local
features of the forcing term while keeping the number of unknowns down since, in practice, large
parts of the computational domain do not require high levels of refinement. The second chapter
exposed the theoretical reasons behind the choices made and how to handle hanging nodes, whose
presence comes from the adaptive refinement.

The implementation of the algorithm resulted in a code written in plain C consisting of more
than 8000 lines. It was not possible to present the entire structure of the program but the third
chapter presents some important design features when implementing the algorithm. Especially,
it was showed that the essential part of the design lies in the data structures used. The practical
way to handle hanging nodes is also explained. In particular, the fact that the hanging nodes
can only be found on the edges of the quadrants allows us to compute efficiently the relation
between hanging and global nodes.

In the fourth chapter, we put the chosen algorithm to the test. Several observations were
made and can be summarized as follows :

e The geometric multigrid method is very efficient and allows for h-independent convergence.
For a large set of parameters, the number of iterations needed to reach the given tolerance
did not depend on the number of quadrants in the mesh. The presence of hanging nodes
does not affect the number of iterations whatsoever. The method works both on meshes
with regular quadrants and with distorted elements.

e Used on its own, the overlapping additive Schwarz preconditioner is not very efficient
when the number of quadrant increases. Indeed, the number of iterations almost doubles
when we divide the mesh size by two. This was expected in the absence of a coarse grid
correction. On the other hand, when we increase the degree of the interpolation, the coarse
preconditioner does the intended job and keeps the number of iterations down. We however
still observe a small increase that is due to the fact that the size of the overlap decreases.
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e For the fine scale preconditioner, we computed an analytic solution based on the assumption
that the quadrants were aligned with the axes. Having distorted elements in the mesh has
an influence on the number of iterations but the gain of not solving exactly the problem on
each subdomain is still huge compared to the time lost by the growth of the number of
iterations of PCG.

e The presence of hanging nodes has an influence of the fine preconditioner. It is less effective
in non conforming meshes. That is because some cases are not treated when we compute
the residual in the overlaps.

e Adding the coarse preconditioner to the fine one has a huge benefit. It allows to keep
the number of iterations of PCG constant when we refine the grid. With the two scale
preconditioner, we also have that the number of hanging nodes does not have an influence
at all on the number of iterations. However, it has to be noted that we need fewer iterations
when we do not have hanging nodes than when we do (even a few).

e If the accuracy requirements are low, it is quicker to use low order methods. This is because
when we increase the degree of the interpolation, we also increase the number of iterations
of PCG. As we increase the accuracy requirements, it becomes more and more important to
use high-order methods. Indeed, for smooth functions, we need several order of magnitudes
fewer degrees of freedom to reach a high accuracy with high-order methods than with
low-order ones. Therefore, the increase in the number of iterations of PCG is balanced by
the fact that one iteration takes a lot less time to be performed.

This thesis essentially presents a fast Poisson solver. However, it could still be improved. First,
we would like to be able to handle three dimensional problems. The second direct improvement
would be to make the code parallel. Of course, the results presented here would not change
(number of iterations, efficiency of the coarse and fine preconditioners,...) but it would be
interesting to see if the algorithm developed in this thesis is also efficient when implemented on
multiple cores. The parallelization of the matrix-vector products would be fairly straighforward,
as would be the fine preconditioner since it is local-based. However, it would be more difficult
for the geometric multigrid solver. Indeed, when we coarsen four quadrants into their parent to
go down one level, we have no guarantee that the four children belong to the same processor.
It is nonetheless feasible (for example in [35]). Another improvement we can mention is to try
and keep the overlap constant even when we increase the degree of the interpolation in order to
improve the fine preconditioner.
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